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1. MOTIVATION
Provisioning for large loss networks is a classic problem

in performance, due to the fat that loss network is an im-
portant mathematical model for many applications, notably
those in telephony. Lately, loss network models are utilized
and extended to provide performance analysis and control
for exciting new applications in statistical physics [3], work-
force management [9] and cloud computing [4]. In these new
studies, a loss network often serves as a crucial element in
characterizing system dynamics and producing calculation
for vital performance metrics. This can be seen from the
application in resource provision for cloud computing.

Cloud computing is rapidly gaining momentum as a new
paradigm for offering computing as services via the Internet.
Service provider usually offers a menu of service instances,
which require the commitment of distinct resources(CPU,
Memory,etc) at various amounts. Along with purchase of
these instances, service level agreements (SLA) will spec-
ify the desired targets on various performance metrics that
the service provider should meet. A common performance
metric is service availability, defined as the percentage of
time at which new service requests can be admitted into the
system with their desired amount of resources fulfilled. Vi-
olation of the SLAs typically results in significant penalty.
The objective of resource provisioning is to seek the balance
between the resource costs and SLA penalty so that service
availability can be guaranteed efficiently.

We develop an integrated optimization framework to search
for the optimal resource provision with SLA constraints.
First, we develop a Markovian model to capture users’ flexi-
bility on upgrade/downgrade services on demand and char-
acterize the steady-state behavior of the offered load. Then,
the multi-class multi-resource provisioning problem can be
naturally mapped to a stochastic loss network model, and
SLA constraints are mapped to constraints on loss proba-
bilities. Based on Kelly’s approach for capacity planning in
a loss network [6, 7, 8], we propose an optimization frame-
work to determine resource levels that minimize the com-
bined costs of resource and violation penalty. Since com-
puting the exact loss probabilities is a ]P complete problem
thus prohibitive for large service loads, we consider the Er-
lang fixed-point approximation for the blocking probabili-
ties that has been proven to be asymptotically exact in the
limiting regime as the traffic intensities and the resource ca-
pacities grow together in proportion [10, 6, 7]. We further
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improve it by replacing the single-dimension Erlang B for-
mula by its upper bound in [5]. We show that this improved
optimization problem also converges to the original prob-
lem under proper scaling, and demonstrate by a numerical
example that it yields improved provisioning solutions with
better SLA guarantees.

Note that although this paper is presented in the context
of cloud computing, the methodologies developed are readily
applicable to a broad range of other applications in which
loss network models are suitable.

2. MODEL AND ANALYSIS

2.1 Base Model
Suppose that there are multiple classes of customers, la-

beled by r, each following an independent Poisson process
with rate λr. To capture the flexibility for customers to
increase/decrease resource requirements on the fly, we con-
sider the following probabilistic model. Assume that, af-
ter holding the service template r for a random amount of
time, a class r customer upgrades/downgrades to class r′

with probability prr′ and terminates the service with prob-
ability 1 −

∑R
r′=1 prr′ . There are J types of resources, and

suppose that resource j has capacity Cj units, j = 1, . . . , J .
The rth class customers uses Ajr units of resource j, where
Ajr ∈ Z+. Let R be the set of all possible classes. A cus-
tomer requesting contract r is blocked and lost if for any
resource j, j = 1, 2, . . . , J , there are fewer than Ajr units
free. Otherwise this customer is served and simultaneously
holds Ajr units of resource j, for all j = 1, 2, . . . , J , for
the holding period of the contract r. The contract holding
period is independent of earlier arrival times and holding pe-
riods; holding period of contract r is arbitrarily distributed
with mean 1/µr, r ∈ R. For class r, there is an SLA that
the service will be available with probability 1− εr.

2.2 Erlang Loss Network Model
Under the above assumptions, this network can be mod-

eled as an Erlang loss network [8]. Let nr be the number of
customers in service using contract r, and let n = (nr, r ∈
R), C = (C1, C2, . . . , CJ). Then, it is well known, see e.g.
[8], n has a unique stationary distribution given by

π(n) = G(C)−1
∏
r∈R

νnr
r

nr!
, n ∈ S (C)

where νr = λr/µr, S (C) = {n ∈ ZR
+ : An ≤ C} and G(C)



is the normalizing constant (or partition function)

G(C) =

 ∑
n∈S (C)

∏
r∈R

νnr
r

nr!

 .

Denote Lr as the probability that a customer requesting
class r is lost, that is, the blocking probability. The exact
formula is Lr = 1−G(C)−1G(C−Aer), where er is the unit
vector corresponding to single active customer in class r.

The widely adapted Erlang fixed point approximation gives
the following calculation for Lr.

1− Lr '
∏
j

(1− Ej)Ajr r ∈ R.

where Ej = E(ρj , Cj), for all j = 1, 2, . . . , J is calculated
by the well-known Erlang B formula:

E(ν, C) =
νC/C!∑C
n=0 ν

n/n!
, (1)

and ρj is given by ρj =
∑
r:j∈r Ajrνr

∏
i∈r−{j}(1− Ej)

Air .

It is as if each of the
∑
j Ajr units of resources requested

by a customer for contract r is granted or denied indepen-
dently, with each request for a unit of resource j being denied
with blocking probability Ej .

[8] has shown that if capacities Cj , j = 1, 2, . . . , J , and
offered traffics νr, r ∈ R, increase proportionally, the above
approximation will coincide with the exact loss probability
eventually. And this property is called asymptotic exactness
of the Erlang fixed point approximation.

2.3 Optimization
The following optimization formulation aims to provide

the most efficient capacity allocation under SLA constraints.
The objective is a weighted summation of capacities for all
the resources. The weight reflects the cost of maintaining
such capacity. This formulation is very flexible. Extra con-
straints such as those on budget and dependence relations
between different capacities can be easily added.

(P ) min

J∑
j=1

wjCj s.t. Lr ≤ εr, r ∈ R.

Here the vector L = (Lr, r ∈ R) represents the loss prob-
abilities for all the requesting contracts. Let us denote the
optimal solution to problem (P ) as C∗, and the correspond-
ing blocking probability as vector L∗.

Replacing the blocking probabilities by their Erlang fixed
point approximations, we have,

(P̃ ) min

J∑
j=1

wjC̃j (2)

s.t. Ẽj = E(ρj , C̃j), ∀j

ρj = (1− Ẽj)−1
∑
r

Ajrνr
∏
i

(1− Ẽi)Air , ∀j

1− L̃r =
∏
j

(1− Ẽj)Ajr ≥ 1− εr, ∀r

We denote the optimal solution to (P̃ ) as (C̃∗, Ẽ∗, L̃∗). This
is the optimization studied in [2], where some of its struc-
tural properties are obtained. Our idea is to replace E(ρj , Cj)

with the square root staffing estimation upper bound Ê(ρj , Cj).

Recall that, the following bounds are derived in [5],

E(ρ,C) ≤
(

Φ(α)
√
C

φ(α)
+

2

3

)−1

, (3)

where α = sgn(1 − ρ
C

)
√
−2C(1− ρ

C
+ log ρ

C
). We will use

this upper bound to replace the Erlang B formula (1). The
result is the following optimization problem,

(P̂ ) min

J∑
j=1

wjĈj (4)

s.t. Êj = U(ρj , Ĉj), ∀j

ρj = (1− Êj)−1
∑
r

Ajrνr
∏
i

(1− Êi)Air , ∀j

1− L̂r =
∏
j

(1− Êj)Ajr ≥ 1− εr, ∀r

The optimal solution to (P̂ ) is denoted as (Ĉ∗, Ê∗, L̂∗).

2.4 Asymptotic Optimality Analysis
For each N ∈ Z+, rate of arrival for each route in N -th

system satisfies, νNr = Nνr, r ∈ R and CNj = NCj for
all j = 1, . . . , J . The intuition is that when the demand
arrival is accelerated, the capacities have to be adjusted ac-
cordingly.

For each N -th system, we have the corresponding version
of problems (P ), (P̃ ) and (P̂ ) with a square root relaxation.

(PN ) min

J∑
j=1

wjC
N
j s.t. LNr ≤ εr + εN , r ∈ R.

(P̃N ) min

J∑
j=1

wjC̃
N
j

s.t. |ẼNj − E(ρ̃Nj , C̃
N
j )| < εN , ∀j

ρ̃Nj = (1− ẼNj )−1
∑
r

Ajrνr
∏
i

(1− ẼNi )Air , ∀j

1− L̃Nr =
∏
j

(1− ENj )Ajr ≥ 1− εr − εN , ∀r

(P̂N ) min

J∑
j=1

wjĈ
N
j

s.t. |ÊNj − U(ρ̂Nj , Ĉ
N
j )| < εN , ∀j

ρ̂Nj = (1− ÊNj )−1
∑
r

Ajrνr
∏
i

(1− ÊNi )Air , ∀j

1− L̂Nr =
∏
j

(1− ÊNj )Ajr ≥ 1− εr − εN , ∀r

where εN = O(N−1/2). Let us denote these problems as

(PN ), (P̃N ) and (P̂N ), and their solutions as C∗N , (C̃∗N , Ẽ
∗
N , L̃

∗
N )

and (Ĉ∗N , Ê
∗
N , L̂

∗
N ), respectively.

Proposition 1. As N →∞, we have,∑
j

wjC
∗
N,j −

∑
j

wjĈ
∗
N,j = o(N).

To prove Proposition 1, the key idea is to show that as



N →∞, ∑
j

wjC
∗
N,j −

∑
j

wjC̃
∗
N,j = o(N),

∑
j

wjC̃
∗
N,j −

∑
j

wjĈ
∗
N,j = o(N).

We also have the following asymptotic optimality result:

Proposition 2. If for each N ∈ Z+, (Ĉ∗N , Ê
∗
N , L̂

∗
N ) solves

problem (P̂N ), and (Ê∗N , L̂
∗
N ) converge to a vector (E′,L′) as

N →∞, and there exists a capacity vector C′ that produces
loss probability L, then C′ solves the original problem (P ).

Proof. Proof is omitted due to space limit.

3. NUMERICAL RESULTS
In the following example from a cloud computing appli-

cation, we experiment and analyze our methodology. The
system under consideration is a simplified version of Ama-
zon EC2 [1] as shown in Table 1. In this example, |R| = 3,
and r = 1, 2, 3 correspond to standard small, standard large
and standard extra large classes; J = 3, and j = 1, 2, 3
correspond to EC2 compute unit (1 virtual core), memory
(GB) and local instance storage (10GB). And under steady

Instance Type CPU(Unit) Memory(GB) Storage(10GB)
Std. Small 1 1.7 16
Std. Large 4 7.5 85

Std. X Large 8 15 169

Table 1: Amazon EC2 Instance Description
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Figure 1: Normalized total cost of PN1 and PN2 .

state offered loads are ν = (10000, 6000, 4000). Let wj de-
note unit cost of resource j. We assume when investing large
amount of resources, costs grow in linear scale. Therefore,
according the current market, w = ($100, $6, $1). Let Ajr
denote number of units of resource j requested by class r as
shown in Table 1. Originally, we assume Ajr ∈ Z+, here,
we extend the assumption and let Ajr ∈ R+. Finally, QoS
requirements are ε = (0.5%, 0.5%, 0.5%).

We formulate the provisioning problem using two alterna-
tive optimization formulations: (PN1 ), optimization formu-
lation (2) in which the loss probabilities are replaced by the
Erlang fixed point approximation; (PN2 ), optimization for-
mulation (4) in which the Erlang blocking formula in (PN1 )
is replaced by the upper bound (3).

To solve the above optimization problems, we use the in-
terior point nonlinear optimization package (IPopt), which
can solve large-scale problems efficiently. Note that solving
(PN1 ) with the Erlang blocking formula in its discrete format

is a hard problem, we therefore use its continuous relaxation
relating to the incomplete Gamma function (see, e.g. [5]).
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Figure 2: Normalized capacity of PN1 and PN2 .

Figure 1 shows the asymptotic results for normalized total
cost as a function of N for both PN1 and PN2 . Observe
that under both formulations, the normalized total costs
eventually converge to the same limit, confirming our earlier
analysis that the error in the objective value by (PN2 ) is in
the order of o(N). Figure 2 plots the normalized optimal
capacities (CNj /N) as a function of N for each individual
resource under the two formulations. Observe again that
under both formulations, the normalized capacities for each
resource also converge to the same limit, confirming that the
error in the optimal provisioning solution resulted by the
upper bound approach is also in the order of o(N). Note
that under all offered loads νN , the provisioning solution
derived under (PN2 ) always dominates that under (PN1 ), i.e.
CN2,j ≥ CN1,j for all j. Therefore, the resulting per class

blocking probability achieved by (PN2 ) is also always better
for all service classes.
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