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1. INTRODUCTION
Resource pooling is becoming increasingly common in mod-

ern applications of stochastic systems, such as in computer
systems, wireless networks, workforce management, call cen-
ters, and health care delivery. At the same time, these appli-
cations give rise to systems which continue to grow in size.
For instance, a traditional web server farm only has a few
servers, while cloud data centers have thousands of proces-
sors. These two trends pose significant practical restrictions
on admission, routing, and scheduling decision rules or al-
gorithms. Scalability and computability are becoming ever
more important characteristics of decision rules, and conse-
quently simple decision rules with good performance are of
particular interest. An example is the so-called least con-
nection rule implemented in many load balancers in com-
puter clouds, which assigns a task to the server with the
least number of active connections; cf. the join-the-shortest-
queue routing policy. From a design point of view, the search
for desirable algorithmic features often presents trade-offs
between system performance, information/communication,
and required computational effort.

In this paper, we study the trade-off between performance
and computational effort in a stylized model of a system
with a central server and large number of parallel buffers.
We focus on randomized versions of the longest-queue-first
scheduling policy. In this scheduling algorithm, the server
works on a task from the buffer with the longest queue length
among several sampled buffers; it approximates the longest-
queue-first scheduling policy, which can be computationally
prohibitive. It is our aim to quantify the system perfor-
mance as a function of the computational effort expended
on sampling.

In our model, each buffer is fed with an independent
stream of tasks, which arrive according to a Poisson process.
All n buffers are connected to a single centralized server.
Under the randomized longest-queue-first policy, this server
selects d(n) buffers uniformly at random (with replacement)
and processes a task from the longest queue among the se-
lected buffers; it idles for a random amount of time if all
buffers in the sample are empty. Tasks have random pro-
cessing time requirements. The total processing capacity
scales linearly with n and the processing time distribution is
independent of n. We work in an underloaded regime, with
enough processing capacity to eventually serve all arriving
tasks. Note that this scheduling algorithm is agnostic in the
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sense it does not use arrival rates. Intuitively, one expects
better system performance for larger d(n), since the likeli-
hood of idling decreases; however, the computational effort
also increases since one must compare the queue length of
more buffers. This paper studies the trade-off between per-
formance and complexity by establishing limit theorems in
a ‘mean field’ regime with the number of buffers n growing
to infinity.

Our main insight into the interplay between performance
(i.e., low queue lengths) and computational complexity of
the scheduling algorithm within our model can be summa-
rized as follows. We study the fraction of queues with at
least k tasks, and show that it is of order 1/d(n)k under the
randomized longest-queue-first scheduling policy. Our work
shows that the average queue length is of order 1/d(n) as
n approaches infinity. This should be contrasted with d(n),
which is the order of the computational complexity of the
scheduling algorithm.

Related works
Most existing work on the mean-field large-buffer asymp-
totic regime concentrates on the so-called supermarket model,
which has received much attention over the past decades fol-
lowing the work of Vvedenskaya et al. [8]; see also [6] and
follow-up work. The focus of this line of work lies on the
question how incoming tasks should be routed to buffers,
i.e., the load balancing problem. For the randomized join-
the-shortest-queue routing policy where tasks are routed to
the buffer with the shortest queue length among d uniformly
selected buffers, this line of work has exposed a dramatic im-
provement in performance when d = 2 versus d = 1. This
phenomenon is known as power of two choice. A recently
proposed different approach for the load balancing problem
is inspired by the cavity method [2, 3, 4]. This approach is
a significant advance in the state-of-the-art since it does not
require exponentially distributed service times. However,
applying this methodology to our setting presents signifi-
cant challenges due to the scaling employed here. We do
not consider this method here, it remains an open problem
whether the cavity method can be applied to our setting.

The papers by Alanyali and Dashouk [1] and Tsitsiklis and
Xu [7] are closely related to the present paper. Both consider
scheduling in the presence of a large number of buffers. The
paper [1] studies the randomized longest-queue-first policy
with d(n) = d, and the main finding is that the empirical
distribution of the queue lengths in the buffer is asymptoti-
cally geometric with parameter depending on d. The paper
[7] analyzes a hybrid system with centralized and distributed



processing capacity in a setting similar to ours. Their work
exposes a dramatic improvement in performance in the pres-
ence of centralization compared to a fully distributed sys-
tem.

Our contributions
None of the aforementioned existing works focus on the case
where the routing or scheduling policy explicitly depends on
n, and it is this feature that exposes the trade-off between
performance and computational effort. Our work is the first
investigation in this direction, with the notable exception of
some rough bounds in [1].

Apart from enhancing the understanding of the perfor-
mance/complexity trade-off in resource sharing models, our
work also breaks new grounds by establishing a novel class
of limit theorems. To our knowledge, our paper is the first
to provide a second-order approximation result for a mean-
field model with longest-queue-first scheduling or join-the-
shortest-queue routing, in the form of a diffusion limit the-
orem. The vast body of literature on this topic extensively
uses fluid models and related fluid limit theorems, but second-
order approximations have been uncharted territory in this
domain. We show through simulation that the resulting dif-
fusion approximation is already accurate for moderate n and
scheduling parameter d(n), i.e., outside of the asymptotic
regime that motivated the approximation.

Due to the dependence of the scheduling algorithm on
n, several standard arguments for large-scale systems break
down due to the multi-scale nature of the various stochastic
processes involved; thus, our work requires several technical
novelties. Among these is an induction-based argument for
establishing the existence of a fluid model. We also use
appropriate time scaling, which is specific to our case and
has not been employed in other work.

2. MODEL AND NOTATION
The systems we are interested in consist of many paral-

lel queues and a single server. Consider a system with n
buffers, which temporarily store tasks to be served by the
(central) server. The number of tasks in a buffer is called
its queue length. Buffers temporarily hold tasks in anticipa-
tion of processing, and tasks arrive according to independent
Poisson processes with rate λ < 1. The processing times of
the tasks are i.i.d. with an exponential distribution with unit
mean. All processing times are independent of the arrival
processes. The server serves tasks at rate n.

The server schedules tasks as follows. It selects d(n)
buffers uniformly at random (with replacement) and pro-
cesses a task in the buffer with the longest queue length
among the selected buffers. Ties are broken by selecting a
buffer uniformly at random among those with the longest
queue length. If all selected buffers are empty, then the
service opportunity is wasted and the server waits for an
exponentially distributed amount of time with parameter n
before resampling. Once a task has been processed, it im-
mediately leaves the system. We do not consider scheduling
within buffers, since we only study queue lengths. Through-
out, we are interested in the case when d(n) satisfies d(n) =
o(n) and limn→∞ d(n) = ∞. An abstract representation of
the model is displayed in Figure 2.

In this model description, it is not essential that there is
exactly one server. Indeed, the same dynamics arise if an
arbitrary number M of servers process tasks at rate n/M , as
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Figure 1: The nth system.

long as each server uses the randomized longest-queue-first
policy.

Let Fn,k(t) be the fraction of buffers with queue length
greater than or equal to k at time t in the system with
n buffers, so that {Fn,k(t)}∞k=0 is a Markov process. Such
mean-field quantities have been used in analyzing various
scheduling and load balancing policies, e.g., [1, 6, 7]. How-
ever, under the randomized longest-queue-first policy, we
can expect from [1] that, whenever limn→∞ d(n) =∞,

lim
t→∞

lim
n→∞

Fn,k(t) = 0

for all k ≥ 1, i.e., that these random variables are asymptot-
ically degenerate. This paper studies the asymptotic behav-
ior of Fn,k(t) in detail, in order to understand the trade-off
between this performance measure and the complexity of
the scheduling algorithm.

3. MAIN RESULTS
Our main results are stated in terms of Fn,k(·) under ap-

propriate scaling. We do not present proofs here. Let K ∈ N
be a fixed number satisfying limn→∞ n/d(n)K = ∞. Let
Un,k(·) be the following modification of Fn,k(·) :

Un,k(t) = d(n)kFn,k

(
t

d(n)

)
,

for k = 0, 1, . . . ,K. Our first main result is that (Un,k(t))Kk=1

has a fluid limit as n→∞ and that this fluid limit satisfies
a system of differential equations.

Definition 1. For v1, . . . , vK ∈ R+, (u1(t), . . . , uK(t)) is
said to be a longest-queue-first fluid limit system with initial
condition (v1, . . . , vK) if :

(1) uk : [0,∞)→ R+ with uk(0) = vk, for all k = 1, . . . ,K.

(2) u′1(t) = e−u1(t) − 1 + λ.

(3) u′k(t) = λuk−1(t)− uk(t), for all k = 2, . . . ,K.

One can check that the solution exists and is unique; in
fact, it is possible to explicitly write down the solution. Our
first main result states that, with an appropriate initial con-
dition, (Un,1(t), . . . , Un,K(t)) converges to a fluid limit sys-
tem as n→∞.

Theorem 1. Consider a sequence of systems indexed by
n. Fix a number K ∈ N such that limn→∞ n/d(n)K = ∞.
Assume that Un,k(0) is deterministic for all n and k ≤ K,



and that there exist v1, . . . , vK ∈ R+ such that, for k =
1, . . . ,K,

lim
n→∞

Un,k(0) = vk,

and

lim
n→∞

d(n)K (Fn,K+1(0) + Fn,K+2(0) + · · · ) = 0.

Then the sequence of stochastic processes (Un,1(t), . . . , Un,K(t))
converges almost surely to the longest-queue-first fluid limit
system (u1(t), . . . , uK(t)) with initial condition (v1, . . . , vK),
uniformly on compact sets.

Our second main result is a second-order approximation of
Fn,1(t) as n→∞ for the case K = 1. We use the symbol⇒
to denote weak convergence on the space of càdlàg functions
with the topology of uniform convergence on compact sets.

Theorem 2. Consider a sequence of system indexed by
n. Suppose that limn→∞ n/d(n) =∞ and limn→∞ n/d(n)2 =
0. Assume that Un,1(0) is deterministic for all n, and that
there exists some v1 ∈ R+ such that

lim
n→∞

√
n

d(n)
(Un,1(0)− v1) = 0, (1)

and

lim
n→∞

√
nd(n) (Fn,2(0) + Fn,3(0) + · · · ) = 0. (2)

Then we have, as n→∞,√
n

d(n)
(Un,1(t)− u1(t))⇒ Z(t),

where Z(t) is the solution of the following stochastic differ-
ential equation with initial condition Z(0) = 0:

dZ(t) =
√
λ dB(1)(t)−

√
1− e−u1(t) dB(2)(t)−e−u1(t) Z(t) dt

for independent Wiener processes B(1)(t) and B(2)(t).

Since Z(t) satisfies a linear stochastic differential equa-
tion, the process Z is Gaussian. We note that the form of
the limiting stochastic process is typical for mean-field diffu-
sion approximations, see Kurtz [5]. Our proof relies in part
on [5], but these results are not directly applicable here.

4. SIMULATION RESULTS
We next verify the accuracy of our approximation through

simulation, and we focus on Fn,1, the fraction of nonempty
buffers. Our main results are stated in terms of a function
d(n), but here we assess the value of our approximation for
fixed n and when sampling a fixed number of buffers m. For
simplicity, we only consider systems that are initially empty.

Our diffusion limit theorem suggests the following approx-
imation (in distribution):

Fn,1(t) ≈ 1

m
u1(mt) +

1√
nm

Z(mt).

Since Z is a centered Gaussian process, the distribution of
Fn,1(t) is approximately normal. To be able to describe the
variance, we need σ2(t) = Var[Z(t)]. From standard SDE
results, we know that σ2 satisfies the ODE

d

dt
σ2(t) = −2e−u1(t)σ2(t) + λ+ (1− e−u1(t)),

Figure 2: Our approximation versus simulation of
the distribution of Fn,1(50) for moderate n and m.
Left: n = 20,m = 4, right: n = 20,m = 12.

with an appropriate initial condition.
For λ = 0.7 and n = 20, we produce a histogram of

100, 000 samples from Fn,1(50) for m = 4 and m = 12 and
compare this with the probability density function of our
approximating normal distribution. Figure 2 shows the re-
sults. Through these and other experiments, we find that
our approximation is accurate even when n is moderate, and
the Gaussian approximation works best in cases where m is
small compared to n, which is the regime of our theoretical
results. When m is large compared to n, then the distribu-
tion becomes more concentrated at 0.
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