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ABSTRACT
Wireless sensor networks require communication protocols
for efficiently maintaining data in a distributed fashion. The
Trickle algorithm is a popular protocol serving as the basis
for many of the current standard communication protocols.
In this paper we develop a mathematical model describing
how Trickle maintains data, establish a relationship with
a class of spatial stochastic models known as Cooperative
Sequential Adsorption (CSA), and derive asymptotic results
for the coverage ratio for a specific class of CSA models.

1. INTRODUCTION
Recently there has been an increasing interest in wireless

sensor networks. In these networks inexpensive autonomous
sensor units, called nodes, gather and exchange data. Wire-
less sensor networks have various applications, for example
in health care, area and industrial monitoring [1].

In [6] the Trickle algorithm has been proposed in order
to effectively and efficiently distribute and maintain infor-
mation in such networks. Trickle relies on a “polite gossip”
policy to quickly propagate updates, while minimizing the
number of redundant transmissions. Because of its broad
applicability, Trickle has been documented in its own IETF
RFC 6206 [5]. Moreover, it has been standardized as part
of the IPv6 Routing Protocol for Low power and lossy net-
works (RPL) [11] and the Multicast Protocol for Low power
and lossy networks (MPL) [4].

While the basic format of Trickle has been standardized, it
contains several parameters that can be tuned to achieve op-
timal performance. However, most evaluation results until
now have been obtained via simulation and do not provide
much insight in how to actually set the Trickle parameters.
Some analytical results on the performance of the algorithm
can be found in [2, 6, 7].

In this paper we examine a mathematical model which
captures how Trickle maintains data and how often nodes
typically broadcast. We establish a relationship with a class
of spatial stochastic models known as Cooperative Sequen-
tial Adsorption (CSA) and use results from this field to gain
insights into the performance of Trickle. Additionally, we
develop asymptotic results for the coverage ratio for a spe-
cific class of CSA models.
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2. THE TRICKLE ALGORITHM
At a conceptual level the algorithm works as follows. Nodes

divide time into intervals of varying length. During each in-
terval a node will broadcast its current information, if it has
heard fewer than k other nodes transmit the same informa-
tion during that interval. If it has recently heard at least
k other nodes transmit the same information it currently
has, it will stay quiet. Whenever a node receives an update
or hears outdated information, it will temporarily increase
its broadcasting rate, in order to quickly update nodes that
have outdated information. This way inconsistencies are de-
tected and resolved fast, while keeping the number of trans-
missions low. We now provide a precise definition of the
algorithm (see also [7]).

Algorithm Description
The algorithm has four parameters:

• A threshold value k, called the redundancy constant.
• The maximum interval size τh.
• The minimum interval size τl.
• The listen-only parameter η, defining the size of a

listen-only period.

Furthermore, each node in the network has its own timer
and keeps track of three variables:

• The current interval size τ .
• A counter c, counting the number of messages heard

during an interval.
• A broadcasting time t during the current interval.

The behavior of each node is described by the following rules:

1. At the start of each interval a node resets its timer and
counter c and sets t ∈ [ητ, τ ] uniformly at random.

2. When a node hears a message that is consistent with
the information it has, it increments c by 1.

3. When a node’s timer hits time t, the node broadcasts
its message, if c < k.

4. When a node’s timer hits time τ , it doubles its interval
size τ up to τh and starts a new interval.

5. When a node hears a message that is inconsistent with
its own information, then if τ > τl it sets τ to τl and
starts a new interval, otherwise it does nothing.

The authors of [6] propose to always use a listen-only pe-
riod of half an interval, i.e., η = 1

2
, because of the so-called

short-listen problem, which is discussed in the same paper.
However, as is argued in [7], it is useful to also consider other
settings of η, but to still avoid the short-listen problem we
assume η > 0.



3. MESSAGE COUNT ANALYSIS
Suppose we have a network of n2 nodes placed on a square

grid with unit spacings. Each node has a fixed transmission
range R, which means that when a node sends a message, ev-
ery other node within a distance R receives the message. As-
sume transmissions are made and received instantaneously.
We consider a steady-state regime, where all nodes are up
to date and their interval lengths have settled to τ = τh.
Since in this state all communication is essentially redun-
dant, message count is the critical performance measure.

3.1 Synchronized networks
We first consider networks where all the nodes are syn-

chronized, which means all nodes start their intervals at the
same time. Let N s

n,k,R denote the number of transmissions
per interval. We are interested in analyzing E[N s

n,k,R] in
terms of n, k and R. Note that the value of η does not
matter for this case.

A way to view this problem is that given a grid of size
n×n, one keeps randomly throwing disks of radius R on the
grid. However, disks can only be thrown on grid points that
are not already covered k times by other disks or are not
yet the center of a disk. A disk then represents a broadcast
by a node and all the neighbors that received that message.
The fact that disks are only thrown on nodes that are not
yet covered k times, corresponds to the fact that only nodes
that have not yet received k transmissions can broadcast.
Eventually no additional disks can be thrown, which means
there will be no more transmissions until the next interval.
The number of disks thrown then corresponds to the message
count during an interval.

A Cooperative Sequential Adsorption model
The previously described process is a special case of CSA, a
class of models incorporating these kinds of stochastic and
geometric elements. In these models particles arrive sequen-
tially at random locations on a surface. Adsorbed particles
can cooperatively trigger or prevent the arrival and adsorp-
tion of subsequently arriving particles in their neighborhood.
This process is irreversible and the system will eventually
get in a jammed state, where no new particles can arrive.
Much of the research done in this field is on determining the
coverage ratio θ in the jammed state. For adsorption onto
lattices, θ is the ratio of the number of adsorbed particles
to the number of lattice points; in continuous space, θ is the
ratio between the total covered area and the total surface
area. For a comprehensive overview of CSA, see [3].

In [9] a law of large numbers and central limit theorem
for a very general class of lattice CSA models are proven.
These theorems yield the following results for our model.

Theorem 1. For all k ∈ N and R ∈ R+ there is a con-
stant θ = θ(k,R) ≥ 0 such that

N s
n,k,R

n2

p→ θ, as n→∞.

Theorem 2. For all k ∈ N and R ∈ R+ there is a con-
stant σ2 = σ2(k,R) ≥ 0 such that

Var
[
N s
n,k,R

]
n2

→ σ2, as n→∞

and

N s
n,k,R − E

[
N s
n,k,R

]
n

d→ N (0, σ2), as n→∞.

Analysis of the coverage ratio θ

We now investigate the behavior of the coverage ratio θ(k,R)
in terms of k and R. Let us first consider the common and
simple case k = 1 and let R = 1. A disk thrown on a grid
point will then cover 4 neighboring nodes. This problem is
equivalent with randomly selecting grid points in a sequen-
tial way, such that none of the selected points neighbor each
other. This problem is known as random sequential adsorp-
tion of monomers on a square lattice with nearest neighbor
exclusion. An approximation for θ = θ(1, 1) derived from se-
ries analysis is found in [10] and estimated to be θ ≈ 0.36413.
Hence, E[N s

n,1,1]/n2 ≈ 0.36413 for sufficiently large n.

Now consider R =
√

2. One can deduce that this prob-
lem is isomorphic with adsorption of hard unit squares on
a lattice (see [3], page 1310). The coverage ratio for this
problem is estimated to be θ ≈ 0.7476 [8]. However, since a
square covers four points, we find for our problem θ(1,

√
2) ≈

0.7476/4 = 0.1869, hence E[N s
n,1,

√
2
]/n2 ≈ 0.1869.

For other disk sizes no analysis has been published yet on
the value of the coverage ratio. However, simulations could
help determine the coverage, and methods using rate equa-
tions to estimate the coverage ratio exist [10]. Additionally,
we can establish an asymptotic result for large R.

We have seen that for small R, broadcasting cells generally
do not have a circle-like shape. However, as R grows large,
cells start to take the shape of a circle. Moreover, the fact
that disks can only be placed on grid points starts to play
less of a role. Hence, for large R (and even larger n), we can
treat the problem as a continuous CSA problem, where disks
with radius R are thrown inside a square of size n×n, until
the whole square is covered. This problem is isomorphic
with CSA of non-overlapping hard disks with radius R/2.

The latter problem has also been studied extensively and
the coverage has been estimated to be θ ≈ 0.5479 [10].
Since each disk has a surface of πR2/4, we deduce that
E[N s

n,1,R]/n2 ≈ 0.5479/(πR2/4) ≈ 0.6976/R2 as R and n
grow large, such that n/R grows large. Hence, we conclude
there exists a constant C1 ≈ 0.6976 such that

R2θ(1, R) −→
R→∞

C1.

The above result can be extended for general k. That is,
there exist constants Ck such that

R2θ(k,R) −→
R→∞

Ck.

However, no results are available in the literature on these
constants or their dependence on k. They do have a nice
interpretation however. Since, θ(k,R) can be viewed as
the probability a node broadcasts, πR2θ(k,R) is the aver-
age number of broadcasts in a cell. Hence, letting ĉ be an
arbitrary node’s counter at the end of an interval,

lim
R→∞

πR2θ(k,R) = lim
R→∞

E[ĉ] = πCk.

Now, as k → ∞ the disk deposition process has no restric-
tions at the beginning and disks can be thrown everywhere.
Consequently, E[ĉ] ∼ k for large k. Hence, our Trickle-based
interpretation of the jamming limit reveals that Ck ∼ k/π.
Plots for Ck obtained by simulations are shown in Figure 1.
They indeed show the linear dependence on k.

In Figure 2(a) we show plots ofR2θ(k,R) obtained through
simulations. Each point is an average over 103 simulations
on a 100×100 toroidal grid. The plots indeed show conver-
gence to constants Ck.



Figure 1: Plots of Ck for different values of k.

3.2 Unsynchronized networks
In the previous section we discussed the case of a synchro-

nized network of nodes. However, in practice, time synchro-
nization entails a communication, and hence energy, over-
head. Therefore, we now assume that the interval skew of
the nodes is uniformly distributed, meaning each node has
one interval starting at some time in the interval [0, τh) uni-
formly at random. We are again interested in the number of
transmissions per interval, which we will denote by Nus

n,k,R,η.
Note that now the parameter η does play a role.

In this case the disk throwing process is a more dynamic
one than the irreversible adsorption process in the synchro-
nized case. While in the synchronized case the broadcasting
process resets and starts over at fixed times, in this case
lattice sites can become unblocked individually in an asyn-
chronous fashion. Hence, the exact times at which nodes
receive messages play a more important role now. However,
since the two cases are closely related, we might still expect
similar properties to hold for Nus

n,k,R,η.
We generalize the definition of the coverage ratio θ to the

unsynchronized case

θus(k,R, η) := lim
n→∞

E[Nus
n,k,R,η]/n2.

We could view θus as the probability that a broadcasting
attempt of an arbitrary node is not suppressed. Note that
Theorem 1 does not extend directly to this case. However,
one does expect scaling laws as Theorems 1 and 2 to be true
for this case as well. Ongoing work is aimed at analyzing
this more dynamic variant of CSA, trying to adapt ideas
from [9] to provide similar scaling laws for large n. Below
we present a preliminary asymptotic result for large R.

Suppose R is very large and broadcasting cells are ex-
tremely dense. Then within a broadcasting cell there will
constantly be many nodes starting new intervals and try-
ing to broadcast. Hence, if we would start up the Trickle
process at time 0, many nodes will immediately transmit,
resulting in a configuration similar to the final configuration
at the end of an interval in the synchronized case. This
will be followed by a silent period of ητh time units, after
which again immediately many nodes will broadcast. This
reasoning suggests:

Conjecture 1. For all k ∈ N there exists a constant
Cus
k > 0, such that

lim
R→∞

R2θus(k,R, η) = Cus
k =

1

η
lim
R→∞

R2θ(k,R) =
Ck
η
.

In Figure 2(b) we have plotted estimates for R2θus(k,R, 1
2
)

obtained through simulations. Indeed, the plots hint at con-
vergence, as predicted by Conjecture 1, but much slower
than in the synchronized case.
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Figure 2: Plots of R2θ and R2θus for different values of k
and R.
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