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ABSTRACT
Caching with lease is to evict the data record from cache af-
ter its associated lease term expires. This policy differs from
the traditional caching algorithms, e.g., LRU, by introducing
a dimension of time to the data record stored in the cache.
This model has recently attracted increasing interest not
only from a theoretical perspective, but also in real system
implementation. For the related theoretical studies, lease
of each data record, also known as cache characteristic time
and Time-To-Live (TTL), provides a convenient approxima-
tion that can simplify the complexity in analyzing popular
caching algorithms such as LRU. This approach ignores the
finite capacity of the cache size and assumes the lease term
to be a known parameter that matches with the measure-
ments. Recently, with new development in system engineer-
ing, caching with lease has been shown to be an efficient
way to improve the performance of RDMA based key-value
stores. This engineering practice imposes new challenges for
designing caching algorithms based on lease. It calls for fur-
ther theoretical investigation on the lease term in presence
of a finite cache capacity. To this end, we derive the miss
probabilities for caching with lease compared to LRU, when
the frequency of requesting a data record is equal to the gen-
eralized Zipf’s law. Based on the miss probability depending
on the lease term, we also discuss adaptive algorithms that
can optimally determine the lease term.

Categories and Subject Descriptors
G.3 [Probability and Statistics]: Queuing Theory, Stochas-
tic Processes; D.2.8 [Software Engineering]: Metrics—
complexity measures, performance measures

1. INTRODUCTION
Caching enables a low access cost to a subset of k items

stored in the fast, but limited memory, from a larger collec-
tion of N data records that are kept in a persistent media.
Many popular cache management algorithms are based on
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Least Recently Used (LRU) policy, which dynamically up-
dates k data records in the cache using the latest access
times. Recently, renewed interest in caching stems from
the wide adoption of large-scale key-value stores for pro-
cessing large data sets. A High-Performance network pro-
tocol, Remote Direct Memory Access (RDMA), has become
quite popular as an efficient way to provide ultra-low la-
tency access services. Due to its unique features, traditional
caching algorithms result in poor performance, and caching
with lease has received significant attention [18]. Each data
record, once put into the fast memory, is assigned with a
lease. After the lease term expires, the corresponding data
record will be evicted from the cache. This approach pro-
vides a simple control, which differs from the traditional
caching algorithms by introducing an additional dimension
of time. These cases have real leases in the implementation.

Apart from the real usage of caching with lease in system
development [18], this model also serves as a convenient ap-
proximation [4, 17]. It can simplify the complexity in an-
alyzing traditional caching algorithms such as LRU, which
does not have a notion of lease term. This approach ignores
the finite capacity of the cache size and instead relies on the
fictitious lease teams to characterize the caching dynamics.
To this end, the lease term, also known as cache characteris-
tic time and Time-To-Live (TTL) [8, 5], is assumed to be a
known parameter. It matches with the measurements in the
sense that the caching dynamics using the fictitious leases
are close to the real behaviors that do not factually depend
on these leases. However, this approximation ignores the
finite cache capacity [13, 7, 3, 12, 16]. The need for theoret-
ical analysis of the effects on finite cache capacity and the
new engineering practice on caching with lease both call for
further investigation on the lease term in a more realistic
model.

Implications in engineering and theoretical studies

Due to the high performance of Remote Direct Memory Ac-
cess (RDMA), recently many in-memory key-value stores
have adopted RDMA to realize ultra-low latency access ser-
vices. However, RDMA has a different usage model, i.e.,
single-sided communication, compared with the traditional
TCP/IP usage model. It has brought up new challenges
on the cache management. Since RDMA Read operations
are completely transparent to the server that hosts the data
records, traditional caching algorithms such as LRU can-
not make efficient decisions on selecting popular records and
evicting unpopular ones at the server side. To this end,
a caching mechanism based on lease has been introduced
in [18]. A replacement algorithm based on heuristics has



been implemented therein. In this paper, we revisit the is-
sue on designing the optimal value of the lease term using
rigorous analysis, which reveals new insights. Different from
the intuition in [18] that assigns longer lease term for the
most popular records, which seems quite appealing, we dis-
covered that, what is more important is not the most nor
the least popular data records, but somewhere in the mid-
dle that determine the caching performance. The precise
meaning of the optimal point is provided in this paper.

In addition to the engineering application, caching with
lease has been used to analyze popular caching algorithms
such as LRU [13, 7, 3, 12, 16]. This approach [5, 17, 4]
ignores the finite capacity of the cache size. Therefore, it
is still a challenge to characterize the impacts of the cache
capacity and the lease term on the miss probabilities, e.g.,
to quantify the optimal lease term.

2. MODEL DESCRIPTION
Let N be the total number of data records, and k be the

capacity of the cache. For data record i, we use L
(e)
i to

denote its lease expiration time. Correspondingly, Li(t) ,
L

(e)
i − t is defined to the remaining lease term observed at

time t for i. If Li(t) > 0, the data record is said to be
valid at time t. In this case, data record i can be accessed
directly from the cache, with a low fetch cost. Otherwise,
if Li(t) ≤ 0, then data record i is considered to be out of
the cache, and defined to be invalid. In this scenario, the
client needs to spend a high cost to fetch the data record.
Immediately after the fetching, if the cache is not full, the
fetched data record will be brought into the cache with a
new lease.

Consider a sequence of access requests that arrive accord-
ing to a Poisson process of rate λ. These requests arrive at
points {τn, n = 0, 1, · · · }. At time τn, let {RNn = i} be the
event that the request n fetches data record i, 1 ≤ i ≤ N ,
with probability P[RNn = i] = pNi independent of other ran-
dom variables. Denote by T the lease term. When a re-
quest occurs, the lease of data record i is renewed, using
the following policy. First, we define a success renewal re-

quest. Immediately after time τn, L
(e)
i is extended to τn+T ,

or equivalently Li(τn+) = L, if either the data record is
valid and stays in the cache immediate before time τn (i.e.,
{Li(τn−) > 0} ), or the data record is invalid but the
cache still has not reached its full capacity immediate be-
fore time τn (i.e., {Li(τn−) ≤ 0} ∩ {N(τn−) < k}). Let
An = {Li(τn−) > 0} ∪ ({Li(τn−) ≤ 0} ∩ {N(τn−) < k}).
Next, we define an unsuccessful renewal request. If the cache
is full, then no additional data records can be placed therein.
In this case, the lease Lei for data record i cannot be renewed
and is considered to be expired. This renewal policy distin-
guishes our study from the ones in [4, 17, 6] that ignores the
finite cache capacity. It is also different from the traditional
caching algorithms such as LRU [14, 15].

Clearly, the lease term T is a critical parameter that can
significantly impact the system performance. It determines
how long the lease should be extended. Specifically, we are
interested in studying the miss probability, which charac-
terizes the probability that a data record is invalid when
a request occurs. We will asymptotically characterize the
miss probability when both the cache capacity k and the
total number of data records are large.

Figure 1: Lease renewal process for one data record

The mechanism described above for caching with lease has
direct connections with least recently use (LRU) and move
to front (MTF) searching algorithms. First, we review the
relationship between LRU and MTF. It has already been
shown [10, 11, 14, 15] that the miss probability of LRU is
equivalent to the tail of the searching cost distribution under
MTF. For MTF, we arrange all the data records in increas-
ing order of their last access times. Each time there is a
request for a data record, the data record is moved to the
first position of the cache and all the other data records in-
crease their positions by one. Denote by MN

n the searching
cost which is defined to be the position of the data record
for the nth request under MTF. The miss probability for the
k data records in cache under LRU policy is exactly equal
to the search cost distribution tail P[MN

n > k] under MTF.
Next, we will establish the connection between caching

with lease and LRU. Again, we can virtually list all the
data records in increasing order of their remaining lease term
Li(t), 1 ≤ i ≤ N at each time t. Note that this list is for
analysis only and there is no need to maintain an ordered
list in real implementations. Whenever a data record suc-
cessfully renews its lease at time τn, it will be moved to
the first position in the list, since it has the largest remain-
ing lease term equal to T immediately after τn. The other
data records will increase their positions in the list by one
accordingly. If the renewal is not successful, then the list
remains the same. The total number of valid data records
is no larger than k, constraint by the cache capacity. As
before, we use CNn to denote the position of the data record
for the nth request in the sorted list, which is defined to be
the search cost. Let KN (τn) be the largest position of the
data record in the sorted list that has a positive remaining
lease term immediately before τn. Clearly KN

τn ≤ k. Using
these definitions, the miss probability for caching with lease
is equal to P[CNn > KN

τn ] when the system is stationary.

2.1 Engineering application
The model proposed in Section 2 has a direct engineering

application. We illustrate it using RDMA based key-value
store systems.

Since RDMA read operations initiated by the clients can
bypass the OS kernl of the server that hosts the data record
in its cache, the hosting server cannot keep track of the
popularity of data records requested by the clients, which
can result in serious false evictions to a significant level using
traditional cache replacement algorithms, such as LRU or
CLOCK used by Memcached [1, 9] and Redis [2]. What
complicates the design even more is when multiple clients
access the same data record with RDMA Read, the server
needs to guarantee consistency and avoid race conditions.
For example, when the server evicts a data record, all of



the clients need to be aware of the invalidation. Otherwise,
some clients can fetch a wrong information from the server.
However, for a high performance key-value store that can
support up to millions of read operations per second, too
frequent communications between the server and all involved
client nodes should be avoided. To this end, caching with
lease is a solution that has been shown to be effective [18].
Our model provides a theoretical abstraction.

3. MAIN RESULTS
Assume that {RN , RNn }, n = 0, 1, 2, · · · is a sequence of

i.i.d. random variables with P[RN = i] = pNi . For a proba-
bility distribution P[R = i] = pi, i = 1, 2, · · · ,

∑∞
i=1 pi = 1,

and a finite N , define pNi = pi/
∑N
j=1 pj . Let F (λ, T ) =∑∞

i=1

(
1− e−λpiT

)
.

Lemma 1. The random variables MN
n and (CNn ,K

N
τn) con-

verge in distribution to MN and (CN ,KN
τ ), respectively, as

n → ∞. In addition, MN and (CN ,KN
τ ) converge in dis-

tribution to M and (C,Kτ ), respectively, as N →∞.

Note that when the caching capacity k = N , caching with
lease is equivalent to MTF. The relationship between MTF
and LRU is characterized by the following result [14].

Proposition 1 (Theorem 3 of [14]). For pi ∼ c/iα

as i→∞ with α > 1, c > 0,

lim
x→∞

P[M > x]

P[R > x]
=

(
1− 1

α

)(
Γ

(
1− 1

α

))α
.

Our main results characterize the optimal value of the
lease term T that minimizes the miss probability, and quan-
tify the probabilities for the lease term that is not optimal.

Theorem 1. For pi ∼ c/iα as i → ∞ with α > 1, c > 0,
the optimal lease term T ∗ satisfies

F (λ, T ∗) = k.

In addition,

I. If T < T ∗ with limk→∞ k/F (λ, T ) = η, then

lim
k→∞

P[C > Kτ ]

P[M > k]
= ηα−1.

II. If T > T ∗ with limk→∞ k/F (λ, T ) = η > 0, then

lim
k→∞

P[C > Kτ ]

P[M > k]
= 1.

Remark 1. When the set of data records are dynamic and
the probability distribution {pi} is time-varying, it is prefer-
able to choose a smaller lease term T . A smaller lease term
enables a faster adaption to non-stationary requests. How-
ever, if the lease term is too small, it will incur a large miss
probability. Our main result quantitatively characterizes
this tradeoff.
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