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1. INTRODUCTION
We consider the dynamic allocation of computing resources

to multiple classes of workload streams with uncertainty
through tradeoffs among associated risks and returns over a
given time horizon. Instances of this general resource allo-
cation problem arise naturally in many different computing
contexts, such as those faced by cloud computing service
providers. The risks and returns associated with each work-
load class differ from one class to the next as a function of the
resources allocated to the class, where the service provider
receives revenues for serving the class and incurs costs both
for the resources that it allocates and for any service-level
agreement violations due to insufficient resources. These
risks and returns also evolve over time according the dy-
namics and uncertainty of each workload class. Meanwhile,
the service provider seeks to optimize its overall return-risk
objectives within the context of various restrictions on re-
source allocations. A common objective is to maximize the
expected returns over a given horizon, while maintaining
the risk exposure of its resource allocation decisions, usually
represented by the variability of returns, within acceptable
levels. As workload dynamics and uncertainty are revealed,
the decisions on resource allocations to each workload class
are periodically reviewed and adjusted over time.
Although variations of this general resource allocation prob-

lem have received considerable attention in the research lit-
erature, we take a very different approach by casting the
problem within a mathematical finance context. We model
the resources and returns associated with every workload
class as quantities that can be measured in terms of cer-
tain forms of currency which facilitate the interactions of
resource allocations among different workload classes. With
this abstract notion of currency, we can represent any com-
bination of computing resources including the addition and
removal of physical resources as well as the operation of
given resources at different performance and energy levels.
This also leads to the natural representation of the returns
from resource allocations to workload classes as random vari-
ables (r.v.s). Such returns are functionals of the amount of
resources allocated to the workload classes and evolve over
time according to the intrinsic dynamics associated with the
resource allocations and the workloads.
Our models and solution framework have degrees of re-

semblance to multi-period mean-variance models in the math-
ematical finance literature; see, e.g., [2, 3]. We consider an
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additional workload class to serve as a reference point for the
returns of the original workload classes. In mathematical
finance, the reference point usually represents the financial
asset with little or no risk, thus making it possible to ground
this aspect of the models from both a practical perspective
and a mathematical convenience. In a cloud computing con-
text, the additional workload can represent various local ser-
vice provider factors such as rolling upgrades of software and
energy savings, thus providing a low-risk option that does
not require allocating all of the resources all of the time.
It is important to note, however, that there are significant

differences between our model and those in mathematical fi-
nance. First, the risk-based formulation typically focuses on
the terminal value in mathematical finance models, whereas
allocation of resources to workloads by the service provider
requires that the associated risks be monitored and con-
trolled at a much higher frequency. Second, there appears
to be an erroneous inconsistency in the formulation and so-
lution in the mathematical finance literature [2, 3] where
the amount of investment available from one period to the
next is not restricted to the amount of wealth obtained up
to that time; this is in contrast with our problem of allocat-
ing resources to workloads, where allocation beyond current
capacity is much more difficult to do and therefore we ex-
plicitly enforce the contraint of the formulation.
We present the details of our mathematical models next,

and then carry our our analysis of these models in Section 3.
Additional details and extensions are provided in [4].

2. MATHEMATICAL MODELS
Consider the allocation of a set of computing resources

among n+ 1 workload classes over a discrete-time planning
horizon comprising T periods. For each period t = 1, . . . , T ,
the amount of resources allocated to workload i = 1, . . . , n+
1 is denoted by ut

i. The total amount of resources available
at the beginning of the horizon is given by x0, and thus∑n+1

i=1 u
1
i = x0. Within each period, random returns are

independently generated as a functional of the amount of
resources allocated to each workload. More specifically, de-
fine et and et

i to respectively be the return of the (n+ 1)-st
workload and the i-th workload during time period t per
unit of resource allocated, i = 1, . . . , n, where these r.v.s are
mutually independent with each other and over time. Under
these assumptions, the total return at the end of period t
satisfies the dynamics

xt = etxt−1 +
n∑

i=1

(et
i − et)ut

i, t = 1, . . . , T,



where we have used the (n + 1)-st workload as a point of
reference and ut

n+1 = xt−1 −
∑n

i=1 u
t
i by definition.

Defining the n-dimensional vectors Pt and ut to be

Pt := [(et
1 − et), (et

2 − et), . . . , (et
n − et)]′,

ut := (ut
1, . . . , u

t
n)′,

respectively, the system dynamics can be expressed as

xt = etxt−1 + P′tut. (1)

We next define the (n+ 1)-dimensional vector et to be

et := (et, e
t
1, . . . , e

t
n)′

and introduce the following assumption.

Assumption 2.1. E[et(et)′] is positive definite for all time
periods t = 1, . . . , T .

Remark 2.1. While E[et(et)′] are positive semidefinite
matrices by definition, Assumption 2.1 guarantees that they
are not degenerate (i.e., et = 0, ∀t). Further note that our
model does not impose strong distributional assumptions on
the returns; we only require that they have finite second mo-
ments.

The (n + 1) × (n + 1) matrix E[et(et)′] then can be ex-
pressed as E[e2

t ] E[ete
t
1] . . . E[ete

t
n]

E[et
1et] E[(et

1)2] . . . E[et
1e

t
n]

. . .
E[et

net] E[et
ne

t
1] . . . E[(et

n)2]

 .
Assumption 2.1 implies that[

E[(et)2] E[etP′t]
E[etPt] E[PtP′t]

]

=

 1 0 . . . 0
−1 1 . . . 0
. . . . . . . . . . . .
−1 0 . . . 1

E[et(et)′]

 1 −1 . . . −1
0 1 . . . 0
. . . . . . . . . . . .
0 0 . . . 1


is also positive definite. In addition, we have

E[PtP′t] > 0, ∀t,
E[(et)2]− E[etP′t]E−1[PtP′t]E[etPt] > 0, ∀t.

Our goal is to maximize expected return over time, while
maintaining the variance of return within an acceptable range.
The serving of these workloads is often closely monitored
and periodically reviewed so that resource allocations can
be adjusted to yield the best return. Hence, the returns and
risks of each time period need to be factored as forms of
feedback measurements into the resource allocation process.
Mathematically, our resource allocation planning can be

formulated as the following stochastic optimization problem

max
(u1,...,uT )

T∑
t=1

wtE[xt] (2)

s.t. Var[xt] ≤ αt, t = 1, . . . , T, (3)

where the weights wt allow differentiation among the con-
tributions from distinct periods, and the pre-specified risk
tolerances αt reflect levels of risk deemed to be acceptable.
Let us denote the set of optimal allocations as Π.

Using arguments similar to those in [2, 3], we observe that
it is sufficient to solve the following equivalent problem

max
(u1,...,uT )

T∑
t=1

E[atxt − btx
2
t ] (4)

whose optimal allocation set is denoted by Π(a,b). The
equivalence can be characterized by the next proposition.

Proposition 2.1. Any solution to the problem (2), (3) is
also a solution to the problem (4) for some vectors a and b,
i.e., Π ⊆ Π(a,b) for some vectors a and b.

3. ANALYSIS
We now consider our analysis of the above stochastic op-

timization problem, where the r.v.s et
i in (1) have finite first

two moments, i = 1, . . . , n, and the return of the n + 1-
st workload et is assumed to be riskless with mean r0 > 0
and variance 0. Starting at period T , with initial available
resources xT−1, the objective that is to be maximized has
the form JT = E[−bTx

2
T + aTxT |xT−1]. Substituting the

expression (1) for xT , we have

JT =E[−bTx
2
T + aTxT | xT−1]

={−bTE[e2
T ]x2

T−1 + aTE[eT ]xT−1}
+ {aTE[P′T ]− 2bTE[eT P′T ]xT−1}uT

− bT u′TE[PT P′T ]uT ,

and therefore
∂JT (uT | xT−1)

∂uT
=[aTE[P′T ]− 2bTE[eT P′T ]xT−1]

− 2bTE[PT P′T ]uT .

Upon examining the system of equations ∂JT (uT | xT )
∂uT

= 0,
we obtain the solution

u∗T = E−1[PT P′T ]{aT /(2bT )E[PT ]− E[eT P′T ]xT−1}. (5)

Now, if 1′u∗T ≤ xT−1 with 1 the n-dimensional column
vector of all ones (i.e., the initial amount of available re-
sources is large enough to accommodate the allocation corre-
sponding to the solution (5)), then u∗T is in fact the optimal
resource allocation decision. Otherwise, we need to intro-
duce the constraint 1′uT = xT−1, as well as a multiplier ν.
Applying this to the optimization problem, we obtain

uT =E−1[PT P′T ]
[
aT

2bT
E[PT ]− E[eT P′T ]xT−1

]
− ν

and 1′uT = xT−1, whose solution renders

ν = 1
n

{
1′E−1[PT P′T ]

[
aT

2bT
E[PT ]− E[eT P′T ]xT−1

]
− xT−1

}
,

and therefore

u∗T =E−1[PT P′T ]
[
aT

2bT
E[PT ]− E[eT P′T ]xT−1

]
− 1
n

{
1′E−1[PT P′T ]

[
aT

2bT
E[PT ]

−E[eT P′T ]xT−1

]
− xT−1

}
. (6)



Upon combining the solutions in (5) and (6) , we have

u∗T =E−1[PT P′T ]
[
aT

2bT
E[PT ]− E[eT P′T ]xT−1

]
− 1
n

{
1′E−1[PT P′T ]

[
aT

2bT
E[PT ]

−E[eT P′T ]xT−1

]
− xT−1

}+

.

Substituting this into the expression for the objective func-
tion, we obtain the optimal cost-to-go for a given xT−1 as

J∗T (xT−1)

= −bT

[
E[e2

T ]− 2
(

1− 1
n
AT

)
E[eT P′T ]E−1[PT P′T ]

× E[eT P′T ]−AT

]
x2

T−1

+ aT

[
E[eT ]−

(
1− 1

n
AT

)
E[P′T ]E−1[PT P′T ]E[eT P′T ]

]
xT−1

+
(

1− 1
n
AT

)
a2

T

4bT
E[P′T ]E−1[PT P′T ]E[PT ]

whereAT = 1′{E−1[PT P′T ][ aT
2bT

E[PT ]−(E[eT P′T ]+1)xT−1] ≥
0}. The above expression for J∗T (xT−1) is a joint combi-
nation of two quadratic functions of xT−1. Furthermore,
thanks to the following well-known result in convex analy-
sis, J∗T (xT−1) remains a concave function of xT−1.

Theorem 3.1. The solution of a convex programming prob-
lem with one knapsack constraint is convex with respect to
the constrained value.

Next, proceeding to period T−1 with initial amount xT−2
of resources, the objective can be expressed as

max
uT −1

aT−1E[xT−1]− bT−1E[x2
T−1] + E[J∗T (xT−1)].

We can write the objective function at time T − 1 in the
following nominal form

âT−1xT−1 − b̂T−1x
2
T−1 + γ̂T−1E[P′T ]E−1[PT P′T ]E[PT ]

with

âT−1 = aT−1 + aT

[
E[eT ]−

(
1− 1

n
AT

)
E[P′T ]

× E−1[PT P′T ]E[eT P′T ]
]
,

b̂T−1 = bT−1 + bT

[
E[e2

T ]− 2
(

1− 1
n
AT

)
E[eT P′T ]

× E−1[PT P′T ]E[eT P′T ]−AT

]
,

and γ̂T−1 =
(

1− 1
n
AT

)
a2

T
4bT

. Once again, following the above
approach, we obtain the derivatives with respect to the al-
location uT−1 at beginning of time period T − 1 and solve
for the stationary point, where the derivatives will be piece-
wise linear functions of uT−1. Then we check whether the
allocation exceeds the initial amount of available resources;

whenever this is the case, we introduce the Lagrangian mul-
tiplier and obtain the corresponding optimal allocation.
This method can be carried out for any time period. In

general, for time period t, the objective will be

âtxt − b̂tx
2
t +

T−1∑
s=t

γ̂tE[P′t+1]E−1[Pt+1P′t+1]E[Pt+1]

with

ât =at + at+1

[
E[et+1]−

(
1− 1

n
At+1

)
E[P′t+1]E−1[Pt+1P′t+1]E[et+1P′t+1]

]
,

b̂t =bt + bt+1

[
E[e2

t+1]− 2
(

1− 1
n
At+1

)
E[et+1P′t+1]

× E−1[Pt+1P′t+1]E[et+1P′t+1]−At+1

]
,

γ̂t =
(

1− 1
n
At+1

)
â2

t+1
4b̂t+1

, andAt = 1′{E−1[PtP′t][ât/(2b̂T )E[Pt]−
(E[etP′t] + 1)xt−1] ≥ 0}. The optimal allocation then takes
the form

u∗t =E−1[PtP′t]
[
λt+1

2wt+1
E[Pt]− E[etP′t]xt

]
− 1
n

{
E−1[PtP′t]

[
λ

2wE[Pt]− E[etP′t]xt

]
− xt

}+

.

Another important fact is that at time t, the objective func-
tion will be the joint combination of at most T − t + 1
quadratic functions. As seen at each step of the backward
induction, we are introducing at most one break point, which
increases the number of quadratic functions by at most one.

Proposition 3.1. The objective function at time t is a
piecewise quadratic function with at most T − t+ 1 pieces.

To summarize, our procedure for solving the stochastic
dynamic programming problem comprises the following steps.
At the beginning of period t, the initial amount of resources
is xt−1 and the optimal allocation of resources is given by
the solution of the convex programming problem for period
t. Moreover, a function ft(xt−1) is obtained as the localiza-
tion of the objective function at period t, where this function
is increasing and concave.
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