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ABSTRACT
We consider a system of N parallel queues with unit expo-
nential service rates and a single dispatcher where tasks ar-
rive as a Poisson process of rate λ(N). When a task arrives,
the dispatcher assigns it to a server with the shortest queue
among d(N) ≤ N randomly selected servers. This load bal-
ancing policy is referred to as a power-of-d(N) or JSQ(d(N))
scheme, and subsumes the Join-the-Shortest Queue (JSQ)
policy as a crucial special case for d(N) = N .

We construct a coupling to bound the difference in the
queue length processes between the JSQ policy and an arbi-
trary value of d(N). We use the coupling to derive the fluid
limit in the regime where λ(N)/N → λ < 1 and d(N)→∞
as N → ∞, along with the corresponding fixed point. The
fluid limit turns out not to depend on the exact growth rate
of d(N), and in particular coincides with that for the JSQ
policy. We further leverage the coupling to establish that the
diffusion limit in the regime where (N−λ(N))/

√
N → β > 0

and d(N)/
√
N logN → ∞ as N → ∞ corresponds to that

for the JSQ policy. These results indicate that the stochas-
tic optimality of the JSQ policy can be preserved at the
fluid-level and diffusion-level while reducing the overhead
by nearly a factor O(N) and O(

√
N), respectively.
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1. INTRODUCTION
In the present paper we establish a universality property

for a broad class of randomized load balancing schemes in
many-server systems. While the specific features of load
balancing policies may considerably differ, the principal pur-
pose is to distribute service requests or tasks among servers
or distributed resources in parallel-processing systems. Well-
designed load balancing schemes provide an effective mech-
anism for improving relevant performance metrics experi-
enced by users while achieving high resource utilization lev-
els. The analysis and design of load balancing policies has
attracted strong renewed interest in the last several years,
mainly motivated by significant challenges involved in as-
signing tasks (e.g. file transfers, compute jobs, data base
look-ups) to servers in large-scale data centers.
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In the present paper we focus on a basic scenario of N par-
allel queues with identical servers, exponentially distributed
service requirements, and a service discipline at each individ-
ual server that is oblivious to the actual service requirements
(e.g. FCFS). In this canonical case, the so-called Join-the-
Shortest-Queue (JSQ) policy has several strong optimality
properties, and in particular minimizes the overall mean de-
lay among the class of non-anticipating load balancing poli-
cies that do not have any advance knowledge of the service
requirements [5, 10, 11]. In order to implement the JSQ pol-
icy though, a dispatcher requires instantaneous knowledge
of the queue lengths at all the servers, which may give rise
to a substantial communication burden, and not be scalable
in scenarios with large numbers of servers.

The latter issue has motivated consideration of so-called
JSQ(d) or power-of-d strategies, where the dispatcher as-
signs an incoming task to a server with the shortest queue
among d ≤ N servers selected uniformly at random. Mean-
field limit theorems in Mitzenmacher [7] and Vvedenskaya
et al. [9] indicate that even a value as small as d = 2 yields
significant performance improvements in a scaling regime
where the number of servers N grows large with a fixed load
per server, in the sense that the tail of the queue length
distribution at each server decays much more rapidly com-
pared to a strictly random assignment policy (d = 1). This
is commonly referred to as the “power-of-two” effect, and
hence the term power-of-d scheme. While these results were
originally proved for exponential service requirement distri-
butions, they have recently been extended to general service
requirement distributions in Bramson et al. [2]. Recent work
of Ying et al. [12] showed that the power-of-two performance
can in fact be matched by sampling slightly more than one
queue on average per task in the case of batch arrivals.

As illustrated by the above, the diversity parameter d in-
duces a fundamental trade-off between the communication
overhead and performance in terms of queue lengths and de-
lays. Specifically, a strictly random assignment policy can
be implemented with zero overhead, but for any fixed pos-
itive load the probability of non-zero wait and the mean
wait do not fall to zero as N → ∞. In contrast, a nomi-
nal JSQ implementation (without maintaining state infor-
mation at the dispatcher) involves O(N) overhead per task,
but the probability of non-zero wait and the mean wait van-
ish as N →∞ for any subcritical load. As mentioned above,
JSQ(d) policies with a fixed parameter d ≥ 2 yield signif-
icant performance improvements over purely random task
assignment while reducing the communication overhead by
a factor O(N) compared to the JSQ policy. However, the



probability of non-zero wait and mean wait do not vanish
in the limit, and in that sense a fixed value of d is not suffi-
cient to achieve asymptotically optimal performance. This
is also reflected by recent results of Gamarnik et al. [4] indi-
cating that in the absence of any memory at the dispatcher
the communication overhead per task must grow with N in
order to allow a zero wait in the limit.

In order to gain further insight in the trade-off between
performance and communication overhead as governed by
the diversity parameter d, we also consider a scaling regime
where the number of servers N grows large, but allow the
value of d to depend on N , and write d(N) to explicitly
reflect that. For convenience, we assume a Poisson arrival
process of rate λ(N) and unit-mean exponential service re-
quirements. The buffer capacity at each of the servers is B
(possibly infinite), and when a task is assigned to a server
with B pending tasks, it is simply discarded.

We construct a coupling to bound the difference in the
queue length processes between the JSQ policy and an arbi-
trary value of d(N). We exploit the coupling to obtain the
fluid limit in the subcritical regime where λ(N)/N → λ < 1
as N → ∞ with d(N) � 1, along with the corresponding
fixed point. Here and in the sequel, we write g(N)� h(N)
for two functions g(N), h(N) if g(N)/h(N)→ 0 as N →∞.
As it turns out, the fluid limit does not depend on the exact
growth rate of d(N), and in particular coincides with that
for the JSQ policy. This universality result implies that
the JSQ overhead can be reduced by almost a factor O(N)
while maintaining fluid-level optimality, in agreement with
the results in Gamarnik et al. [4].

We further consider the Halfin-Whitt regime [6] where

(N − λ(N))/
√
N → β > 0 as N → ∞. Eschenfeldt &

Gamarnik [3] showed that the diffusion-scaled system occu-
pancy state for the JSQ policy in this regime weakly con-
verges to a two-dimensional reflected Ornstein-Uhlenbeck
process. We leverage the above-mentioned coupling to prove
that the diffusion limit in the case d(N)�

√
N logN corre-

sponds to that for the JSQ policy. This universality property
indicates that the JSQ overhead can be lowered by almost
a factor O(

√
N/ logN) while retaining diffusion-level opti-

mality. The above condition is in fact close to necessary, in
the sense that the diffusion level behavior of the JSQ(d(N))

scheme is sub-optimal if d(N) �
√
N logN . The diffusion

limit in [3] showed that the total number of waiting tasks

under the JSQ policy is of the same O(
√
N) order as in the

case of a single centralized queue with complete pooling of
all N servers. Our results reveal that it is sufficient for d(N)

to grow as
√
N logN in order to observe similar scaling ben-

efits in a system with N parallel single-server queues.

2. FLUID-LIMIT RESULTS
In the analysis of the fluid-level dynamics we consider the

subcritical regime where λ(N)/N → λ < 1 as N → ∞. In
order to state the results, we first introduce some useful no-

tation. For any d(N) ≤ N , let Qd(N)(t) = (Q
d(N)
i (t))Bi=1 be

the system occupancy state, where Q
d(N)
i (t) is the number

of servers under the JSQ(d(N)) scheme with a queue length
of i or larger at time t, including the possible task in service,
i = 1, . . . , B, and B represents the buffer size at each server
(possibly infinite). Denote the fluid-scaled occupancy state

by qd(N)(t) := Qd(N)(t)/N , and define S = {q ∈ [0, 1]B :
qi ≤ qi−1∀i = 1, . . . , B} as the set of all possible fluid-scaled

occupancy states.
For any q ∈ S, denote by m(q) = min{i : qi+1 < 1} the

minimum queue length among all servers, with the conven-
tion qB+1 = 0 if B <∞. Now distinguish two cases, depend-
ing on whether the normalized arrival rate λ is larger than
1− qm(q)+1 or not. If λ < 1− qm(q)+1, then pm(q)−1(q) = 1
and pi(q) = 0 for all i 6= m(q) − 1. On the other hand,
if λ > 1 − qm(q)+1, then pm(q)−1(q) = (1 − qm(q)+1)/λ,
pm(q)(q) = 1 − pm(q)−1(q), and pi(q) = 0 for all i 6=
m(q) − 1,m(q). When m(q) = B, the latter case is ruled
out by the assumption λ < 1.

Theorem 1. (Universality fluid limit for JSQ(d(N)))
Assume qN (0)→ q∞ ∈ S as N →∞. For d(N)� 1, the

sequence of processes {qN (t)}t≥0 has a limit {q(t)}t≥0 that
satisfies the system of differential equations

dqi(t)

dt
= λpi−1(q(t))− qi(t) + qi+1(t),

where q(0) = q∞ and the coefficients pi(·) are defined above.

The above theorem shows that the fluid-level dynamics
do not depend on the specific growth rate of d(N) as long
as d(N) � 1. In particular, the JSQ(d(N)) scheme with
d(N) � 1 exhibits the same behavior as the ordinary JSQ
policy, and thus achieves fluid-level optimality.

The coefficient pi(q) in Theorem 1 may be interpreted
as the fraction of incoming tasks assigned to servers with a
queue length of exactly i in the fluid-level state q ∈ S. In
order to explain the above expressions for pi(q), first observe
that a strictly positive fraction 1−qm(q)+1 of the servers have
a queue length of exactly m(q) (assuming m(q) < B). Since
d(N)� 1, the fraction of incoming tasks that get assigned to
servers with a queue length of m(q)+1 or larger is therefore
zero. Also, tasks at servers with a queue length of exactly i
are completed at normalized rate qi− qi+1, which is zero for
all i = 0, . . . ,m(q) − 1, and hence the fraction of incoming
tasks that get assigned to servers with a queue length of
m(q)−2 or less is zero as well. This only leaves the fractions
pm(q)−1(q) and pm(q)(q) to be determined. Now observe
that the fraction of servers with a queue length of exactly
m(q)−1 is zero. However, since tasks at servers with a queue
length of exactly m(q) are completed at normalized rate 1−
qm(q)+1 > 0, incoming tasks can be assigned to servers with
a queue length of exactlym(q)−1 at that rate. We thus need
to distinguish between two cases, depending on whether the
normalized arrival rate λ is larger than 1−qm(q)+1 or not. If
λ < 1−qm(q)+1, then all the incoming tasks can be assigned
to a server with a queue length of exactly m(q)− 1, so that
pm(q)−1(q) = 1 and pm(q)(q) = 0. On the other hand, if λ >
1− qm(q)+1, then not all incoming tasks can be assigned to
servers with a queue length of exactly m(q)−1 active tasks,
and a positive fraction will be assigned to servers with a
queue length of exactly m(q): pm(q)−1(q) = (1−qm(q)+1)/λ
and pm(q)(q) = 1− pm(q)−1(q).

It is easily verified that the fixed point of the differential
equation in Theorem 1 is q∗ = (1 − λ, λ, 0, . . . , 0), indicat-
ing that in stationarity the fraction of servers with a queue
length of two or larger is negligible. This is consistent with
the results in [7, 9, 12] for fixed d, where taking d→∞ yields
the same fixed point. However, the results in [7, 9, 12] for
fixed d cannot be directly used to handle joint scalings, and
do not yield the universality of the entire fluid-scaled sample
path for arbitrary initial states as established in Theorem 1.



3. DIFFUSION-LIMIT RESULTS
In the diffusion-level analysis we consider the Halfin-Whitt

regime [6] where (N − λ(N))/
√
N → β as N →∞ for some

positive coefficient β > 0. In order to state the results,
we first introduce some useful notation. Let Q̄d(N)(t) =

(Q̄
d(N)
i (t))Bi=1 be a properly centered and scaled version of

the system occupancy state Qd(N)(t), where Q̄
d(N)
1 (t) =

−(N − Q
d(N)
1 (t))/

√
N and Q̄

d(N)
i (t) = Q

d(N)
i (t)/

√
N for

i = 2, . . . , B. The reason why Q
d(N)
1 (t) is centered around N

while Q
d(N)
i (t), i = 2, . . . , B, are not, is because the fraction

of servers with a queue length of exactly one tends to one
as N grows large as we will see.

Theorem 2. (Universality diffusion limit for JSQ(d(N)))

Assume Q̄
d(N)
i (0)

L−→ Q̄i(0) in R as N → ∞, and there
exists a k ≥ 2 such that Q̄i(0) = 0 for all i > k. For d(N)�√
N logN , the sequence of processes {Q̄d(N)(t)}t≥0 has a

weak limit {Q̄(t)}t≥0 in DB with product topology, where
Q̄i(t) ≡ 0 for i ≥ k + 1 and (Q̄1(t), Q̄2(t), . . . , Q̄k(t)) are
unique solutions in Dk of the stochastic integral equations

Q̄1(t) = Q̄1(0) +
√

2W (t)− βt

+

∫ t

0

(−Q̄1(s) + Q̄2(s))ds− U1(t)

Q̄2(t) = Q̄2(0) + U1(t)−
∫ t

0

(Q̄2(s)− Q̄3(s))ds

Q̄i(t) = Q̄i(0)−
∫ t

0

(Q̄i(s)− Q̄i+1(s))ds i = 3, . . . , k

for t ≥ 0 where W is a standard Brownian motion and U1

is the unique non-decreasing non-negative process in D sat-
isfying

∫∞
0
1[Q̄1(t)<0]dU1(t) = 0.

The above theorem shows that over any finite time hori-
zon, there will be OP (

√
N) servers with queue length zero

and OP (
√
N) servers with a queue length larger than two,

and hence most of the servers have a queue length of ex-
actly one. This result is proved in [3] for the ordinary JSQ
policy. Our contribution is to construct a stochastic cou-
pling and establish that, somewhat remarkably, the diffu-
sion limit is the same for any JSQ(d(N)) scheme, as long

as d(N)�
√
N logN . In particular, the JSQ(d(N)) scheme

with d(N) �
√
N logN exhibits the same behavior as the

ordinary JSQ policy, and thus achieves diffusion-level opti-

mality. The
√
N scaling of Q

d(N)
2 (t) reflects that the total

number of waiting tasks is of the same order as in the case
of a single centralized queue with complete pooling of all
N servers [6]. Thus, it is sufficient for d(N) to grow as√
N logN in order to achieve similar efficiencies of scale in

a system with N parallel single-server queues. Furthermore,
the above order of d(N) is in fact close to necessary for opti-

mality. Specifically, if d(N)�
√
N logN , then the diffusion-

level behavior deviates from that of the JSQ scheme, and the

process Q̄
d(N)
2 (t) is not even stochastically bounded in any

finite time horizon.

4. STOCHASTIC COUPLING
As mentioned earlier, the proofs of the fluid and diffu-

sion limits both rely on a coupling construction. Loosely
speaking, we introduce a class of schemes that are somewhat

sloppy versions of the JSQ policy. Specifically, for some non-
negative integer sequence {n(N)}N≥1, define CJSQ(n(N))
to be the class of schemes that assign incoming tasks to one
of the n(N) + 1 servers with shortest queue length. Note
that CJSQ(n1(N)) ⊆ CJSQ(n2(N)) for any two sequences
n1(N) ≤ n2(N), and JSQ ∈ CJSQ(0). Next we prove that if

n(N)� N (n(N)�
√
N), then all schemes in CJSQ(n(N))

have the same fluid limit (diffusion limit), which in particu-
lar corresponds to that of the JSQ policy.

To prove the fluid-level universality, we construct for any
JSQ(d(N)) scheme with d(N) � 1 a specific policy that
belongs to CJSQ(n(N)) with some suitable n(N)� N and
differs negligibly from the JSQ(d(N)) scheme on the fluid
scale. This shows that for any d(N) � 1, the JSQ(d(N))
scheme has the same fluid limit as the JSQ policy.

Similarly, for any JSQ(d(N)) scheme for which d(N) �√
N logN , it can be shown that there exists a scheme in

CJSQ(n(N)) with n(N) �
√
N , which asymptotically co-

incides with the JSQ(d(N)) scheme on the diffusion scale.
This implies in particular that the diffusion limit is equal to
that of the JSQ policy as obtained in [3].
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