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Critical Infrastructure Networks of the nations across the
world currently are under severe stress due to increased
number of incidences and threats of cyber-attack against
these networks. Almost all these networks, including electric power distribution grid, communication networks, water
distribution networks, financial networks and transportation
systems are vulnerable to cyber-attacks. As these networks
form the lifeline of any nation, it is imperative that vulnerability level of these networks be reduced as much as
possible. Unfortunately, vulnerability levels of these infrastructure networks are not well understood. To complicate
matters further, these networks do not operate in isolation.
Most often, they are highly interdependent on one another,
making vulnerability analysis of such interdependent networks even more complex. Although in the last few years
a number of models have been proposed for such interdependent systems, most of them are inadequate to capture
the complex interdependency that exists even in one critical infrastructure system, let alone multiple interdependent
critical infrastructure systems. In addition, none of the proposed models have been validated using any real critical infrastructure network data. The goal of the Critical Infrastructure Network Security (CINS) workshop was to bring
academicians, critical infrastructure network operators, representatives of governmental agencies responsible for proper
functioning of these networks together, so that appropriate
modeling and data collection approaches can be formulated
so that vulnerability levels of various critical infrastructure
networks can be evaluated and results validated.
We are pleased to report that the CINS workshop received
widespread community support and as a consequence we
were able to conduct a successful workshop that took place
on June 5th 2017 in conjunction with ACM SIGMETRICS
2017. The workshop not only provided a platform for several
leading researchers from both research laboratories and universities to present their work on critical infrastructure security, but also provided a forum for an exchange of ideas and
in-depth discussions on the future research directions in this
area. The workshop featured several invited talks from researchers from institutions such as the University of Illinois
at Urbana-Champaign, Columbia University, Sandia National Laboratories, Los Alamos National Laboratory, Delft
University (The Netherlands), and ETH (Switzerland). The
workshop also featured presentations of contributed papers
from researchers from academic institutions such as Califor-
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nia Institute of Technology, New York University, Athens
University of Economics and Business (Greece), University
of Skövde (Sweden), and INRIA (France). To disseminate
the outcome of this workshop, we are pleased to include extended abstracts of selected workshop presentations in Performance Evaluation Review (PER), the quarterly publication of ACM SIGMETRICS. A brief overview of the included
papers is outlined below.
In “Interdependencies in Critical Infrastructure Modeling”, the authors provide an overview of the role of network interdependencies in constructing simulation models
for critical infrastructure systems, and discuss challenges
and opportunities for dealing with such interdependencies.
In the paper “Monotonicity Properties and Spectral Characterization of Power Redistribution in Cascading Failures”,
the authors apply spectral graph theoretic methods to study
the monotonicity and structural properties of power redistribution in a cascading failure process. They demonstrate
mechanisms to systematically define monotonic topological
metrics for the cascading failure process which can then be
correlated with the graphical properties of the transmission
network. In “Computing the Impact of Disasters on Networks”, the authors study the vulnerability of a network to
disasters caused by earthquakes and propose efficient methods to compute the distribution of a network performance
measure based on a finite set of disaster areas and occurrence
probabilities. In “Algorithms for Power Grid State Estimation after Cyber-Physical Attacks”, the authors present
methods for estimating the state of the power grid following a cyber-physical attack. Their primary contribution is
the transformation of the line failures detection problem, a
combinatorial problem, to a convex optimization problem,
and as a result, their method is able to detect any number
of line failures in a running time that is dependent on the
size of the attacked area, and not on the number of failures. In “Computing undetectable attacks on power grids”,
the authors consider physical attacks on the power grid and
provide a computational procedure that efficiently computes
sparse attacks even for large grids. In the paper “Interdependency analysis of junctions for congestion mitigation in
Transportation Infrastructures”, the authors focus on the
transportation road infrastructure network. They propose
a risk-based interdependency analysis methodology that is
capable of detecting large-scale traffic congestion between
interconnected junctions of the network and provide mitigation solutions to increase traffic flow resilience. In the
paper “A Dynamic Game Analysis and Design of Infrastructure Network Protection and Recovery”, the authors

capture the dynamics of critical infrastructure protection,
and the failure recovery phases as a two-player three-stage
game. In this game, the goal of the infrastructure network
defender is to keep the network connected before and after
the attack, while the goal of the attacker is to disconnect
the network by compromising a set of links. The authors
derive a sub-game perfect equilibrium and characterize the
optimal strategies of the network defender and attacker. Finally, in “CPS-based Threat Modeling for Critical Infrastructure Protection”, the authors first acknowledge the role
that cyber-physical systems play in critical infrastructures of
today and then propose a novel threat modeling approach to
systematically synthesize information to improve situational
awareness of the infrastructures and help in understanding
the nature of a threat and the potential failure cascade.
We hope that the extended abstracts of the CINS workshop presentations included in this issue of PER will be useful not only to the SIGMETRICS community, but also to
the larger research community engaged in critical infrastructure research. We plan to organize the CINS workshop once
again with SIGMETRICS 2018 and we invite all researchers
engaged in critical infrastructure network research to participate in the workshop.
Sincerely,
My T. Thai, University of Florida, USA
Co-Chair, Technical Program Committee
mythai@cise.ufl.edu
Arunabha Sen, Arizona State University, USA
Co-Chair, Technical Program Committee
asen@asu.edu
Arun Das, Arizona State University, USA
Vice-Chair, Technical Program Committee
arun.das@asu.edu
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ABSTRACT
Critical infrastructures are highly interconnected both within an
infrastructure sector and with one another. In many cases, there
are also cyber systems that provide information or control to those
infrastructures. Those dependencies can lead to unexpected
consequences in the event of an incident. Simulation models that
account for dependencies are critical to gain insight. This
document provides an overview of accounting for dependencies in
constructing simulation models and some of the associated
challenges. The 9-1-1 system provides an example of a highly
connected critical infrastructure system.

Categories and Subject Descriptors
I.6.5 [Simulation and Modeling]: Model Development –
modeling methodologies.

General Terms
Design, Experimentation

Keywords
Cyber-physical,
Infrastructure,
Modeling,
Dependency, Emergency Response, 9-1-1.

Simulation,

1. INTRODUCTION
Critical infrastructures are highly interconnected. These
interconnections exist at a variety of levels, from within an
individual infrastructure sector to across sectors. For example in
electric power and communications, a number of independent
entities must work together for the infrastructure to be able to
provide service. These infrastructure sectors also depend on each
other. Communications systems need power to operate, while
electric power needs communications services, sometimes leased
from commercial providers, for its control system.
Dependencies may be functional in nature such as electric power
generating plants needing fuel to operate. They may be
geographic, e.g. a petroleum facility that is connected to a specific

electric power substation. Dependencies often include human
decision makers, and also contractual, treaty, or regulatory
constraints.
Dependencies can cause unexpected consequences and cascading
failures. In the August 2003 Northeast Blackout, the
interdependency between electric power utilities and a
combination of human decision and malfunctioning equipment
caused a cascading outage that affected an estimated 50 million
people at its peak [1]. Restoration after Hurricane Sandy took
longer due to unavailable roads and challenges in obtaining fuel
for work crews [2].
Mental models are not sufficient to capture the complexities, so
carefully designed simulation models are needed.

2. DEFINING THE SYSTEM
The first step in building a simulation model is deciding on the
spatial and temporal boundaries of the system. Several key
questions drive those boundaries. The first is, “What does the
model need to be able to answer, for what type of incident(s), and
for what duration (i.e., does it include response and recovery)?”
The second is, “Which infrastructure system(s) need to be
included in the model to answer those question(s)?” The
question(s) will drive additional data needs, such as assets that
allow the system to provide the functions being modeled, the
connectivity of those assets, and the necessary attributes of the
assets.
For example, to model the 9-1-1 system, we may start with the
system as shown in Figure 1. Simulating the system shown in
Figure 1 would tell an analyst whether the system was capable of
dispatching emergency responders. The assets depicted are the
public safety answering point (PSAP) which houses a dispatcher
that dispatches emergency services vehicles or responders in the
field. In order to dispatch services, the dispatcher uses a computer
system connected to an information technology (IT) network with
local resources and resources accessed over the Internet. The
dispatcher can use a radio, the computer aided dispatch system
(CAD), or a cellular phone. The emergency services vehicle will
have a console that is also part of the CAD system, a vehicle
mounted radio, and the emergency responder. The emergency
responder will have a handheld radio, and a cellular phone used
1
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for communication when they are outside of the vehicle. The data
services associated with the CAD system also have several
dependencies. CAD communicates over the radio system or the
cellular network depending on the design, and requires a GPS
signal to know where the emergency services vehicle is located.
The CAD system uses location information to determine the
optimal vehicle to dispatch given the location of a particular
emergency.

3. ACCOUNTING FOR DEPENDENCIES
As alluded to above, the disruptions applied to the model can
significantly expand the system of interest and the elements
included. So can the questions being asked of the model. Our
original 9-1-1 system just accounted for the dispatcher and the
dispatched resources. The reason for dispatching resources is
missing. If instead of answering the question, “Can resources be
dispatched?” the model answered the question, “Can an individual
call 9-1-1 and get the appropriate resources dispatched to them?”
we would need to define the system as shown in Figure 2. Now
the left-hand side of the figure includes the caller making a call
and the resources needed to connect that call. In the figure, the
caller can use a cellular phone or a landline phone to call for help.
The cellular call traverses the cellular network using a similar set
of resources as CAD or the dispatcher making a call (i.e., towers
and mobile switching centers). If the caller uses a landline phone,
the call uses a wire center to route to the PSAP. Figure 2 also
includes the wire center that contains the resources needed to
route the call from the cellular or landline phone network to the
PSAP.

3.1 Data Challenges
Figure 1. The 9-1-1 System
What at first glance seems to be a simple life safety system in
reality is far more complex, even with restrictive boundaries. The
dependencies depicted in the system as described are the cellular
network (phones and towers), the radio system (towers), the
transportation system (roads), local IT systems, and satellite assets
(GPS).
There are also hidden dependencies not shown in Figure 1, which
may need to be modeled explicitly or accounted for as exogenous
inputs, or excluded from consideration depending on the
disruption. In many cases, criminal databases are not located on
site and Internet access is required. The cellular and radio towers
and PSAP rely on the electric grid for operation. The PSAP may
also need water for cooling. The emergency services vehicle needs
fuel. If the disruptions are limited to the assets shown in Figure 1,
then the dependencies are already captured in the system.

Subject matter expertise and creation of model-ready data can be
sufficient for building a high-level model that does not need
geospatial resolution or anything beyond functional dependencies.
The as-built system works and is providing services. With that
level of understanding, a subject matter expert can build a model
provided the appropriate model-ready data exists. If the model
needs to be of sufficient fidelity that geospatial dependencies
(e.g., service territories), specific mitigations, and temporal factors
matter (e.g., are 9-1-1 resources dispatched in time to be effective)
then interdependency compounds the normal model building
process.
Geospatial location of assets matter when determining impacted
assets, or when accounting for geographic dependencies. In the
example in Figure 2, the location of the 9-1-1 caller will
determine which cellular tower and mobile switching center, or
which wire center routes the call. If an incident disrupts that wire
center, cellular tower, or mobile switching center the call will not
connect.

Figure 2. Broader View of the 9-1-1 System

Even the best available data from commercial or public sources
contain inaccuracies. Inaccuracies in location can move an asset
out of one service territory into another, or change whether it is
impacted by a given event. Some of the uncertainties can be
accounted for using probabilistic methods; others are much more
challenging and can drastically alter results. The desired
information may not be public or easily available. For example,
contractual information, which governs interconnects between the
telephony network and switching for 9-1-1 calls, is not typically
publicly available. In addition, factors such as the specific power
line a facility is connected to may only be known with certainty by
the electric power utility. Partnerships with system owners and
operators are critical to obtaining some of these details and
developing and validating heuristics.

3.2 Impacts of Incident Duration
Currently, the example system primarily accounts for day-to-day
operations of 9-1-1. There are redundancies built into this system
to isolate it from some of its dependences. For example, the
dispatcher can send resources using the CAD system, the radio
system, or the cellular network. Due to its status as a life safety
infrastructure, the system is also isolated from electric power
disruption to some extent. The impacts of an electric power
disruption and the dependencies that need to be accounted for will
vary based on the duration of the incident and the mitigation plans
that exist within the system. In the 9-1-1 system, the specifics of
some of these mitigations are regulatory; others are specific to the
system as constructed by the owner/operator.
Figure 3 shows the duration of some of the electric power
mitigations that exist in the 9-1-1 system. Starting with placing a
call, cordless landline phones will fail immediately with the power
outage at sites that do not have backup power. Cellular phones
will continue to operate for the duration of backup at the cellular
towers, or about eight to eighteen hours, depending on system
design. Non-cordless landline phones will continue to operate as
long as there is power at the wire center. Wire centers have
backup generators with two to three days of fuel on site.
Moving to the PSAP, the facility itself will typically also have
backup generation with two to three days of fuel on site. The radio
system to connect the dispatcher to the vehicles or the responders

will have repeaters that have either battery backup or generators.
The length of time those can operate without power or refueling
varies from system to system. This is an area where a partnership
with the system owner or operator is critical to obtaining the
necessary level of detail.
For CAD systems that use the cellular network, their backup
durations are the same as those for cellular calls: eight to eighteen
hours at the tower, and two to three days at the mobile switching
center. Cellular providers have equipment and procedures to
provide additional backup power to a limited number of facilities
as needed in the event of an emergency. The details on these
procedures and the equipment available will be specific to that
cellular provider.
The emergency services vehicle will need fuel to continue its
operation. Larger communities typically have local fuel depots for
vehicles so they are not subject directly to commercial fuel supply
issues during an incident. The amount of fuel at these depots
varies from community to community. Smaller communities may
have to rely on commercial supplies.
In this example, incidents that cause electric power outages of
shorter than eight hours will have no impact aside from
households and businesses that only have cordless landline
phones to place calls. Once the impact goes beyond that eighthour window, cellular services will start to fail and modeling will
need to account for electric power restoration priority, the
conditions of roads, and the potential to bring in alternate power
sources. Once the outage moves into the space of days,
dependencies on fuel providers appear, as well as competition for
the fuel between facilities. Thus the length and type of incident
dictates which dependencies will be necessary to include in the
model.

3.3 Endless Scope Creep?
The criticality of defining the system of study and the type and
duration of incident is easily seen by drilling down further into the
sample system.
Voice over Internet Protocol (VoIP) phones are not a part of the
system defined in the example. VoIP phones are increasingly

Figure 3. Timing Concerns in Electric Power Dependencies

common at both residential and business sites. Typically, the
service provider is a non-traditional telephony carrier such as
cable companies, or even traditional landline carriers using fiber
to the home. Similar to cordless landline phones, unless there is
backup power at the customer site, these phones fail the instant
the power goes out. Additionally, they depend on connections
from the customer site through the carrier’s network (typically
Internet-based facilities) until they reach an interconnection at a
wire center with a traditional landline phone company.
The Internet facilities will have generators for backup power with
up to 2-3 days of fuel on site, though it is not a regulatory
requirement. Many of these facilities will also require water for
cooling. Depending on the design of the water utility, electric
pumps may be needed to deliver water to the facility. The water
utility may or may not have backup generation for use in the event
of a power outage. The Internet facility will have a limited
operating time in the event of loss of water for cooling. Wire
centers and mobile switching centers also require water for
cooling in many cases.
All of the generators will require refueling if the power outage
lasts longer than the on-site fuel capacity. Refueling requires
transportation assets that rely on fuel and clear roadways for their
operation. Sites used to load fuel on to fuel trucks also need
electric power. In a significant event, facilities may compete with
one another for both generators and the fuel that supplies them.
Established contractual arrangements with national fuel suppliers
that can provide fuel from outside the impacted area may be key
to maintaining function.
Electric power restoration also requires vehicles for the work
crews and clear roads. In addition, the control systems for electric
power may rely on wire centers or Internet facilities that are
operating on generator backup. Restoring electric power becomes
more difficult and takes longer without an operational control
system [3]. In this manner, the model can quickly become as
complex as the real system.

4. CONCLUSIONS
In order to account for dependencies in simulation models, the
system must be defined in relation to the incident and question(s)
being addressed. Failing to appropriately bound the system under

study can easily result in a model that either will not be usable for
the incident of interest, or can quickly become extremely complex
and intractable. The duration of a specific incident can change the
dependencies that need to be considered and accounted for in
model construction.
When accounting for dependencies, the details of the specific
system will matter. Functional dependencies may involve
heuristics or knowledge of regulatory requirements. Dependencies
that are geographic or related to mitigation processes and
procedures will require details from a variety of different entities.
For example, the electric power utility knows the specifics on
electric power restoration priority, the telecommunications carrier
knows how much generator fuel they have on site and who their
refueling contract is with, and the backup fuel provider knows
where its storage sites are and how they work. Partnerships with
the different entities is crucial to obtaining those details.
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ABSTRACT
In this work, we apply spectral graph theory methods to
study the monotonicity and structural properties of power
redistribution in a cascading failure process. We demonstrate that in contrast to the lack of monotonicity in physical
domain, there is a rich collection of monotonicity one can explore in the spectral domain, leading to a systematic way to
define topological metrics that are monotonic. It is further
shown that many useful quantities in cascading failure analysis can be unified into a spectral inner product, which itself
is related to graphical properties of the transmission network. Such graphical interpretations precisely capture the
Kirchho↵’s law expressed in terms of graph structural properties and gauge the impact of a line when it is tripped.

1.

INTRODUCTION

Power system reliability is a crucial part in the sustainable
development of modern society. Recent blackouts, especially
the 2003 and 2012 blackouts in Northwestern US [1] and
India [2], demonstrated the devastating economic impact
a grid failure can incur. In even worse cases where facilities like hospitals are involved, such blackouts pose threat
directly to people’s health and lives. Cascading failure of
power grid components, especially the transmission lines, is
the direct cause of blackouts.
Because of the delicate interactions among power system
components, outages may cascade and propagate in a very
complicated manner, and typically exhibit quite di↵erent
patterns for di↵erent networks [16]. Such complexity originates from the interplay between network topology and
Kirchho↵’s law, and is aggravated by possible hidden failures and human errors involved. Existing work, roughly
speaking, tackles this difficulty in three ways: i) by resorting to simulation models [9], which relies on Monte-Carlo
simulations and accounts for the steady state power flow redistribution; ii) by studying pure topological models [12,15],
which poses certain assumptions on the cascading dynamics
(say failures propagate to adjacent lines with high probability) and infers component failure propagation patterns
from graph-theoretic properties; iii) by investigating simplified cascading failure dynamics [10]. It is often challenging
to make general inferences across di↵erent scenarios due to
⇤
This work has been supported by NSF grants through CCF
1637598, ECCS 1619352, CNS 1545096, ARPA-E grants
through award DE-AR0000699 (NODES) and GRID DATA,
DTRA grant through HDTRA 1-15-1-0003 and Skoltech
grant through collaboration agreement 1075-MRA.

Copyright is held by author/owner(s).

the lack of understanding in structural properties of power
redistribution.
Monotonic structures are usually helpful in outage mitigation. For instance, monotonicities are exploited in [3]
to improve the computational efficiency for a load shedding
policy. However, as pointed out by [13], monotonicity is
the exception rather than the norm in power redistribution.
For example, power flow over a specific branch can increase,
decrease and even reverse direction as cascading failure unfolds [14]. The failure of a line can cause another line that is
arbitrarily far away to be tripped [4]. Load shedding instead
of mitigating the cascading failure, can actually increase the
congestion on certain lines [7].
In this work, we take a di↵erent approach from existing
work to understand the monotonicity and structural properties of a cascading failure process. In particular, we demonstrate that in contrast to the lack of monotonicity in the
physical domain, there is a rich collection of monotonicity
one can explore in the spectral domain. This allows us to
systematically design topological measures that are monotonic over the cascading event. Then we define a spectral
inner product that unifies many useful quantities in existing
cascading failure analysis. This inner product is inherently
related to graph properties of the transmission network, revealing a graphical interpretation of the power redistribution. Such graphical interpretations, in contrast to the pure
topological models in [12,15], do not rely on any assumptions
or simplifications on how the failures propagate, but only
reflect the Kirchho↵’s law in a precise way. Such graphical
interpretations can be exploited to make general inferences
on the line outage redistribution factors [17] that are widely
used in contingency analysis.

2.

MODEL AND PROBLEM SETUP

We use the graph G = (N + , E) to describe the power
transmission network before any line is tripped, where N =
{1, . . . , n 1} is the set of non-slack buses, n is the slack
bus, N + = N [ {n} and E ⇢ N + ⇥ N + is the set of transmission lines. The terms bus/node and line/edge are used
interchangeably in this paper. An edge in E is denoted either as e or (i, j). We further assign an arbitrary orientation
over E so that if (i, j) 2 E then (j, i) 2
/ E. The line reactance
of e is denoted as xe . Consider a time horizon T in the cascading process. We mainly focus on line failure dynamics in
our cascading model. More precisely, at each time t 2 T ,
there is a set of lines that are already tripped, which we
denote as B(t). Let E(t) = E\B(t) be the set of remaining
lines at time t, then the graph G(t) := (N + , E(t)) describes
the active physical network at time t. In a cascading failure
process, the set of tripped lines expand over time, that is,
B(t) ⇢ B(t+1), 8t 2 T . We assume that G(t) is connected

and simple. After the network break into multiple islands,
we can apply our analysis separately to each component.
We denote the power injection, phase angle at bus i as
pi (t) and ✓i (t) and denote the branch flow on link e as
Pe (t). The reactance matrix at time t is denoted as X(t) =
diag(xe : e 2 E(t)). Let n, m(t) be the number of buses
and transmission lines in G(t), respectively. The incidence
matrix of G(t) is an n ⇥ m(t) matrix C(t) defined as
8
if node i is the source of e
<1
Cie (t) =
1 if node i is the target of e
:
0
otherwise

With above notations, the DC power flow model can be
written as
p(t) = C(t)P (t)

(1a)

T

X(t)P (t) = C(t) ✓(t)

(1b)

where (1a) is the flow conservation constraint and (1b) is
the Kirchho↵’s and Ohm’s law. At each time t, the power
flow redistributes over the network described by G(t) according to the DC model (1). After the power flow stabilizes,
lines are tripped based on certain rule, causing an expansion of the set of tripped lines B(t). Di↵erent tripping rules,
for example the steady state deterministic rule [3, 13], the
moving averaging rule [5, 6] and the stochastic rule [5], have
been proposed in literature. We do not specialize to any of
such rules as our structural results apply to all of them. A
choice of tripping rule is only needed when one designs load
shedding policy.
At each time t 2 T , the (reactance weighted) graph Laplacian matrix of G(t) is the n ⇥ n symmetric matrix LG(t) =
C(t)X(t) 1 C T (t), which is explicitly given by
8
1
i 6= j, (i, j) 2 E(t) or (j, i) 2 E(t)
<Pxij
1
i=j
LG(t),ij =
k2Ni (t) xik
:
0
otherwise
where Ni (t) is the set of neighbours of bus i in G(t). It is well
known that if the graph G(t) is connected, then LG(t) has
rank n 1 and any principal submatrix of LG(t) is invertible
[8]. Let LG(t) be the matrix obtained from LG(t) by deleting
its last row and column, which corresponds to removing the
1
slack bus. Then we see the matrix AG(t) := LG(t)
is
n
always well-defined. For any v 2 R , we can compute
X
v T Lv =
xij1 (vi vj )2 0
(2)
(i,j)2E

Thus L is positive semidefinite and hence diagonalizable.
Moreover, (2) also implies the kernel of L is span ({1}), the
set of vectors with uniform coordinates.
The Laplacian matrix L appears in circuit analysis as the
admittance matrix (with a di↵erent weight), which explicitly
relates the voltage and current vector in a network [11]. It is
shown in [11] that the e↵ective resistance between two nodes
i and j can be computed as
Rij := L†ii + L†jj

L†ij

L†ji

(3)

Following a similar calculation, we can show that (3) gives
the e↵ective reactance between the buses i and j for the
power network. That is, assuming we connect the buses
i and j to an external probing circuit, when there is no
other injection in the network, the power flow Pij (from
the external circuit) into bus i and out from bus j (into
✓ ✓
the external circuit) is given as Pij = iRij j and therefore

the network can be equivalently reduced to a single line with
reactance Rij . When i and j are directly connected, physical
intuition suggests Rij < xij as connection from the network
can only decrease the overall reactance. We show in Section
4 that xij Rij also carries graphical meaning, proving its
nonnegativity rigorously.
It is tempting to conclude AG(t) = L†G(t) , that is AG(t) is
a submatrix of L†G(t) . This, however, is generally not true.
Nevertheless, it can be shown that for any i, j
L†ii + L†jj

3.

L†ij

L†ji = Aii + Ajj

Aij

Aji

(4)

SPECTRAL MONOTONICITY

In this section, we present our results for monotonicity in
cascading failures. Our characterization is related to known
monotonicity results and suggests a systematic way to define
monotonic topological metrics over a failure event.
Our approach focuses on the Laplacian spectrum of the
system. In contrast to the lack of monotonicity in the physical system, when we look at the process from the spectral domain, there is in fact a rich set of monotonicity one
can explore. They are built upon the following fundamental
monotonicity result.
Theorem 3.1. Let 1 (t)  2 (t)  · · ·  n (t) be the
eigenvalues of LG(t) . Then i (t) is a decreasing function in
t for each i. Moreover, for each t, as long as new lines are
tripped at time t, there exists i such that the decrease is strict
i (t

+ 1) <

i (t)

The Laplacian eigenvalues usually encode information on
how well the graph is connected and how fast information
propagate in the network. Therefore this result tells us that,
as the cascading failure process unfolds, there is a decreasing level on the network connectivity and its “mixing ability”. Theorem 3.1 can be interpreted as a fundamental property for the network topology during the cascading process,
which is independent of the specific power flow dynamics
and failure propagation patterns. Although this result only
reflects the network topology evolution, we demonstrate in
Corollary 3.1.2 that by applying such monotonicity properly, it is possible to devise monotonic properties that are
directly related to the power flow dynamics.
The monotonicity of Laplacian eigenvalues suggests that
all metrics measuring the system from its spectrum should
be monotonic as well. The most general result we can conclude along this line is the following.
Corollary 3.1.1. Let |||·||| be a unitarily-invariant norm
on the set of n ⇥ n matrices. Then LG(t) is a decreasing
function of t.
Examples of unitarily-invariant norms include the spectral
norm, nuclear norm, Frobenious norm, Schatten p-norms
and Ky-Fan k-norms etc., each of which suggests a di↵erent
way to measure the system monotonicity. For example, the
monotonicity in nuclear norm recovers the fact that the sum
of all link reactances decreases in a cascading failure process.
It is well-known from singular value decomposition that
the nonzero eigenvalues of L†G(t) are given as 1/ i (t), with
the same corresponding eigenvectors as LG(t) . Therefore
Theorem 3.1 implies the eigenvalues of L†G(t) are monotonically increasing. It is tempting to conclude from this fact
that v T L†G(t) v is monotonically increasing for a fixed v 2 Rn .
However, the situation becomes tricky after we notice that
the eigenvectors of LG(t) also evolve with t. Fortunately, we
can still prove such monotonicity with careful algebra.

Proposition 1. For any v 2 Rn , the function V (t) :=
v L†G(t) v is increasing in t.
T

The network tension is defined to be H(t) = P (t)T X(t)P (t),
which measures the aggregate loading of the whole network.
It is shown in [13] that H(t) is an increasing function in t.
We now show this is a special case of our result.
Corollary 3.1.2. H(t) is an increasing function in t.
Proof. We can calculate that (for notation simplicity,
we drop the subscript t)
T

P XP =
=
=

p L†G M X 1 XX
pT L†G LG L†G p
pT L†G p
T

1

M

T

L†G p

change over line ê and the original branch flow on e before it
is tripped. Writing e = (i, j), ê = (w, z) with i, j, w, z 2 N ,
the constant Keê is explicitly given as [17]

By Proposition 1 we then know H(t) is monotonically increasing.

4.

SPECTRAL INNER PRODUCT

Keê =

xe
Aiw + Ajz Ajw Aiz
xê xe (Aii + Ajj Aij Aji )

which can be rewritten using spectral inner product into

In this section we define an inner product in the spectral
domain and explain how it relates power redistribution to
graphical properties. Our result in this section is for power
redistribution in one step, thus we drop the time index t and
subscript G(t) from all the notations.
For a real function defined on N , we can identify it with a
vector in Rn 1 . The correlation of two functions defined on
the non-slack buses can thus be measured by inner products
between the corresponding vectors in Rn 1 . It turns out
that a particularly informative inner product in our application is from the spectral domain, defined as follows.
Definition 1. For any two vectors x, y 2 Rn
spectral inner product is defined as

Figure 1: An example element in T ({i, w} , {j, z}).

1

, their

hx, yiA = xT Ay
The significance of this spectral inner product is twofold.
First, many useful quantities in cascading failure analysis
can be expressed as the spectral inner product of the corresponding indicator functions, which we will define shortly.
Second, the spectral inner product carries explicit meaning
in the graphical structures of the underlying network, giving topological interpretations of such spectral correlation.
This relates structural properties in power redistribution to
graphical properties of the physical network and reveals the
precise measure to gauge the impact of certain buses/lines
in a cascading failure process.
To elaborate on the first point, let us see how the spectral inner product unifies some useful quantities. For a
bus i 2 N and line (k, j) 2 E, we say ui 2 Rn 1 and
ujk 2 Rn 1 are their indicator functions respectively. Such
association is natural and turns out to be useful. By (4), we
see the e↵ective reactance of an line (i, j) can be rewritten as
Rij = huij , uij iA , which is the squared induced norm of its
indicator function. As another example, we can examine the
generation shift sensitivity factor [17], denoted as Die , which
measures how much the change in the injection to bus i affects the branch flow on line e. Denote e = (j, k) with j, k 2
N , then [17] computed Die = Aij Aik . Using the spectral
inner product, we can simply write Die = hui , ujk iA , which
is the spectral correlation between the indicator functions of
bus i and edge e.
The most relevant quantity in understanding the power
redistribution in a cascading failure process is the line outage
redistribution factor [17], which we denote as Keê . When the
line e is tripped, Keê is the ratio between the branch flow

Keê =

xe huij , uwz iA
xê xe huij , uij iA

(5)

This quantity is proportional to the spectral correlation between the indicator functions of e and ê, and is inversely
proportional to the reactance reduction xij Rij .
To facilitate the discussion, more notations are in order.
Given a subset E of E, we use TE to denote the set of
spanning trees of G with edges from E. For two subsets
N1 , N2 of N + , we define T (N1 , N2 ) to be the set of spanning forests of G consisting of exactly two trees that contain
N1 and N
Q2 respectively. Given a set E of edges, we write
(E) := e2E xe 1 .
Proposition 2. For any i, j 2 N , we have
P
E2T ({i,j},{n}) (E)
P
hui , uj iA =
E2TE (E)

Therefore the spectral inner product captures the graph
topological information on its spanning tree distribution.
This allows us to derive an alternative formula for Keê .
Theorem 4.1. Let e = (i, j), ê = (w, z) be edges with
i, j, w, z 2 N . We have
P
P
1
E2T ({i,w},{j,z}) (E)
E2T ({i,z},{j,w}) (E)
P
Keê =
xê
E2TE\{(i,j)} (E)
(6)
Despite the complexity of (6), all terms in this formula carry
clear meanings, as we now explain.
We first focus on the numerator of (6), in which the sum is
over the spanning forests T ({i, w} , {j, z}) and T ({i, z} , {j, w}).
Each element in T ({i, w} , {j, z}), as illustrated in Figure 1,
specifies a way to connect i to w and j to z through trees
and captures a possible path for edge (i, j) to “spread” impact to (w, z). Similarly, elements in T ({i, z} , {j, w}) captures possible paths for edge (i, j) to “spread” impact to
(z, w), which counting orientation, contributes negatively to
Keê . Therefore the numerator in (6) precisely says that in
power redistribution, the impact of line e is passed to the
line ê through all possible spanning tree paths, counting orientation. The relative strength of the positive impact and
negative impact determines the sign of Keê .

Figure 2: A ring network with clockwise orientation.
It can be shown that the signs of Keê and he, êiA are
the same1 . Thus the spectral correlation between two edges
precisely captures the relative strength of the positive and
negative impacts from e to ê. When the two impacts are
of equal strength, e and ê are spectrally orthogonal. Such
intuition allows us to decide the sign of Keê in certain cases
without any computation. For example, in the ring network
shown in Figure 2, we know
Ke1 es < 0,

s = 2, 3, 4, 5, 6

as e1 can only spread negative impacts to other lines.
Now we focus on the denominator of (6), in which the sum
is over spanning trees that do not pass through (i, j). Each
tree of this type specifies an alternative path that power can
flow through if (i, j) is tripped. When there are more trees
of this type, the network has better ability in absorbing the
impact of (i, j) being tripped. Therefore the denominator of
(6) precisely says that the impact of (i, j) being tripped to
other lines is inversely proportional to the sum of alternative
tree paths in the network. The 1/xê constant in (6) captures
the intuition that lines with larger reactance tend to be more
robust against failures of other lines.
We remark that this formula does not exhibit computational advantage comparing to existing numerical methods
for computing Keê . The significance of this result lies in its
implication in structural properties of power flow redistribution and the fact that it allows us to make general inferences
by simply looking at the network topology. As an example,
we deduce the following result from (6), which is also shown
in [13], but with longer proof.
Corollary 4.1.1. For adjacent lines e = (i, j) and ê =
(i, k) with i, j, k 2 N , we have Keê 0.
Proof. For such e and ê, the negative term in the numerator of (6) is over the empty set and thus equals to 0.

5.

FUTURE DIRECTIONS

There are several future directions for this work. First,
as we have shown in Section 3, a general class of quadratic
forms are monotonic in a cascading failure process. It is
of interest to see whether we can capture some important
metrics about the grid by choosing v properly. Second, the
spectral inner product has rich structures from a pure mathematical perspective such as Cauchy-Schwarz inequality. Finally, we are still investigating how our understanding in
such structural properties can help us design optimal load
shedding policies.

6.
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ABSTRACT
In this paper, we consider the vulnerability of a network
to disasters, in particular earthquakes, and we propose an
efficient method to compute the distribution of a network
performance measure, based on a finite set of disaster areas
and occurrence probabilities. Our approach has been implemented as a tool to help visualize the vulnerability of a
network to disasters. With that tool, we demonstrate our
methods on an official set of Japanese earthquake scenarios.

1.

of the measure after one of these disasters randomly occurs.
We show that this distribution can be efficiently calculated,
and that it provides more information to a network operator
or designer than any single (e.g., expected) value could.
Our main contributions in this paper are threefold:
• We propose an efficient method to compute the distribution of a network performance measure, based on a
finite set of disaster areas and occurrence probabilities.
• We describe our tool to compute and visualize such distributions for any network topology and disaster set.

INTRODUCTION

Over the past few decades, communication networks have
been used more and more in commerce, government, and in
our personal lives. But with an increased usage also comes
an increased dependency. Currently, a failure in our communication systems can have a significant impact on society.
During and following a disaster, communication networks
become even more important, as they are used for timely
communication between emergency services and for deploying and coordinating relief operations.
In 2011, a massive earthquake struck Japan; the earthquake and subsequent tsunami not only resulted in a massive
loss of human lives, but also caused widespread connectivity problems. Meanwhile, peak communications traffic was
9 times as high as normal. Clearly, large-scale disasters,
like earthquakes, form a formidable challenge in network design. Not only do they cause hardware failures spread over
a large area, but they also prevent repairs for a significant
amount of time. Computing the vulnerability of a network
against earthquakes can help in (1) preparing for potential
earthquakes and (2) in designing or modifying a network to
become more robust against them.
Although considered as early as 1991 by D. Bienstock [2],
research on so-called geographically correlated challenges
has only really taken of in the last decade. Often it is assumed that the disaster area takes a fixed shape (e.g., a line
or a circle with fixed radius), after which the amount of disasters required to disconnect two nodes (e.g., [6]), the most
vulnerable spot(s) of the network against this type of disaster (e.g., [7]), or the impact after a randomly placed disaster
(e.g., [8]) are computed. Typically, the vulnerability of the
network is reflected by a single value.
We take a di↵erent approach: based on a set of possible
disasters (of varying shapes), we compute the distribution
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• We apply our method to a set of Japanese earthquake
scenarios, although our methodology is applicable to
other types of disasters as well.

2.

MODEL

We assume the network G = {V, E}, consisting of a set
V of N nodes connected by a set E of links, is embedded
in a plane, and lies completely in a bounded convex region
R ✓ R2 . The network can either be directed or undirected.
Nodes v 2 V are modeled as points p 2 R. Instead of modeling them as straight line segments, each link is modeled as
a finite sequence of line segments connecting their nodes.
We model earthquakes deterministically, i.e., we assume
that all links intersecting a disaster area, which we take as
the area(s) in which ground motions exceed a specific level,
fail. If a node lies within a disaster area, all of its links must
have at least one endpoint in the disaster area and therefore
would fail.
Earthquakes typically occur at faults, and thus can not
occur everywhere in R. In addition, the ground motion,
and thus the disaster area after an earthquake, depends on
the earthquake’s magnitude, as well as the properties of the
rocks and sediments that earthquake waves travel through.
Many earthquakes with similar locations a↵ect the same
links of the network, even though their exact disaster areas may di↵er. We therefore argue that it makes sense to
take a finite representative set of earthquakes and use it to
calculate the network’s vulnerability.
We assume that we are given a finite set of possible disasters D. We further assume that exactly one of these disasters
will manifest at a time. The probability of multiple (independent) earthquakes occurring simultaneously is generally
very small and thus is ignored in this paper. Earthquakes
that trigger other disasters (e.g., aftershocks) can still be
modeled, by combining their disaster areas. Each disaster

2
d 2 D has a disaster area A(d)
P ✓ R and an occurrence
probability P (d). Note that
P (d) = 1.
d2D

We model a disaster area as either a circle, line segment,
simple polygon, or a finite union of these. However, our
model and methods can be used with any shape of disaster
area, as long as it is possible to calculate if a line segment
intersects it.
There are multiple ways to obtain the set D. One can
generate potential earthquakes in a Monte Carlo approach
based on fault parameters. The United States Geological
Survey (USGS) provides tools to, given parameters, compute detailed intensity maps, which can be used for this purpose (usgs.github.io/shakemap/shakemap_archives.html#
generating-earthquake-scenarios). Another approach is
to take a historic set of the last N earthquakes above a
certain magnitude. Finally, one can use a given set of earthquake scenarios as input. The last two methods have the
advantage that ground motion data can be more accurately
calculated by incorporating more details (e.g., on ground
properties) than the automated tool would.
As an example, in the following section, we will convert
Japanese J-SHIS earthquake scenarios to our disaster model.

3.

J-SHIS EARTHQUAKE SCENARIOS

Japan has one of the highest earthquake rates in the world
and thus needs to be especially prepared for major earthquakes. The National Research Institute for Earth Science and Disaster Resilience (NIED) provides much information about potential earthquakes through the Japan Seismic
Hazard Information Station (J-SHIS, http://www.j-shis.
bosai.go.jp/en/). Of particular interest to us are their
Seismic Hazard Map and Scenario Earthquake Shaking Maps.
The Seismic Hazard Map gives probabilities for significant ground motion for all of Japan. These probabilities are
calculated in a very similar method as our approach: by aggregating over a set of (representative) modeled earthquakes
[3]. Unfortunately, as the end result is an aggregation, and
the intermediate results are not publicly available, this map
was not usable for our purposes.
Instead, we made use of the Scenario Earthquake Shaking Maps. Of special interest are the earthquakes occurring
in major active fault zones, as these are the highly active
fault zones that cause earthquakes that have large social and
economical impact. These scenario maps contain, among
other data, (JMA) seismic intensities for each a↵ected grid
in Japan, using Divided Quarter Grid Square Codes [1]. By
converting these to geographical coordinates, and only keeping those grids with an intensity above a specific threshold,
a disaster area (of a union of rectangles) can be obtained for
every single scenario on the dataset. The resulting disaster
areas are not contiguous, as there are gaps where the seismic
intensity is below the threshold.
The scenarios do not contain occurrence probabilities. To
obtain these probabilities, we take the mean recurrence intervals for each fault from the parameter dataset for the
Seismic Hazard Map. If a fault segment has N scenarios
and mean recurrence interval i, the occurrence probability
of all its disasters is taken to be
1
,
iN T
where T is the sum of the inverses of all recurrence intervals
of fault segments with N > 0.

4.

VULNERABILITY DISTRIBUTIONS

In 1994, S. C. Liew et al. proposed characterizing network survivability by a survivability function, rather than
by a single value (like the expected value after a random
disaster) [5]. In essence, their survivability function is the
probability mass function of a given survivability measure
after a random disaster. Some interesting values can easily
be derived from this function, for example the worst-case
survivability, r-percentile survivability, or the probability of
zero survivability. As far as we know, this concept has not
yet been applied to geographically correlated failures. In this
section, we propose a method to efficiently compute these
distributions.

4.1

Failure States

As an intermediate step towards computing measure distributions, we first consider the probability distribution over
the state of the network after a random disaster.
Let a failure state s be defined as a set s ✓ E, where e 2 s
if and only if e is down.
Let S be the random value indicating the failure state after
the disaster and let S(d) be the failure state after disaster
d 2 D. Thus S(d) is the set of all links intersecting the
disaster area A(d).
Because we assume exactly one disaster occurs, we have
X
P (S = s) =
P (d)
(1)
d2D|S(d)=s

The distribution over S can now be computed as follows:
1. 8d 2 D, compute S(d)
2. 8s 2 S[D] (the image of S), store
S 1 (s) = {d 2 D|S(d) = s}
P
3. 8s 2 S, P (S = s) =
P (d)
d2S 1 (s)

Note that |S[D]|  |D| (trivially), and can be significantly
smaller when many disasters occur in the same small region.
The value of a measure only depends on the state of the
network, and thus it only needs to be computed once per
possible failure state, instead of once for each d 2 D. By
iterating over possible failure states instead of disasters, we
can potentially significantly reduce computation time, when
computing the distribution over a measure.

4.2

Measures

Consider a measure M . Let M (d) be the value of the measure after disaster d, and M (s) be the value of the measure
in failure state s. Note that M (d) = M (S(d)).
Similarly as in equation 1, we have
X
P (M = m) =
P (d)
d2D|M (d)=m

=

X

s2S[D]|M (s)=m

=

X

0
@

X

d2D|S(d)=s

P (S = s)

1

P (d)A

(2)

s2S[D]|M (s)=m

The distribution over M can now be calculated as follows:
1. 8s 2 S[D], compute P (S = s) as described in section
4.1

2. 8s 2 S[D], compute M (s)
3. 8m 2 M [S[D]], store {s 2 S[D]|M (s) = m}
4. 8m, P (M = m) =

P

P (S = s)

s2S[D]|M (s)=m

Note that this method can be performed in parallel, to
further increase performance.

5.

DISASTER IMPACT VISUALIZATION

The disadvantage of computing a distribution instead of a
single value is that one may be overwhelmed by the amount
of data. Thus it is important to properly visualize the results
in a useful fashion.
The distributions over a measure can be clearly visualized with a histogram of the cumulative distribution function (CDF), for example, as in figures 2 and 3.
The intermediate results of the computations in section
4.2, such as the distribution over failure states and the coupling of disasters with their resulting state and measure, can
also greatly help in preparing the network against disasters.
To this end, we have created the Disaster Impact Visualization Tool (DIVT). This tool can, given any network topology and disaster set, compute and visualize the vulnerability distribution and many intermediate results. DIVT maps
the network on a world map using the NASA World Wind
library (worldwind.arc.nasa.gov). By drawing disaster areas over the network, users can clearly see which links are
a↵ected by a disaster and why.
The measure distribution, state distribution, and the coupling between these distributions and the disasters themselves, are visualized in a tree structure (see figure 1).
At the top level one can see and select the values of the
measure with their corresponding probability. Their child
nodes show the probabilities of the states resulting in these
values. Finally, at the lowest level are the individual disasters causing these states. By selecting one or more of these
tree nodes, all corresponding disaster areas are drawn in red
on the map. Failing links are colored pink.
An example is given in figure 1. We first expanded all failure states that result in an Average 2-Terminal Reliability
– the number of connected node pairs divided by the total
amount of node pairs – of 0.87512. Subsequently, we expanded a specific failure state with 4 failed links. This failure
state is the result of either disaster scenario “F006104 (case
5)” or “F006104 (case 6)” (names are assigned based on JSHIS Fault Code and Case Number). “F006104 (case 6)”
was selected and is drawn on the map. Some basic statistics,
like the expected value, variance, worst case, and all CDF
values, are computed and displayed via the Statistics tab.

6.

EXPERIMENTAL RESULTS

In this section, we demonstrate the use of our methods
on two Japanese network topologies: JGN2plus-Japan and
Sinet. Both were downloaded from the Topology Zoo [4].
As these files only contain (broad) geographical coordinates
for the nodes, and not the links, all links are assumed to be
straight line segments directly connecting their endpoints.
Mercator projection was used to map all geographical coordinates to the 2-dimensional plane. Nodes without any
geographical information were ignored.

JGN2plus-Japan spans almost all of Japan, but only has
11 nodes and 10 links. In contrast, Sinet spans a slightly
smaller area, but consists of 47 nodes and 49 links.
As disasters, we took the J-SHIS earthquake scenarios described in section 3, specifically those from the 2016 dataset.
These comprise 655 scenarios for 189 fault segments. The
JMA seismic intensity threshold was set to 5.5. We chose
the average 2-terminal reliability (ATTR) as our measure.
In figures 2 and 3, the cumulative distribution functions
of the ATTR of both networks, after one of the earthquake
scenarios, has been plotted. One may notice a di↵erence
between the two: while JGN2plus-Japan has a much lower
probability of becoming disconnected than Sinet (0.352 and
0.673, respectively), its probability of incurring a large ATTR
impact is much higher than for Sinet. P (AT T R  0.7) is
0.224 for JGN2plus-Japan and 0.049 for Sinet.
This is probably caused by the large di↵erence in network
size between both networks. As JGN2plus-Japan consists of
fewer nodes and links, it has a higher probability that it will
not be hit by the earthquake at all. However, in the case
that the network does get hit, it lacks the backup paths
to keep most of its connections. We can confirm this by
inspecting P (No Link Failures) in DIVT. Indeed, the probability of all links of JGN2plus-Japan being una↵ected is
0.648, and there are no possible states in which any link
fails, but the network stays connected. The comparatively
low P (No Link Failures) of Sinet is 0.263.
The worst-case disasters for JGN2plus-Japan all occur
around Tokyo, resulting in an ATTR of 0.291 with probability 0.007. The worst-case disasters for Sinet are located
around Osaka, and result in an ATTR of 0.362 with probability 0.009. JGN2plus-Japan has an expected ATTR value
of 0.866 with a variance of 0.044 and Sinet an expected
ATTR value of 0.920 with a variance of 0.016.
For both networks, only computing the ATTR for each
possible failure state, instead of for each disaster, had a large
e↵ect on performance, reducing the number of times ATTR
had to be computed from 655 to 22 and 93 for JGN2plusJapan and Sinet, respectively.

Acknowledgement
Part of this work has been supported by SURFnet and
COST Action CA15127 (RECODIS).

7.

REFERENCES

[1] Standard grid square and grid square code used for the
statistics (announcement no. 143 by the administrative
management agency on july, 12, 1973).
www.stat.go.jp/english/data/mesh/02.htm.
Accessed: 07-05-2017.
[2] D. Bienstock. Some generalized max-flow min-cut
problems in the plane. Mathematics of Operations
Research, 16(2):310–333, 1991.
[3] H. Fujiwara, S. Kawai, N. M. Shin Aoi, S. Senna,
N. Kudo, M. Ooi, K. X. Hao, K. Wakamatsu,
Y. Ishikawa, T. Okumura, T. Ishii, S. Matsushima,
Y. Hayakawa, N. Toyama, and A. Narita. Technical
reports on national seismic hazard maps for japan.
Technical Report 336, NIED, November 2009.
[4] S. Knight, H. Nguyen, N. Falkner, R. Bowden, and
M. Roughan. The internet topology zoo. Selected Areas

Figure 1: Visualization of distributions and disasters. Red: disaster area, pink: a↵ected links.

Figure 2: ATTR distribution of JGN2plus-Japan.

in Communications, IEEE Journal on, 29(9):1765
–1775, october 2011.
[5] S. C. Liew and K. W. Lu. A framework for
characterizing disaster-based network survivability.
IEEE Journal on Selected Areas in Communications,
12(1):52–58, 1994.
[6] S. Neumayer, A. Efrat, and E. Modiano. Geographic
max-flow and min-cut under a circular disk failure
model. Computer Networks, 77:117 – 127, 2015.

Figure 3: ATTR distribution of Sinet.
[7] S. Trajanovski, F. A. Kuipers, A. Ilić, J. Crowcroft,
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ABSTRACT

disconnected, and the phase angles and the status of the
lines within the attacked area H
VH , EH become unavailable (Fig. 1). Our objective is to recover the phase angles and detect the disconnected lines using the information
available outside of the attacked area.
A line failure in the power grid results in changes to flows
and phase angles throughout the grid. We use this property and show that it is possible to estimate the state in
the attacked area using the information available outside
of the area. We develop methods for retrieving information from the attacked area by applying matrix analysis and
graph theoretical tools to the matrix representation of the
DC equations. In particular, we demonstrate that under the
DC power flow model, solving a convex optimization problem can exactly recover the phase angles and detect any
number of line failures when the attacked area has certain
topological properties. The novelty of our approach is the
transformation of the line failures detection problem, which
is combinatorial problem, to a convex optimization problem.
We also study the same problem when the phase angle
measurements are noisy. We show that by relaxing some
of the constraints, the same optimization problem can be
used for the information recovery in the noisy scenarios. We
numerically evaluate the performance of this method and
show that if the Signal to Noise Ratio (SNR) is high enough,
it can successfully recover the phase angles and detect the
line failures inside the attacked area.
Finally, we adapt a similar idea to show that the same
convex optimization method can be used to estimate the
phase angles and detect the line failures accurately when
the phase angles are given under the AC power flow model.
We evaluate the performance of the method in the IEEE
118-bus system, and show that it estimates the phase angles
of the buses with less that 1% error, and can detect the
line failures with 80% accuracy for all single and double line
failure scenarios.
The considered problem is very similar to the problem of
line failure detection using phase angle measurements [5,10–
12]. Up to two line failures detection, under the DC power
flow model, is studied [10, 11]. Since the provided methods
in [10,11] are brute force search methods that need to search
the entire failure space, the running time of these methods grows exponentially as the number of failures increases.
Hence, these methods cannot be generalized to detect higher
order failures. To the best of our knowledge, the methods
provided in this work, are the only methods that can detect
line failures in a polynomial running time independently of
the number of line failures.

We present methods for estimating the state of the power
grid following a cyber-physical attack. We assume that an
adversary attacks an area by: (i) disconnecting some lines
within that area (failed lines), and (ii) obstructing the information from within the area to reach the control center.
Given the phase angles of the nodes outside the attacked
area under either the DC or AC power flow models (before
and after the attack), the provided methods can estimate
the phase angles of the nodes and detect the failed lines inside the attacked area. The novelty of our approach is the
transformation of the line failures detection problem, which
is combinatorial in nature, to a convex optimization problem. As a result, our methods can detect any number of line
failures in a running time that is independent of the number
of failures and is solely dependent on the size of the attacked
area.

Categories and Subject Descriptors
C.4 [Performance of Systems]: Reliability, availability,
and serviceability; G.2.2 [Discrete Mathematics]: Graph
Theory—Graph algorithms, Network problems

Keywords
Power Grids; Cyber Attacks; Physical Attacks; Information
Recovery; Graph Theory; Algorithms

1.

INTRODUCTION

Power grids are vulnerable to cyber-physical attacks. A
cyber-physical attack may sabotage the information flow to
the control center and cause physical failure by remotely
disconnecting some of the lines. The recent cyber-physical
attack on the Ukranian grid revealed the devastating consequence of such an attack on power grids [2].
We assume that an adversary attacks an area by: (i) disconnecting some lines within that area (failed lines), and (ii)
obstructing the information from within the area to reach
the control center. As a result of an attack, some lines get
⇤
This extended abstract provides a short summary of the
papers that appeared in [7–9]. This work was supported in
part by DARPA RADICS under contract #FA-8750-16-C0054, funding from the U.S. DOE OE as part of the DOE
Grid Modernization Initiative, and DTRA grant HDTRA113-1-0021.
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2.2
G

We assume that an adversary attacks an area by: (i) disconnecting some lines within that area (failed lines), and
(ii) obstructing the information (e.g., status of the lines
and phase angle measurements) from within the area to
reach the control center. We assume that disconnecting lines
within the area does not make G disconnected and the supply/demand values do change after the attack. The methods provided here can be used for general attack scenarios
including the change in the supply/demand values and separation of the grid into islands, if the control center is aware
of the changes in the supply/demand values.
Fig. 1 shows an example of an attack on the area represented by H
VH , EH . We denote the set of failed lines
in area H by F
EH . Upon failure, the failed lines are
removed from the graph and the flows redistribute according to the DC power flows (in Section 5, we assume that
the power flows redistribute according the AC power flows).
Our objective is to estimate the phase angles and detect the
failed lines inside the attacked area using the changes in the
phase angles of the nodes outside the area.
Notation. We denote the complement of the area H by
H̄
G H. DH
1, 0, 1 VH EH is the submatrix of
D with rows from VH and columns from EH . ✓~H and ✓~H̄
are the vectors of phase angles of the nodes in H and H̄,
respectively. If X, Y are two subgraphs of G, AX Y denotes
the submatrix of A with rows from VX and columns from
VY . We use the prime symbol
to denote the values after
n
an attack. For a column vector ~
y, ~
y 1 :
i 1 yi is its
n
2 1 2
l1 -norm, ~
y 2:
is its l2 -norm, and supp ~
y :
i 1 yi
i yi 0 is the index set of its nonzero elements.

H

Attacked Zone

Figure 1: G is the power grid graph and H is a subgraph of G
that represents the attacked area. An adversary attacks an
area by disconnecting some of its lines (red dashed lines) and
disallowing the information from within the area to reach the
control center.

2.
2.1

MODEL AND DEFINITIONS
DC Power Flow Model

To develop the recovery methods, we use the DC power
flow model, which is widely used as an approximation for
the non-linear AC power flow model [3, 4]. We represent
the power grid by a connected undirected graph G
V, E
where V
1, 2, . . . , n and E
e1 , . . . , em are the set of
nodes and edges corresponding to the buses and transmission lines, respectively. Each edge ei is a set of two nodes
ei
u, v . pv is the active power supply (pv 0) or demand
(pv 0) at node v V (for a neutral node pv 0). We assume pure reactive lines, implying that each edge u, v
E
is characterized by its reactance ruv rvu .
Given the power supply/demand vector p
~ R V 1 and
the reactance values, a power flow is a solution P R V V
and ✓~ R V 1 of:
puv

pu ,

u

V

3.

(1)

✓v

ruv puv

0,

u, v

E

(2)

where N u is the set of neighbors of node u, puv is the power
flow from node u to node v, and ✓u is the phase angle of node
u. When the total supply equals the total demand in each
connected component of G, (1)-(2) has a unique solution.1
Eq.(1)-(2) are equivalent to the following matrix equation:
A✓~
where A R V
as follows:

V

min ~x
~
x,~
y

(3)

1 ruv
w N u

auw

if u
if u
if u

v and u, v
v and u, v
v.

AH̄ H

0
1
1

s.t.

✓~H

~
y

AH H̄ ✓~H̄

✓~H̄

DH ~x

~
y

✓~H̄

✓~H̄

0.

AH̄ H̄

(4)

The novelty of this method is that it provides a convex
relaxation for the line failures detection problem which is
combinatorial in nature. Notice that the optimization problem (4) can be solved efficiently using Linear Program (LP).
We proved in [7] that under various conditions on H and the
set of line failures F , the solution to (4) is unique. Therefore the relaxation is exact and the set of line failures can be
detected by solving (4). In particular, it is proved in [7] that
if H is acyclic and there is a matching between the nodes
in H and H̄ that covers H, the solution to (4) is unique for
any set of line failures.3
In the following sections, we numerically show that by
relaxing the equalities in (4), a similar approach can be used

E,
E,

The (node-edge) incidence matrix of G is another useful
matrix that we use in detecting line failures. It is denoted by
D
1, 0, 1 V E and defined as follows (for an arbitrary
orientation of the edges),
dij

1

AH H ✓~H

is the admittance matrix of G,2 defined

0
auv

p
~

STATE ESTIMATION

We can formulate the state estimation problem after a
cyber-physical attack as follows: Given the attacked area
~ and ✓~ , the objective is to estimate ✓~H and detect
H, ✓,
H̄
F . We proved in [7] that if the attacked area H is known,
then there always exists feasible vectors ~x R EH and ~
y
R VH satisfying the conditions of the following optimization
problem such that supp ~x
F and ~
y ✓~H :

v N u

✓u

Attack Model

if ej is not incident to node i,
if ej is coming out of node i,
if ej is going into node i.

1

The uniqueness is in the values of puv s rather than ✓u s
(shifting all ✓u s by equal amounts does not violate (2)).
2
The admittance matrix A can also be considered as the
weighted Laplacian matrix of the graph.

3

We proved in [7] that the solution to (4) is unique under
less restricted conditions. However, here we only focus on
the simplest case.
2

𝑒2

1

𝑒3

2

𝑒4

3

4

𝑒8 Zone H
10

9

𝑒9

8

5

𝑒6
7

𝑒7

6

𝑒5

SNR = 50dB

Recovered
𝜃𝐻′

0.1062

0.1030

0.0882

0.0872

0.0042

0.0075

0.0062

0.0036

0.0342

0.0334

-0.0758

-0.0752

-0.0971

-0.0937

-0.0925

-0.0919

0.0442

0.0441

0.0322

0.0321

𝑥

-0.0074

-0.0068

0

0

0

-0.0857

0

0

0

supp(𝑥)

1

1

0

0

0

1

0

0

0

Number of False Detections

𝑒1

Actual
𝜃𝐻′

to detect line failures in the attacked area with the same
properties, when the phase angle measurements are noisy
and also when the phase angles are obtained based on the
AC power flow model.

DH ~x

1

AH̄ H ✓~H

~
y

~
y

AH H̄ ✓~H̄

AH̄ H̄ ✓~H̄

✓~H̄

2

✓~H̄

2
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computing supp ~x .
Fig. 3 shows the average number of false negatives and
positives in detecting line failures by solving (5) versus the
SNR level for di↵erent numbers of line failures. As can be
seen, for any number of line failures, when the SNR is above
a certain level (e.g., 40 dB) the solution to (5) can detect
the line failures with acceptable accuracy (less than one false
negative and zero false positives on average).
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s.t.
AH H ✓~H

30
40
SNR (dB)

8
7
6
5
4
3
2
1
0

Figure 3: The average number of false negatives and positives in detecting line failures by solving (5) in the presence
of the measurement noise versus the SNR. Each data point
is the average over 100 trials. (a)-(d) Show this relationship
for di↵erent number of line failures ( F ). Fig. 2 provides
the detailed information for a point in (c).

In this section, we discuss the problem of information recovery after an attack in the presence of a measurement noise
and uncertainty [8]. We follow [6] and model the measurement noise by changing (3) to A ✓~ ~e
p
~ where ~e R V 1
is a Gaussian measurement noise with a diagonal covariance
matrix ⌃. Following [12], ~e can also account for the perturbations in p
~ after failures. It is obvious that in the presence
of noise, the optimization problem (4) has no feasible solution. However, since the l1 -norm is relatively robust against
noise, one possible approach to generalize the optimization
problem (4) to the noisy case is to relax the conditions as
follows:
~
x,~
y

20

(c) F

STATE ESTIMATION IN THE PRESENCE
OF MEASUREMENT NOISE

min ~x

False Negative
False Positive

(a) F
8
7
6
5
4
3
2
1
0

Figure 2: An example of an attack and recovered information in the presence of the measurement noise for SNR
50dB. Red dashed lines show the attacked lines.
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8
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6
5
4
3
2
1
0

STATE ESTIMATION UNDER THE AC
POWER FLOW MODEL

The optimization (5) can also be used to detect line failures when the phase angles are given under the AC power
flow model [9]. We consider the standard AC power flow
equations (for the details of the equations see [3]). The only
di↵erence here compared to the noisy scenario is that ✏1 , ✏2
cannot be estimated easily. To overcome this issue, the idea
is to change ✏i from si to ti and compute the solution to
(5) for each setup. If F is an array that contains all the
detected line failures for each setup, then the appearance
frequency of each line in F gives a rough probability that
the line is failed. PF denotes the appearance frequency table of the lines in F . Moreover, the computed vector ~
y in
each iteration is an estimate of the phase angles inside the
attacked area. By computing the mean of all the estimated
phase angle vectors in each iteration, one can improve this
estimation.
We use the IEEE 118-bus benchmark system as the test
network [1] and consider the attacked zone H within this
network as shown in Fig. 4. It is easy to see that H is
acyclic. Although the rest of nodes in the IEEE 118-bus
system are not displayed, there is also a matching between
the nodes in H and H̄ that covers H.

✏1 (5)

✏2 .

It is easy to see that the optimization problem (5) is a
second-order cone program that can be solved using gradient
decent methods. The values of ✏1 and ✏2 can be estimated
based on the noise level. After solving (5), the line failures
can then be detected as before by F
ei i supp ~x .
We show by simulations that solving the optimization
problem (5) can correctly recover the phase angles and detect the failed lines in the presence of the measurement noise
depending on the SNR level.We consider the graph G and
the attacked area H as shown in Fig. 2 (it is easy to see that
H is acyclic and there is a matching between the nodes in
H and H̄ that covers nodes in H). Notice that the graph in
Fig. 2 can be part of a much bigger graph. However, only
the local information is needed to recover the information
inside the attacked area.
Fig. 2 shows an attack scenario with high SNR value and
the information recovered by solving (5). As can be seen,
the attacked lines can be detected accurately in this case by
3

Cumulative Distribution Function

Cumulative Distribution Function

Failed Line

0.6
0.4
0.2
0

t=0.2
t=0.5
t=0.8
1
Number of False Negatives

2

0.8
0.6
0.4
t=0.2
t=0.5
t=0.8

0.2
0

1

2
3
4
5
6
7
Number of False Positives

phase angles are given under the AC power flow model, we
numerically showed that these methods can still recover the
information with low error.
We believe that the presented methods can accurately estimate the state of the grid for less constrained attacked
areas as well. Moreover, these method can also be used
in di↵erent context such as false data detection. Exploring
these directions is part of our future work.
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Detected Lines

Figure 5: Detected line failures after all single line failures in
area H within the IEEE 118-bus system. The color intensity
of each i, j square shows the number of times line j is
detected as failed when only line i is actually failed.
Fig. 5 shows the heat map of the detected line failures
after all possible single line failures in H. As can be seen,
in most of the cases, the correct line is detected as the most
probable failed line. If we use the appearance frequency
table PF and a threshold value t to detect the most likely
failed lines, for t
0.5, for almost 80% of the cases there
are no false negatives or false positives. For t
0.2, for
almost 95% of the cases, there are no false negatives while
for almost 80% of the cases there are no false positives either.
Moreover, for all single line failure scenarios, the error in the
estimated phase angles is below 1%.
We also consider all double line failure scenarios in H.
As in the single line failures, the phase angle estimation is
very accurate. For all double line failure scenarios, the error
in the estimated phase angles is below 2%. Since there are
many double line failure cases, we cannot show the failed
lines detection results as a matrix heatmap. However, we
can show the number of false negatives and positives if we
use the appearance frequency table PF and a threshold value
t to detect the most likely failed lines. As can be seen in
Fig. 6, for t
0.2 for more than 80% of the cases there is
no false negative. Moreover, for more than 80% of the cases
there is less than a single false positive line detection.

6.

0.8

1

Figure 6: The CDF of the number of false negatives and
positives in detecting double line failures in H within the
118-bus system using the threshold value t.

Figure 4: Topology of the attacked area H within the 118bus system with 21 nodes and 22 lines used in the simulations in Section 5.
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CONCLUSION

We provided convex optimization based methods to estimate the state of the grid following a cyber-physical attack
under both the DC and AC power flow models. We demonstrated that these methods can exactly recover the phase
angles and detect the line failures under the DC power flow
model. However, when the measurements are noisy or the
4

Computing undetectable attacks on power grids
Daniel Bienstock and Mauro Escobar ⇤

ABSTRACT
We consider combined data and physical attacks on power
grids, motivated by recent events and research. We consider
a setting where an attacker may alter the topology of a power
grid by removing lines and may also alter the load (demand)
of some nodes; simultaneously the attacker interdicts data
flowing to the control center. We use the PMU model of
data that provides high-fidelity AC power flow data (voltages and currents) The goal of the attacker is to provide data
that paints a completely safe picture for the grid which is
consistent with the net load change, while at the same time
disguising large line overloads, a fundamentally dangerous
situation that may lead to a cascading failure. We provide
a computational procedure that efficiently computes sparse
attacks even on cases of large grids.

1.

INTRODUCTION

A question of current interest concerns the possibility that
malicious attackers could interdict the data flow driving a
power grid so as to cause planners to take incorrect actions;
and whether this capability, combined with overt physical
action damaging the grid could result in a catastrophic failure. Here we note that modern grids operate under a constant flow of data from sensors (some of which are located
on nodes of the grid) to a centrally-located “control center”
which under traditional grid operation, performs a computational procedure known as state estimation which computes
an estimation of all real-time grid parameters on the basis of
the available data, and uses the estimation to issue control
commands to e.g. generators. Communication outside of
this setup is nonstandard but may also be interdicted but is
not considered in this paper.
This general topic has generated a huge amount of interest. Under the linearized, or DC model of power flows, [9],
[7], [5] consider sparse data attacks and detection thereof. In
[10], the authors consider a model where lines contained in a
subgraph H known to the control center are removed while
nodes in H are subjected to a data attack. Assuming a datachecking procedure that relies on the DC power flow model
the authors discuss general conditions under which the physical attack and the correct data can be reconstructed (also
⇤
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see [11]). In [12], [13] the authors consider data under the
nonlinear AC model, and again present general conditions
under which the lines removed in H and the data attack can
be efficiently identified.
In this paper we take the attacker’s perspective and show
that damaging attacks that remain completely hidden 1 can
be quickly computed, even in the case of large grids. Specifically,
• The control center uses the AC power flow model to
verify the consistency of data. We assume that a sensor
reporting a (complex) voltage is located at each node
of the network2 .
• In the physical component of the attack some lines may
be removed and the load (demand) of some nodes may
be altered. In the case of net load change, the process
known as secondary response [6, 1, 2] will then cause
the output of a subset of generator nodes (typically
smaller generators) to react so as to alter their respective output in a pre-set proportion to the net load
change; thus the attacker must mimic this behavior.
• The attacker will hijack a sparse subset of the sensors.
The control center is unaware of the physical location
of the attack. The data reported by the attacker is
one where no line has been removed, and the implied
power flow levels are all safe (each line’s flow is within
its limit). However, under the true system condition
some lines experience large overloads.
• The size of the attack (number of a↵ected nodes, in
particular) is small relative to the size of the system.
We comment briefly on the above points. First, the requirement of consistency under the AC model is a stringent obstacle for the attacker, who will have to compute
the solution to two AC power flow systems with additional
constraints, a strongly NP-hard problem [3]. However, as
pointed out in [7] the underlying computational expense may
not be an obstacle to a sufficiently motivated attacker and,
in fact, the assumption that the attacker is constrained to
using polynomial-time algorithms may be a weakness on the
1
Note that [11] shows that under the DC model it is NPHard for the control center to identify an attack; a point
here is that undetectability is a more stringent criterion that
difficulty of computation.
2
Below we outline the AC power flow model, but we stress
that voltages suffice to describe the state of a known network.

part of the defending party. Indeed, in this paper we show
that the computation can in fact be performed quite quickly
even in the case of large systems with thousands of nodes
and lines. At the same time, the AC consistency check also
presents a challenge to the control center, because AC power
flow systems of equations can have multiple solutions, unlike
the case for DC power flows.
Second, the “attacker” in our analysis may indeed be fictitious; our results can also be interpreted to show that “natural” events that can a↵ect both data sensors and grid hardware could give rise to difficult challenges to grid operators.
The rest of this abstract is organized as follows. In Section
2 we outline the mathematics of power flows.

2.

POWER FLOWS

A grid, of transmission system, can be represented as an
undirected graph where each line (edge) km has a complex
admittance ykm . In operation of the grid each node k has a
.
complex
voltage (potential energy) Vk = |Vk |ej✓k where j =
p
1. For a line km the complex power from k to m equals
the expression Skm = Vk (ykm (Vk Vm ))⇤ which represents
the laws of physics. The network equations satisfied by the
voltages are of the form, for any node k,
X

Skm

=

Skg

Skd .

(1)

km2 (k)

In this expression (k) is the set of lines incident with node k,
and Skg and Skd are the complex power generated at k and the
load at k, respectively. Thus (1) states that the net balance
of complex power at k is the di↵erence between generation
and demand at k. The AC power flow problem, in simplified
form, seeks a solution to the equations (1), given generation
and demands, and subject to the laws of physics and possibly
additional constraints (e.g. bounds on each |Vk | and upper
bounds on each |Skm |). This computational task was proved
to be strongly NP-hard in [3].
In part because of the computational difficulty arising in
AC power flows, in operational practice it is common to use
a linearized approximation. Here we deal with real power
flows (i.e. ignoring the imaginary part of the Skm and of
loads and generations). Instead of the (1) we obtain a system
of linear equations of the form
B✓

=

P

g

P

d

(2)

where the ✓ are the phase angles, as before, B is a generalized
Laplacian matrix corresponding to the underlying network
and using the inverse of reactances as weights (admittance
ykm is the inverse of the impedance zkm , and reactance is
the imaginary part of impedance). Denoting by xkm the
reactance of km, the (real) power on km arising from a
solution to (2) equals (✓k
✓m )/xkm See e.g. [6, 1]. If
the network is connected this power flow solution is unique,
given vectors P g and P d and there is one degree of freedom
in the ✓.
Recent research on solution to AC power flow problems
has identified a convex and frequently very close approximation [4], [8]. This is obtained by introducing, for each line
km, new variables ckm and skm representing, respectively,
|Vk ||Vm | cos(✓k ✓m ) and |Vk ||Vm | sin(✓k ✓m ), as well as a
variable ckk representing |Vk |2 for each node k. Using these

variables, the real part of (1) becomes
X
[gkm ckk gkm ckm bkm skm ]

=

Pkg

Pkd . (3)

km2 (k)

where ykm = gkm + jbkm . A similar equation applies to the
imaginary part of (1). Additionally one has
c2km + s2km

=

ckk ckm ,

c2km + s2km



ckk ckm ,

which is relaxed as

(4)
(5)

which is convex. The system of constraints (3) (plus its
imaginary part correspondent), (5) as well as e.g. bounds
on the ckk used to represent bounds on |Vk |2 yields a convex relaxation to AC power flows that in practice usually
yields solutions with relatively small errors, i.e. that can be
converted to full AC power flow solutions that are nearly
feasible.

3.

COMPUTING AN ATTACK

Let N denote the set of all nodes, G the set of generator nodes, and R the set of generators that participate in
secondary response. This means that if a net load change
of
takes place across the network, the output of generator r 2 R will change by the amount ↵r , where ↵r
0
is
the
pre-computed
participation
factor
at
r,
and
we
have
P
r2R ↵r = 1. Finally, we are given a set A of nodes whose
data flow (voltage) and load can be altered by the attacker;
we assume A \ G = ;. For brevity assume A = N \ G but
more sophisticated choices are possible and will be described
in the full paper.
Our attack computation proceeds as a three-step process.
First step. We first compute an attack under the DC power
flow model. For a node i let Pig and Pid denote its initial,
i.e. pre-attack active generation and load. For each line km
we solve two linear programs, with constraints (6). In these
constraints the ✓˘ are reported to the control center whereas
the ✓¯ reflect the true state of the system. The variables in
˘ P̆ g , P̆ d and ✓,
ˆ P̂ g , P̂ d .
this formulation are all the ✓,
B ✓˘ = P̆ g
P̆kg

=

P̄kg

B ✓¯ = P̄ g P̄d
X d
= Pkg + ↵k
(P̄i

P̆d ,

(6a)
Pid )

i

P̆kg = P̄kg = Pkg
P̆kd

P̄kd

Pkd

8 k 2G\R

8k2R

=
=
8k 2
/A
˘
¯
✓k = ✓k 8k 2
/A
|✓˘k ✓˘m |/xkm  flow limit for km, 8 line km
all loads and generation nonnegative.

(6b)
(6c)
(6d)
(6e)
(6f)
(6g)

Here (6a) states the flow balance equation for the reported
and true systems, (6b) states that generators participating
in secondary response produce the correct (and same) output in both systems, (6c) states that the remaining generators do not change their output, (6d) and (6e) state that
load nodes that are not attacked have unchanged load and
phase angle in both systems (reported and true) and finally
(6f) imposes limits on the power flows in the reported system. Now for each line km we solve two linear programs,
both subject to (6); one maximizing and the other minimizing ✓¯k ✓¯m /xkm . If either LP indicates a substantial
violation of the line limit constraint for km then we have

computed an undetectable attack under the DC model and
we move to the second step.
Second step. A successful attack computed in the first
˘ and (P̄ g , P̄ d , ✓)
¯ as well
step will produce vectors (P̆ g , P̆ d , ✓)
0
as a set A of actually attacked nodes, i.e. the subset of A
given by nodes i s.t. (P̆ig , P̆id , ✓˘i ) 6= (P̄ig , P̄id , ✓¯i ). Typically,
the set A0 is sparse, i.e. rather small – this is a consequence
of having solved a linear program.
˘
We now attempt to correct the two vectors (P̆ g , P̆ d , ✓)
g
d ¯
and (P̄ , P̄ , ✓) into solutions for two separate AC power
flow problems, one for the reported data case and one for
the true data. In the reported case we fix the active generation at a bus k is set at P̆kg , (plus or minus a small error), with reactive generation proportionally fixed at approximately P̆kg /Pkg Qgk , where Qgk is the initial (pre-attack)
reactive the. We then attempt to solve these two power flow
problems using Matpower [14]. A similar rule is used for the
true data case. Either computation may fail (i.e. Matpower
may fail to converge, a notorious problem). Assuming that
both runs do converge we move to the third step.
Third step. Let V̆ and V̄ be the reported and true voltage
vectors, respectively, which are the solutions to the two AC
power flow problems solved in the second step. Even though
we have stipulated that both AC problems have (nearly
equal) generation at every generator node, and nearly equal
loads at every node k 2
/ A0 (implied by the constraints (6c)(6e)) it may still be the case that there are small but nontrivial discrepancies in the voltages, and in particular the
voltage phase angles
To correct these discrepancies we proceed as follows. Let
0 < µ < 1. Consider the voltage vector
.
V̄ µ = µV̆ + (1 µ)V̄ .

smoother than the direct application of Step 3 but may run
into numerical difficulties, in that the solution of the convex
relaxation (3)-(5) can prove challenging on large grids (even
though convex!).

4.

EXAMPLE

Here we outline an example using the “case2746wp” available from Matpower [14], with 2746 buses and 3514 branches.
In this attack we trip one line, modify 168 loads in the neighborhood of this line and 89 bus data points.
In the following figure, red and yellow colored branches
indicate progressively higher actual line overloads (yellow =
100% overloads) while black lines indicate safely operating
lines.

At the same time, the reported line flows are all safe
(within line limits). The following zoomed-in figure shows
the actual overloads:

For µ ⇡ 1 and any attacked bus k and line km we will have
that
V̄kµ (ykm (V̄kµ

µ ⇤
V̄m
)

=

V̄k (ykm (V̄k
+ O(|ykm |(1

V̄m )⇤

(7)

µ)),

since we always have |Vk | ⇡ 1 for every bus k. In other
words, the power flow on any attacked line (or any line, for
that matter) does not change much, proportionally, as we
move from V̄ to V̄ µ . And by construction of V̆ and V̄ we
expect that the net complex power injection at each node
does not change much. However, for µ < 1 the discrepancy
between V̆ and V̄ µ on non-attacked nodes will be smaller
than that between V̆ and V̄ .
Accordingly, we construct the vector V̄ µ for decreasing
values of µ, and if we reach a vector with small enough discrepancy between V̆ and V̄ µ is small enough, and we still
have substantial overloads, we have stop. At this point we
have computed a successful attack.
Remark. As an alternative to this procedure, we can also
consider an intermediate step where each of the two outputs
(reported and true) of the pure-DC Step 1 is first converted
into a solution to the relaxation given by (3)-(5) which stipulates that non-attacked nodes have nearly equal values in
the reported and true systems. The solution to the relaxation is then converted (as in Steps 2 and 3 above) into
a solution to the AC power flow problem. This process is

For a comparison, the following figure shows the reported
overloads:

Lines shown in bold are (at a maximum) at 80% load, and
thus safe. Other lines are at lower load levels. In particular,
the highest (true) overload lines are reported as being quite
safe.
We will include more detailed analyses in examples in the
full paper.

5.
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ABSTRACT

1.

The resilience of the Transportation road infrastructure network is of major importance, since failures such as prolonged
road congestion in specific parts of the infrastructure often
initiate major cascading e↵ects that block transportation
and/or disrupt services of other infrastructures over wide
areas. Existing traffic flow analysis methods lack the ability
to understand cascading e↵ect of congestions and how to
improve overall resilience in greater areas. Dependency risk
graphs have been proposed as a tool for analyzing such cascading failures using infrastructure dependency chains. In
this paper, we propose a risk-based interdependency analysis methodology capable to detect large-scale traffic congestions between interconnected junctions of the road network
and provide mitigation solutions to increase traffic flow resilience. Dependency risk chains of junctions provide important information about which junctions are a↵ected when
other major junctions are congested in the road transportation network. Targeted mitigation mechanisms for traffic
congestion can be proposed and the causes of bottlenecks
can be analyzed to introduce road constructions or reparations with the best possible results in relieving traffic. We
applied the proposed methodology on data collected by the
UK government using cyber-physical traffic sensors over the
course of 6 years. Our tool analyzed the UK major/A road
transportation network, detected n-order junction dependencies and automatically proposed specific mitigation solutions to increase the overall resilience of the road infrastructure network. Simulation results indicate that detected
mitigation options, if applied, can increase overall congestion resilience in wider areas of the network up to 12% by
lowering likelihood of congestion.

The U.S. department of Homeland security identifies Highways and Motor Carriers as one of the seven key subsectors of the Transportation Systems Sector [dhs ]. Intelligent
transportation systems (ITS) aim at dealing with congestion in urban areas. Efficient use of existing road network
systems results in reduced traffic congestion, emissions, energy consumption and cost. ITS technologies combined with
Advanced Traveler Information Systems (ATIS), travel advisories, Variable Message Signs (VMS) and others attempt
to relieve congestion and decrease travel time by selecting
routes, departure times, and even the mode of transportation [Laña et al. 2016].
Traffic flow prediction models help both road users and
transportation authorities improve traffic resilience, alleviate congestion or reduce traffic incidences in advance, by
predicting the future states of traffic flow [Hoogendoorn and
Bovy 2001].
Dependency modeling, simulation and analysis of infrastructures have been studied extensively by researchers. Several methodologies and tools that focus on dependency analysis, estimate the impact [Franchina et al. 2011], [Robert
2004] or the risk derived from the dependencies within a
critical infrastructure or among interdependent infrastructures [Kjølle et al. 2012], [Kotzanikolaou et al. 2013b], [Utne
et al. 2011]. The risk usually depends on two factors; the
likelihood (or probability) of a negative event occurring and
the impact (consequences) of that negative event. Such impact usually results in a complete non-operation or a partial
malfunction in an infrastructure due to dependencies in infrastructure networks, usually called a failure.

Keywords

In this paper we utilize a previous time-based dependency
analysis methodology for Critical Infrastructure dependency
modeling [Kotzanikolaou et al. 2013a], [Kotzanikolaou et al.
2013b], to analyze road network traffic flows. We apply the
proposed methodology in a dataset with UK road traffic
time flows, published by the UK Department of Transport.
The dataset includes all major ”A” roads and motorways,

traffic congestion mitigation, graph analysis, risk assessment,
cyber-physical systems, Transportation infrastructure
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1.1

INTRODUCTION

Contribution

including journey times and traffic flows over a 6-year period
for every 15-min intervals. Our two major contributions are:
1. A methodology able to model road networks as dependency graphs and calculates the dependency risk between interconnected road junctions using assessment
of traffic flow data. The methodology is able to assess
the risk of congestion in junctions and calculate risk
dependency paths (i.e. how congestion in one junction a↵ects other connected junctions through roads).
Road junctions are represented as graph vertices, with
roads linking one junction to another as edges between
the vertices. The methodology uses the min-max algorithm and statistical dynamic averages to calculate
likelihood and impact of congestion.
2. An analysis of UK’s major/A-road transportation network, detecting n-order junction dependencies and automatically proposing junctions for specific mitigation
solutions that increase the overall resilience of the entire network. The overall risk of cascading congestions was computed, which indicates the probability of
impact transmission in a path through the connected
edges. Specific junctions that initiate cascading traffic congestions were detected and simulation results
indicated that applying traffic control on them may
increase overall traffic flow resilience in wider areas
while decrease risk of congetions up to 12%. We crossreferenced results with reports to check their validity.

2.

RELATED WORK

Traffic flow simulation models designed to characterize the
behavior of the complex traffic flow system have become
an essential tool in traffic flow analysis and experimentation. Traffic flow models may be categorized according to
[Hoogendoorn and Bovy 2001]:
1. Detail (submicro, microscopic, mesoscopic, macroscopic)
2. Independence scale (continuous, discrete, mixed)
3. Process representation (deterministic, stochastic)
4. Application area (stretches, links, junctions)
5. Type (traffic management, design, optimization)
A short-term prediction model should be precise in providing the vicinity measurements of traffic flow in the subsequent instants in the event of a traffic accident. On the
other side, long-term predictions allow users to have a global
insight of the traffic at any time, although the prediction will
unlikely be accurate in the case of an atypical event (e.g. an
accident). Specifications have ranged from Kalman filtering
[Okutani and Stephanedes 1984], exponential filtering [Ross
1982], nonparametric statistical methods [Davis and Nihan
1991], [Smith et al. 2000], spectral and cross-spectral analyses [Stathopoulos and Karlaftis 2001a], [Stathopoulos and
Karlaftis 2001b] and sequential learning [Chen and GrantMuller 2001]. Nevertheless, a large amount of literature has
been concerned with predictions from pure time-series models ranging from ARIMA [Williams and Hoel 2003], [Kumar
and Vanajakshi 2015], to dynamic generalized linear models
[Zhang 2000], [Zhang et al. 1997]. Daily mobility patterns

have been used as a clustering stage in [Laña et al. 2016] to
discover typicalities within the traffic flow data registered
by road sensors, which permits building prediction models for each of such discovered patterns. Bayesian network
framework is introduced to model the correlation structure
of highway networks in the context of traffic forecast, as an
optimization problem to identify optimal dependency structure [Samaranayake et al. 2011].
Our methodology can be considered as a cyber-physical,
deterministic Long-term optimization model that utilizes
risk assessment, statistical methods and graph theory to
promote decision making for increasing long-term resilience
against congestion. To our knowledge, there is currently no
solution able to calculate the risk of road dependencies between major ”A” road junction in nation-wide networks and
determine how the transportation network reacts to congestion mitigation measures; let alone quantify it.

3.

BUILDING BLOCKS

The proposed methodology is based on a previous formed
method, the multi risk dependency analysis [Kotzanikolaou
et al. 2013a], [Kotzanikolaou et al. 2013b] and [Stergiopoulos
et al. 2016]. Furthermore, it extends CIDA, a CI dependency
analysis tool [Stergiopoulos et al. 2014].

3.1

Dependency analysis methodology

Dependency analysis assesses the risk of nth-order dependencies by applying results of organization-level risk assessments performed by critical infrastructure owners and operators. A dependency can be defined as a ”one-directional
reliance of an asset, system, network or collection thereof
(within or across sectors) on an input, interaction or other
requirement from other sources in order to function properly” [Treasury 2011]. The dependencies are modeled using
a directional graph G = (N, E) where N is a set of nodes
and E is a set of edges. In this work, N is the set of the components of the modeled infrastructure (i.e., the junctions of
road network) and E is the set of the links among the components (i.e., the roads among the junctions). The graph is
directional to represent dependencies from one component
to other components within the critical infrastructure. An
edge from a node Ni to node Nj , i.e., Ni ! Nj , depicts
the dependency relationship between them. The disruption
transferred through this dependency can be described by the
values impact Ii,j and likelihood Li,j . The combination of
these two values indicates the dependency risk Ri,j to component Ni due to its dependence on component Nj , which
is denoted by the edge Ni ! Nj . The dependency risk is
quantified as an integer scaled [0 . . . 5], with 0 representing
no risk and 5 severe risk. This value as associated with each
edge, refers to the level of cascade derived risk for the receiver due to the dependency. The results of traffic analysis
are used as input to this method.
If CIY0 ! CIY1 ! . . . ! CIYn is a chain of dependencies,
LY0 ,...,Yn is the likelihood of the nth-order cascading e↵ect
and IYn1 ,Yn is the impact of the CIYn1 ! CIYn dependency,
then the cascading risk exhibited by CIYn due to the nthorder dependency is computed as:
RY0 ,...,Yn = LY0 ,...,Yn ·IYn

1 ,Yn

⌘

n
Y1
i=0

LYi ,Yi+1 ·IYn

1 ,Yn

(1)

The cumulative dependency risk considers the overall risk

exhibited. The cumulative dependency risk, denoted as
DRY0 ,Y1 ,...,Yn is defined as the overall risk produced by an
nth-order dependency:

DRY0 ,...,Yn =

n
X
i=1

RY0 ,...,Yi ⌘

n
X
i=1

i
Y

j=1

L Yj

1 ,Yj

!

· IYi

1 ,Yi

(2)
Eq. (2) computes the overall dependency risk as the sum
of the dependency risks of the a↵ected nodes in the chain
due to a failure realized in the source node of the dependency chain. The risk computation employs a risk matrix
that combines the likelihood and incoming impact values
of each vertex in the chain. Interested readers are referred
to [Kotzanikolaou et al. 2013a] for additional details about
dependency risk estimation.
The nth-order dependency risk is then calculated as the
cumulative impacts on the a↵ected nodes in the dependency
chain.

3.1.1

The "Likelihood of Congestion" formal metric
for road anticipating road congestion

Each relationship is assigned with a likelihood value, which
declares, how likely the junction described by the current
relationship is, to be congested. Intuitively, this value is a
probability, based on which we can make predictions about
each junction’s state, at di↵erent times. In order for this
to be calculated, we firstly need to check whether each relationship is proportionally fair to the other relationships describing the same junction. Generally, when talking about
proportional fairness, we are referring to a system, in which
two or more competitive entities are battling for resource
control, and how we can maintain balance between them
[Kelly et al. 1998]. For example, in a computer network, our
goal is to maximise the total throughput while at the same
time allowing all the users to experience at least a minimal
level of service.
The above is calculated according to [Kelly et al. 1998] as
follows :
A vector or rates xr is proportionally fair if it is feasible,
that is xr
0, and if for any other feasible vector x⇤r , the
aggregate of proportional changes is zero or negative :
X x⇤r

r2IR

xr
xr

0

(3)

In our case, xr is the flow of the currently examined relationship, and x⇤r is the vector containing all the flow values
for all other relationships referring to the same junction as
xr . We mark each of our relationships as ”good” i↵ they
satisfy (3), and ”bad” otherwise. Note that he do not have
to check for feasibility, since both vectors contain traffic flow
values, which are always positive.
After marking all the relationships as either ”good” or
”bad”, the likelihood value for a relationship R is calculated
as follows :
N umber of times R appears marked as ”bad”
LR =
T otal number of times R appears
(4)

3.1.2

The "Impact" metric for congested roads

Aside from the likelihood value, each relationship is assigned with an Impact value as well. As the name suggests,
this metric declares how severe a possible congestion will
be on that edge. Impact thresholds are calculated based on
averages of best and worst case data entries. The metric is
described in levels, ranging from 1 to 5, with 5 being the
highest. The impact level for each relationship of a junction
is calculated as follows :
1. We create a [1, 5] scale from our domain of flows (flow
values for a junction).
2. For each relationship, we rescale its flow value into the
correct impact level in the range [1, 5].
We used the well-known linear scaling algorithm to achieve
the above. Its result depicts the number of units of the original interval which are equal to 1 unit of the new interval.
The approach described above is a dynamic one. There
is no common scale for all the junctions. This happens, because in order to calculate the impact level for each junction,
we rescale based on its own maximum and minimum flow, so
each produced impact level describes how impactful a flow
value is for the currently examined junction only. Thus, for
each junction, the scale describing its impact levels adapts
to its own characteristics (its min and max flow values).

3.2

Critical Infrastructure Dependency Analysis (CIDA) tool

CIDA [Stergiopoulos et al. 2014] is a Critical Infrastructure Dependency Analysis tool that uses the Neo4j graph
database [neo ]. According to recent empirical [Batra and
Tyagi 2012][Jouili and Vansteenberghe 2013] studies, Neo4j
outperforms other similar systems in load time. CIDA supports decision makers to analyze and assess dependency risk
paths for complex and large-scale scenarios of interdependent CIs. CIDA takes as input the nodes and edges of a
graph.
Empirical research [Van Eeten et al. 2011] has revealed
that cascading e↵ects beyond fifth-order dependencies rarely
a↵ect critical infrastructures, fifth-order was the upper limit
on the junction dependencies that were evaluated. Also, no
cyclical paths were allowed as our purpose was modeling and
examination of discrete, driver-intended real-world routes.

4.

UK ROAD TRAFFIC CONGESTION ANALYSIS AND MITIGATION

First we describe the data set used in our analysis and
then we describe the proposed methodology in detail.

4.1

Data set provider

The public data set was provided by the UK Government’s
Ministry of Transportation [Gov ]. It is licensed under the
Open Government License 1 and provides average journey
time, speed and traffic flow information for all 15-minute
intervals since April 2009, on all motorways and ’A’ roads
managed by the UK’s Highway Agency, known as the Strategic Road Network. In the data set, journey times and speeds
are estimated using a combination of cyber-physical sensors,
including Automatic Number Plate Recognition (ANPR)
1
http://www.nationalarchives.gov.uk/doc/opengovernment-licence/version/3/

cameras, in-vehicle Global Positioning Systems (GPS) and
inductive loops built into the road surface. Journey times
are derived from real vehicle observations and imputed using
adjacent time periods or the same time period on di↵erent
days.

4.1.1

Data validation

In ensuring the quality of the dataset used in experiments,
and in addition to all already mentioned concerns and steps
taken, the question of dataset balance arose. As our dataset
mainly involves measurements over time the first step was
to transform the data into a balanced panel by removing or
extrapolating tuples to ensure that all nodes have measurements corresponding to the same intervals. It is important
to note that since the task at hand is not that of a mainstay recognition classifier but rather a reliability analysis of
dependencies that arise in the transportation infrastructure,
the notion of a biased dataset is not as relevant as in a, for
example an image classifier. It is our belief that, since our
dataset is made of real traffic data spanning several years,
any potential imbalance of classes is a real world representation and should not be tampered with. In addition, the
amount of data was big enough to exclude unrealistic biases in data. Thus, instead of rebalancing the classes we
opted to report all results of the experiments in f1 score,
f1 = 2 ⇥ (precision⇥recall)
, as that is a much better indicator
(precision+recall)
of the overall performance of the prototype, by representing the impact of the correct identification of classes even
when naturally unbalanced (i.e. A1 roads near London are
congested much more often than on ruler areas).
Dataset entries are ranked by the UK ministry of transportation using a [1-5] scale; 1 being the high-quality sensor
records and 5 the worst/potentially erroneous entries. We
decided to not take into account the data set entries having
data quality less than 2, in order to increase the consistency
and integrity of our final results. The initial thought was
that errors may exist only in those entries. Unfortunately,
that was not the case. During the early stages of development, we came across several issues: Some entries from
the data set having data quality 1 but were missing critical
information or variables, and also the file’s structure itself
had some inconsistencies that was needed to be taken care
of. For reference, the most important issues faced while validating data were: (i) missing the Flow variable, (ii) Data
quality 1 entries missing Link Description variable and (iii)
files repeating themselves after being over.

5.

RESULTS

The CIDA tool generated all the dependency chains derived from the UK road dataset graph database. The process of path generation for existing graph databases had
significant requirements in time and memory. For example, considering records for a specific road link for a 30-day,
24-hour month, there exist 720 edges for each junction link
in the respective graph (30 days * 24 hours). The number
of paths examined was about 5GB of text data, requiring
thus too much computational time for the generation and
a remarkable amount of temporary memory for the storage.
To solve this, we utilized sub-graphs. A sub-graph could be
described as an instance of a graph, which consists only of
the desired properties of the initial graph.
A unique file was created for each timeslot of the month
which was then aggregated for data analysis to examine

Table 1: Top dependency chains
Statistics.
MOST OCCURRING JUNCTION
M60 J15
MOST OCCURRING JUNCTION
TOP 5% PATHS - TOP 50% RISK
A36
MOST OCCURRING JUNCTION
TOP 1% PATHS - TOP 64% RISK
A607
COVARIANCE of 1st Junction
with overall Risk
0,297588933

per day - Dataset
Average Risk M25 J17
2,654851485
Average Risk A36 For all records
4,40421875
Average Risk A607 For all records
3,766568627
Multiple Regression R
0,502507459

critical congestion dependencies. We performed a thorough
analysis of the entire dataset concerning all available historical real-world data for years 2009 through 2015. Preliminary
analysis was performed on two di↵erent granularity levels
for calculating dependency chains of junctions: average flow
metrics per day, and average metrics per hour. This allowed
us to: (a) compare an output dataset in the order of many
gigabytes with a more useful one and see if detailed results
agree with daily averages and (b) to have enough granularity to answer specific questions about day-to-day traffic jams
and pinpoint potential extraordinary factors that a↵ect average daily flows in the entire UK network. As an example,
Figure 2 depicts the top 20 worst dependency chains detected for UK major road junctions from all analyzed years.
By parsing the entire dataset concerning the top ten paths
from each day, statistical analysis showed that some junctions clearly appear more than others in congested dependencies and seem to greatly a↵ect the entire UK network
(or specific parts of it) in terms of traffic jams. Table 1 below depicts metrics calculated by analyzing the bulk of all
dependency chains.
We calculated the Covariance of all likelihood and impact values produced by the presented methodology to test
unintended likelihood-impact links. A perfect methodology
should provide a low covariance rating, since likelihood and
impact have distinct purposes; namely how often a congestion occurs and how big the impact (i.e. reduction of average
speed) is. Fortunately, the covariance of the two variables
was measured to be indeed low; around 14%. We consider
this to be a robust result, since both variables utilize traffic
flows for their calculation but, on the other hand, calculate
di↵erent aspects of road traffic.
Multiple Regression (Multiple R) metrics measure the correlation between observed risk values of dependency paths
and nodes presented in them. A value of 1 (100%) means
a perfect positive relationship and a value of zero means
no relationship at all. In fields that attempt to predict human behavior (such as psychology), it is entirely expected
that R-squared values will be low, typically lower than 50%.
Humans are harder to predict than, say, physical processes.
Still, flow congestion in the transportation systems incorporated both the human factor and every-day patterns, for
example some hours are clearly worse than others; say when
people go to work.
Furthermore, the R-squared value is not high but the depicted results have statistically significant predictors. This
can aid us to draw important conclusions about how changes

in the predictor values are associated with changes in the response value. Regardless of the R-squared, the significant
coefficients still represent the mean change in the response
for one unit of change in the predictor while holding other
predictors in the model constant. Obviously, this type of
information can be extremely valuable.

5.1

Evaluation and comparison of results

up to 12%. We believe that this is a normal result, since Covariance analysis on initiating junctions (i.e. how much do
congestions cascade in other parts of the road network) was
found to be relatively high (30%), since this metric concerns
the entire UK major network (covariance could reach as high
as 70% for specific dependency junction chains).
Data calculated are enormous so only a small sample is
given in Fig. 2.

We also utilized CIDA’s results to detect the worst junction to a↵ect traffic in the UK (and corresponding roads they
connect). We cross-referenced our findings with a wide technical report published by INRIX [Graham Cookson 2016].
Inrix reported the same TOP roads and corresponding junction detected by the CIDA tool. Namely, the worst major/”A” road traffic bottlenecks were located at London’s
M25, between Junctions 15 and 16 and between J21 (M1)
and J21A (A405). CIDA provided the same results but also
extended this detection also between Junctions 14-15 and 17
to 21/21A. INRIX also reports A38 N (M) junction with M6
(J6) which was also detected by CIDA, although in di↵erent
top 10 positions (CIDA: 6-7th position, INRIX: 4th). Generally, INRIX and CIDA’s top worst traffic hotspots were
almost identical, with other entries being M60, M5, A50
etc., something that provides good evidence that CIDA depicts correct results and is also able to extend the INRIX
list. Table ?? depicts CIDA’s top worst traffic junctions and
corresponding roads for the UK between 2009-2016.

Figure
2:
Top
Paths(Depth=3)

6.
7.

Figure 1: UK’s Worst Risk Junction Hotspots.
CIDA though went further in detecting other junctions affected by traffic congestions in these roads/junctions, creating the entire dependency path table for the worst junctions
and how traffic cascades into adjacent roads. We simulated
applying mitigation works on junction to alleviate traffic as
a reduction in the overall likelihood of a junction to initiate
cascading traffic congestions. Applying traffic control in this
way on suggested top worst initiating junctions showed an
increase overall traffic flow resilience in wider areas of the
network (and, consequently, a decrease in risk of congestion)
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ABSTRACT
Infrastructure networks are vulnerable to both cyber and
physical attacks. Building a secure and resilient networked
system is essential for providing reliable and dependable services. To this end, we establish a two-player three-stage
game framework to capture the dynamics in the infrastructure protection and recovery phases. Specifically, the goal of
the infrastructure network designer is to keep the network
connected before and after the attack, while the adversary
aims to disconnect the network by compromising a set of
links. With costs for creating and removing links, the two
players aim to maximize their utilities while minimizing the
costs. In this paper, we use the concept of subgame perfect
equilibrium (SPE) to characterize the optimal strategies of
the network defender and attacker. We derive the SPE explicitly in terms of system parameters. Finally, we use a case
study of UAV-enabled communication networks for disaster
recovery to corroborate the obtained analytical results.

1.

INTRODUCTION

Infrastructure networks are increasingly connected due to
the integration of the information and communications technologies (ICTs). For example, communications with roadside units in vehicular networks can provide safety warnings
and traffic information. However, infrastructure networks
are vulnerable to not only physical attacks (e.g., terrorism,
theft or vandalisms) but also cyber attacks. These attacks
can damage the connectivity of the infrastructure system
and thus results in the performance degradation and operational dysfunction.
One way to protect the network is to create redundant
links in the network so that networks can be still connected
despite arbitrary removal of links. However, it becomes expensive and sometimes prohibitive when the cost for creating links is costly, and the attacker is powerful. Therefore, with a limited budget of resources, it is essential to develop an optimal post-attack healing mechanism as well as
a pre-attack secure mechanism holistically and understand
the fundamental tradeo↵s between security and resilience in
⇤This research is partially supported by a DHS grant
through Critical Infrastructure Resilience Institute (CIRI),
grants CNS-1544782 and SES-1541164 from National Science of Foundation (NSF), and grant DE-NE0008571 from
the Department of Energy (DOE).
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the infrastructures.
To this end, we establish a two-player dynamic three-stage
network formation game problem in which the infrastructure network designer aims to keep the network connected
before and after the attack, while the objective of the adversary is to keep the network disconnected after the attack.
Specifically, at the first stage of the game, the infrastructure
network designer creates a network with necessary redundancies by anticipating the impact of adversarial behavior.
Then, an adversary attacks at the second stage by removing a minimum number of links of the network. At the last
stage of the game, the network designer can recover the network after the attack by adding extra links to the attacked
network.
The resilience of the network is characterized by the capability of the network to maintain connectivity after the attack and the time it takes to heal the network. The security
of the infrastructure is characterized by the capability of the
network to withstand the attack before healing. Hence, it is
important to make strategic decisions and planning to yield
a protection and recovery mechanism for the infrastructure
with a minimum cost.
We adopt subgame perfect Nash equilibrium (SPE) as the
solution concept of the dynamic game. We observe that with
sufficient capabilities of recovery, the infrastructure can mitigate the threats by reducing the incentives of the attackers.
We analyze SPE of the game by investigating two di↵erent
parameter regimes. Further, we develop an optimal postattack network healing strategy to recover the infrastructure network. When an attacker is powerful (attack cost is
low), we observe that the defender needs to allocate more
resources in securing the network to reduce the incentives of
the attacker. In addition, agile resilience and fast response
to attacks are critical in mitigating the cyber threats in the
infrastructures.
Related Works: Security is a critical concern for infrastructure networks [5, 7, 9]. The method in our work is relevant to the recent advances in adversarial networks [6, 1]
and network formation games [4, 3]. In particular, we jointly
design the optimal protection and recovery strategies for infrastructure networks.
Organization of the Paper: The rest of the paper is organized as follows. Section 2 formulates the problem. Dynamic
game analysis are presented in Section 3. Section 4 derives
the SPE of the dynamic game. A case study is given in
Section 5, and Section 6 concludes the paper.
The proofs in this paper can be found in [2].

2.

DYNAMIC GAME FORMULATION

In this section, we consider an infrastructure system represented by a set N of n nodes. The infrastructure designer
can design a network with redundant links before the attack
for protection and adding new links after the attack for recovery. The sequence of the actions taken by the designer
and the attacker is described as follows:
• A Designer (D) aims to create a network between these
nodes and protect it against a malicious attack;
• After some time of operation, an Adversary (A) puts
an attack on the network by removing a subset of links;
• Once the D realizes that an attack has been conducted,
it has the opportunity to heal its network by constructing new links (or reconstructing some destroyed ones).
In addition, we normalize the horizon of the event from the
start of the preparation of infrastructure protection to a time
point of interest as the time internal [0, 1]. This normalization is motivated by the observation made in [8] where the
consequences of fifteen major storms occurring between 2004
and 2012 are plotted over a normalized duration of the event.
We let ⌧ and ⌧R represent, respectively, the fraction of time
spent before the attack (system is fully operational) and between the attack and the healing phase. This is illustrated
in Fig. 1.

0

⌧

⌧ + ⌧R

Attack

Recovery

1

Figure 1: Attack and Defense Time Fractions.
The goal of the designer or the defender is to create protection and recovery mechanisms to keep its network operational, i.e., connected in this case. Let E1 be the set of links
created by the defender initially (i.e. at time 0). EA ✓ E1 is
the set of links removed (attacked) by the adversary and E2
is the set of links created by the defender after the attack
(at fraction ⌧ + ⌧R of the time horizon). Regardless of the
time stamp, creating (resp. removing) links has a unitary
cost cD (resp. cA ). The adversary aims to disconnect the
network. Thus, for any set E, we define E which equals 1
if the graph (N , E) is connected and 0 otherwise. Values ⌧ ,
⌧R , cA and cD are common knowledge to both the Designer
and the Adversary. As a tie-breaker rule, assume that if the
output is the same for the Adversary, the Adversary chooses
to attack the network with the strongest number of link removals. Similarly, the Designer chooses not to create links
if its utility is the same.
Therefore, the utility for the designer (resp. adversary) is
equal to the fraction of time the network is connected (resp.
disconnected) minus the costs of creating (resp. removing)
the links. Hence the payo↵ functions of the designer and
the adversary are represented by UD and UA , respectively,
as follows:
UD (E1 , E2 , EA ) =(1
UA (E1 , E2 , EA ) =(1

⌧

⌧R ) E1 \EA [E2 + ⌧ E1
+⌧R E1 \EA cD (|E1 | + |E2 |),
⌧ ⌧R )(1
cA |EA |
E1 \EA [E2 )
+⌧ (1
E1 ) + ⌧R (1
E1 \EA ),

where | · | denotes the cardinality of a set.
As the players are strategic, we study the SPE and analyze
the strategies of the players to the sets (E1 , EA , E2 ). Thus,
we seek triplets (E1 , EA , E2 ) such that E2 is a best response
to (E1 , EA ) and that given E1 , (EA , E2 ) is also a SPE. In other
words, the SPE involves the analysis of the following three
sequentially nested problems starting from the last stage
of the designer’s recovery problem to the first stage of the
designer’s protection problem:
(i) Given the strategies E1 and EA , player D chooses
E2⇤ (E1 , EA ) 2 arg maxE2 UD (E1 , EA , E2 );
(ii) Given E1 , the adversary chooses
⇤
EA
(E1 ) 2 arg maxEA UA (E1 , EA , E2⇤ (E1 , EA ));
(iii) Player D chooses
⇤
E1⇤ 2 arg maxE1 UD (E1 , EA
(E1 ), E2⇤ (E1 , EA )).
The equilibrium solution (E1 , EA , E2 ) that solves the above
three problems consistently is an SPE of the dynamic game.

3.

GAME ANALYSIS

In this section, we analyze the possible configurations of
the infrastructure network at SPE. We first note that cA
should be not too large, since otherwise A cannot be a threat
to D. Similarly, cD should be sufficiently small so that the
D can create a connected network:
Lemma 1. If cA > 1 ⌧ , then A has no incentive to attack
any link. If cD > n 1 1 , then D has no incentive to create a
connected network.
In the following, we thus suppose that cA < 1 ⌧ and
cD < n 1 1 . Note that the SPE can correspond only to a set
of situations:
Lemma 2. Suppose that (E1 , EA , E2 ) is an SPE. Then, we
are necessarily in one of the situations given in Table 1.
Situation
1
2
3
4
5

E1

1
1
1
0
0

E1 \EA

1
0
0
0
0

E1 \EA [E2

1
1
0
1
0

Table 1: The di↵erent potential combinations of values of E1 , E1 \EA and E1 \EA [E2 at the SPE.
The shape of the SPE depends on the values of the parameters of the game. In particular, it depends on whether the
D has incentive to fully reconstruct (heal) the system after
an attack of the A. More precisely, if 1 ⌧ ⌧R > (n 1)cD ,
then the D prefers to heal the network even if all links have
been compromised by the attacker. Otherwise, there should
be a minimum number of links remained after the attack for
the D to heal the network at the SPE. We analyze these two
cases in Sections 4.1 and 4.2, respectively.

4.

SPE ANALYSIS OF THE GAME

Depending on the parameters, we derive SPE of the game
in two regimes: 1 ⌧ ⌧R > (n 1)cD and the otherwise.

4.1

Regime 1:

1 ⌧ ⌧R > (n 1)cD
In the case where 1 ⌧ ⌧R > (n 1)cD , the network
always recovers to be connected after the attack. The potential SPE can occur in only three of the Situations in Table 1.
More precisely:
Proposition
1. Suppose that 1 ⌧ ⌧R > (n 1)cD and
j k
⌧R
:= cA . The SPE of the game is unique and satisfies:

R
kA

• If ⌧R < cA , then UD = 1
(Situation 1).

(n

1)cD and UA = 0

• Otherwise,

l R
m
n(kA 1)
– if ⌧ > cD and ⌧R > cD
or if ⌧ < cD and
2
l R
m
n(kA 1)
⌧ + ⌧R > c D
+ 1 , then the SPE satisfies
2
(
l R
m
n(kA +1)
UD = 1 c D
2
(Situation 1).
UA = 0
l R
m
n(kA 1)
– If ⌧ > cD and ⌧R < cD
, then the SPE
2
⇢
UD = 1 ⌧R ncD
satisfies
(Situation 2).
UA = ⌧ R c A
l R
m
n(kA 1)
– If ⌧ < cD and ⌧ + ⌧R < cD
+ 1 , then
2
the
⇢ SPE satisfies
UD = 1 ⌧ ⌧R (n 1)cD
(Situation 4).
UA = ⌧ + ⌧ R

Proposition 1 is a direct consequence of the following lemma:
Lemma 3. Suppose that 1 ⌧
⌧R
(n 1)cD . The
potential SPEs have the properties given in Table 2.
Situation ⇠ |E1 | ⇡ |EA | |E2 |
R
R > 0 n(kA +1)
1&kA
0
0
2
R
1&kA

2
4

=0

n
n

1
1

0

0
0
1
1
0 n 11

1

cD

⇠UD

R
n(kA
+1)
2

⇡

UA
0

1 (n 1)cD
0
1 ⌧R ncD
⌧ R cA
⌧ ⌧R (n 1)cD ⌧ + ⌧R

Table 2: Properties of the di↵erent potential
j k SPEs
R
R
when 1 ⌧ ⌧R > (n 1)cD (Note: kA
= ⌧cA
).

4.2

Regime 2: 1 ⌧ ⌧R < (n 1)cD
We now consider the case where D has incentive, at phase
⌧ + ⌧R , to heal the networkj if at most
k k links are required
to reconnect it, where k = 1 ⌧cD ⌧R < n 1.
Lemma 4. If 1 ⌧ ⌧R < (n 1)cD , we have the following:

• Any SPE in Situation 3 satisfies E2 = ;, |EA | = k + 1
and |E1 | = n 1, leading to utilities UD = ⌧ (n 1)cD
and UA = 1 ⌧ (k + 1)cA (occurs only if b 1cA⌧ c > k);
• There exists no SPE in Situation 4;
• The only potential SPE in Situation 5 is the null strategy: E1 = E2 = EA = ;, leading to utilities UD = 0 and
UA = 1.
In the following, we focus on the SPEs in Situations 1
and 2. In both cases, E1 = 1. Thus, D creates initially
a connected network. For each node i 2 N , let di be its
degree. The potential best response strategies of A to E1
are summarized as follows:

(i)

(i) Either A does not attack with a utility of UA = 0;
(ii) Or A attacks sufficiently many links so that the network admits 2 components, i.e., A attacks exactly
min1in di links to disconnect a node of minimal degree. Then, D heals the network by constructing 1
link, and A receives utility
(ii)

UA

= ⌧R

( min di )cA .
1in

(1)

(iii) Or A attacks sufficiently many links so that the network admits ` + 2 components, for some sufficiently
large ` (whose exact value is discussed in the following
two lemmas). Then, D does not heal the network, and
A receives utility
(iii)

UA

=1

⌧

For convenience, We thus denote
⌫
⌧R
R
H
kA
=
and kA
=
cA

|EA |cA .
1

⌧
cA

⌫

(2)

.

R
H
Note that kA
(resp. kA
) corresponds to the maximal number of attacks that A is willing to deploy to disconnect the
(ii)
(iii)
network at phase ⌧R (resp. 1 ⌧ ) so that UA (resp. UA )
achieves a positive value. We obtain the following results:

Lemma 5. The only SPEs in Situation 2 are such that
|E1 | = n 1, |EA | = 1, |E2 | = 1, UD = 1 ⌧R ncD , and
U
it occurs only if cA  ⌧R and
j A = ⌧R k cAj. Furthermore,
k
1 ⌧ ⌧R
1 ⌧ ⌧R
>
.
cD
cA
Lemma 6 characterizes the SPE in Situation 1:
j
k j
k
Lemma 6. If ⌧R /cA > n 1 or 1cA⌧ > 1cD⌧ , no SPE
j
k
exists in Situation 1. Otherwise, let (recall k = 1 ⌧cD ⌧R )
⇡
8 ⇠
R
>
R
> n(kA +1)
if k 1 and kA
> 1,
>
2
>
>
⇠
⇡
>
>
H
> n(kA +1)
>
R
>
if k = 0 and kA
> 1,
>
2
>
<
H
R
n
=
⇠ n ⇡ if kA = k + 1 and kA = 1,
>
>
⌅n⇧
b
c
>
H
R
k
>
n+ k +
if kA
6= k + 1 and kA
= 1,
>
2
>
>
>
>
H
R
>
if kA = k and kA = 0,
> n 1
>
:
H
R
n
if kA
6= k and kA
= 0.
(3)
If 1 < cD or if 1 ⌧ < (
n + 1)cD , no SPE in Situation 1
exists. Otherwise, the unique SPE is such that UD = 1 cD
and UA = 0.
The results in regime 2 are summarized in Table 3.
Situation |E1 | |EA | |E2 |
UD
1
0
0
1 cD
2
n 1 1
1 1 ⌧R ncD
3
n 1 k + 1 0 ⌧ (n 1)cD 1
5
0
0
0
0

UA
0
⌧ R cA
⌧ (k + 1)cA
1

Table 3: Properties of the di↵erent potential SPEs
when 1 ⌧
⌧R < (n 1)cD (Note:
is given by
Eq. (3)).
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Figure 2: UAV-based comm. network for disaster
recovery. The UAVs form a tree network at SPE
(⌧ = 0.3, ⌧R = 0.2).

5.

CASE STUDY

In this section, we use a case study of UAV-enabled communication networks to corroborate the obtained results.
UAVs become an emerging technology to serve as communication relays, especially in disaster recovery scenarios in
which the existing communication infrastructures are out
of service [10]. In the following, we consider a team of
n = 10 UAVs. The unitary costs of creating and compromising a communication link between UAVs for the operator/defender and adversary are cD = 1/20 and cA = 1/8,
respectively. When the adversary attacks the network at
phase ⌧ = 0.3, and the defender heals it after ⌧R = 0.2, the
UAV-enabled communication network configuration at SPE
is shown in Fig. 2 which admits a tree structure, and A
does not attack the network at SPE. In addition, the utilities for D and A at SPE with ⌧R 2 [0, 0.6] are shown in
Fig. 3. The SPE encounters switching with di↵erent ⌧R . As
⌧R increases, the UAV network operator needs to allocate
more link resources to secure the network. Otherwise, the
attacker has an incentive to compromise the communication
links with a positive payo↵. Specifically, when ⌧R < 0.375,
A does not attack the UAV network, and D obtains a positive utility by constructing a securely connected network.
When 0.375 < ⌧R < 0.5, the defender creates a connected
network with the minimum e↵ort, i.e., 9 links, at phase 0.
In this interval, the attacker will successfully compromise
the system during phase [⌧, ⌧ + ⌧R ], and the defender heals
the network afterward. When ⌧R exceeds 0.5, the defender
does not either protect or heal the network. The reason
is that larger ⌧R provides more incentives for the attacker
to compromise the links and receive a better payo↵. This
also indicates that agile resilience (small ⌧R ) is critical in
mitigating cyber threats in the infrastructure networks.

6.

CONCLUSION

In this paper, we have established a two-player three-stage
dynamic game for the infrastructure network protection and
recovery. We have characterized the strategic strategies of
the network defender and the attacker by analyzing the subgame perfect equilibrium (SPE) of the game. With a case
study on UAV-enabled communication networks for disaster
recovery, we have observed that with an agile response to the
attack, the defender can obtain a positive utility by creating
a securely connected infrastructure network. Furthermore,
a higher level resilience saves link resources for the defender
and yields a better payo↵. In addition, a longer duration
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Figure 3: Utilities for D and A at SPE.
between the attack and recovery phases induces a higher
level of cyber threats to the infrastructures. Future work
would include the extension of the network formation problem to interdependent networks and dynamic games with
incomplete information.
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ABSTRACT
Cyber-Physical Systems (CPSs) are augmenting traditional
Critical Infrastructures (CIs) with data-rich operations. This
integration creates complex interdependencies that expose
CIs and their components to new threats. A systematic
approach to threat modeling is necessary to assess CIs’ vulnerability to cyber, physical, or social attacks. We suggest a
new threat modeling approach to systematically synthesize
knowledge about the safety management of complex CIs and
situational awareness that helps understanding the nature of
a threat and its potential cascading-e↵ects implications.

for specific security requirements from those graph models.
Although considerable research has been performed on
threat modeling, there is a lack of an integrated, systematic approach towards threat modeling for complex critical infrastructures [5], in a CPS context where multiple
threat factors are integrated into the model. Moreover, the
consequences of attacks to a CI may be critical so these
should be included in such multi-dimensional threat models.
Based on the emerging CIP (critical infrastructure protection) requirements in CPS-based CIs, our paper proposes a
threat modeling approach to systematically model multidimensional threats to global CI systems.

1.

2.

INTRODUCTION

Today’s Critical Infrastructures (CIs) are evolving by integrating embedded Cyber-Physical Systems (CPSs) as well
as other CIs. Such integration is typically based on CIs’ extension of functionality. This introduces interdependencies
where CIs’ operations may be jeopardized by the integration
itself as well as by the emerging behavior from the integration. This evolution raises the need for multi-dimensional
modeling and analysis that capture the complex interdependencies across a multi-level architecture. For example,
agriculture is a CI that depends on, e.g., water and transportation, while the health-care infrastructure depends on
food that originates from agriculture infrastructure as well
as energy and water infrastructures. Moreover, CIs depend
on embedded CPSs as most current CIs are augmented with
CPSs to support emerging data-driven functionalities and
services by monitoring and controlling the CIs’ environment.
Hence, modeling a CI also implies modeling its functional
dependencies to other CIs as well as embedded CPSs.
In CPS, the ’cyber’, ’physical’, and ’social’ elements of
CI systems are computing, control/sensing and networking
elements integrated with CI components. These elements
correspond to vulnerable dimensions addressed in our threat
model and corresponding analysis. The goal is to ensure that
the actions of such a system as well as its components and
their inter-operations are safe. Thus, augmenting CIs with
CPSs extends the scale of CI architecture and applications
while exposing vital operations to potential disruptions.
There are several approaches to modeling of threats and
cyber attacks for managing potential risks [6, 3, 7, 2, 1].
Kordy et al. [4] survey DAG-based attack and defense modeling and concludes that further developments are necessary
CINS’17 Urbana-Champaign, Illinois, USA
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MODELING APPROACH

Based on our survey and identified needs, we propose to
combine modeling of vulnerability, reliability and various
threats (both external and internal) in our proposed threat
modeling approach. The proposed multi-dimensional model
integrates CPS environments. Figure 1 shows an example
from the railway domain with a core component (control
system) in a CPS and its dependencies to the cyber, physical and social environment. The environment is composed
of a set of qualifying conditions that must be satisfied to
guarantee the component’s functional correctness.
We consider a CI functional component such as the CBCS
(computer based control system) in Figure 1 as both a target (depending on condition/input) and a source (generating output) serving its dependent components. This model
approach can explain the complex structure and interdependencies in CIs at the semantic and quantitative levels.

2.1

Component Modeling

In CPS-based CI, each functional component is identified
and defined. The main function of the component is to accept the inputs (both external and internal) and functionally
provide output to other depending components. The input,
which comes from the CPS or other CIs, can be resources,
services, or conditions to the component. We assume that a
healthy functional component accepts qualified inputs and
provides qualified outputs. Any threat which can damage
or disqualify the input will be considered as a malicious input. Any unqualified output is considered as a threat to the
dependent component. Normally one component includes
external inputs (external threats) and internal inputs (internal threats), and outputs to serviced components.
In a CPS-based CI, components may have multiple inputs
from the cyber, physical or social domains, or from dependent components. In Figure 1, there are a total of 10 direct

Figure 1: Example of cyber-physical system in railway infrastructure, and the threat model
inputs to CBCS across 4 dimensions (users, environment,
electronic connections and internal inputs). There are 2 outputs to other components, which means that the component
supports defined services to the indicated components. A
healthy component should have all the inputs and outputs
at qualified status. Any compromised inputs/outputs could
be considered a threat to/from the component.

2.2

Dependency Modeling

A typical component might have several inputs, where
each input shows the dependency on its parent component,
and several outputs, where each output (also an input to the
next component) is to serve its dependent children components. The input/output thus reveals the dependency between components. The input/output also shows the channel that allows threats to propagate across the components
in the system.
From a system view, there are two kinds of inputs.
1. External inputs to a component represent the need
for external resources, or external functional support.
The external inputs denote the dependencies between
neighboring components.
2. Internal inputs are the inherent factors that support
component functionality. The quality of an internal
input is determined by the quality of internal structures, the quality of internal elements, and the quality of internal operation. A degraded or compromised
component may have degraded or disqualified internal
input.
From the functional view, there are two kinds of inputs.
1. Collective inputs (AN D inputs): if a component has
n inputs, the functionality will work only if it receives
n qualified inputs.
2. Parallel inputs (OR inputs): if a component has parallel inputs, the functionality will work when at least
one qualified input is available.
From the above definition, OR inputs o↵er more reliability
than AN D inputs. Mixed AN D and OR inputs are often
used in realistic CI systems.

2.3

Multi-Dimensional Inputs Modeling

In CPS-based CIs, each component may include multidimensional inputs from external or internal sources of the
cyber, physical and social dimensions. Each dimension (may
contain several inputs) has di↵erent quantitative contribution to the system functions. That means we need to distinguish the weighted contribution for each dimension.
We define a threat index Ti to indicate the extent of threat
T by ith dimensional input.
Ti = Qi ⇥ Wi ⇥ Pi , i 2 {1, 2, ..., k}

(1)

This means that the threat of the i-dimension input Ti
is the product of the quality of the input (Qi ), extent of
the threat (importance) (Wi ) and the probability (Pi ) of
occurrence of the threat via the input (Qi 2 [0, 1], Wi 2
[0, 1], Pi 2 [0, 1]). The quality of an input is related to
the reliability of the input, which can be mapped to ranked
scopes and further to a probability. The quality (reliability)
of an input is also related to the property of resilience of the
input. So the control of quality of inputs will directly a↵ect
the quality of the resilience of the component.P
For a component with k-dimension inputs, kj=1 Wj = 1.
The parameter Wi is closely related to system features. For
example, in mainly technical systems, threats from technical aspects typically have a higher value of Wi , whereas in
a mixed human-technical system, threats from technical aspects may have a lower value of Wi and threats from human
aspects a higher value. In realistic systems, all parameters
Qi , Wi , Pi can be obtained from historical data analysis or
from expert experience.
For collective multi-dimensional inputs (AN D inputs),
the accumulated threats of k-dimension inputs can be calculated by:

T (k) = 1

k
Y

(1

Ti )

(2)

i=1

For parallel multi-dimensional inputs (OR inputs), the

accumulated threats of k-dimension inputs are:
T (k) =

k
Y

Ti

(1) a physical resource, such as power or water, (2) a
service resource, such as the human sta↵ or management, (3) an environment condition, such as temperature or moisture, (4) another logical resource necessary
for a CI component to implement its functions.

(3)

i=1

For components with mixed multi-dimensional heterogeneous inputs with both collective (AN D) inputs and parallel (OR) inputs, the accumulated threats can be modeled
as separate components with only collective and parallel inputs, respectively.

2.4

Network Modeling

• time t: temporal parameter related to context/situation.
• probabilistic factor : threat index T 2 [0, 1].

2.4.2

When we examine a CPS-based CI, all the components
are linked and grouped based on functional dependencies.
So the functional model of a CI will be a network. We
design a Threat Graph Model (TGM) to conduct the network based threat modeling for CIs. For now, we consider
one-directional dependencies. Those interdependencies can
theoretically be decomposed into separated dependencies by
a fine-grained functional decomposition process. The TGM
is a DAG (directed acyclic graph).
We define T GM (t) = (C(t), L(t), T (t)) as a time-related
function. Here C is a set of components (nodes of the DAG).
L is the set of dependency links between the components
(input and output of the node). T denotes the threat index
of the link, which shows the quantitative dependencies on
threats between components, and t is a temporal parameter.
A TGM can model the structure and vulnerability of CIs
by related dependencies (links), key factors of the CI (nodes),
directed links (directed functional dependencies), and the
functional component which uses inputs from the qualified
OMC (operation, management, control) to produce one or
more outputs for neighbor components. The threats are
modeled indirectly by their e↵ect on the system performance.
Figure 1-right shows the TGM for the example illustrated
in Figure 1-left. In the model, a single arc between inputs
means an AN D input, a double arc means an OR input.

2.4.1

1. Threat from external inputs (parent nodes). A threat
may come from a parent node with an abnormal status. We assume that external threats come from or via
parent nodes to reach the given component. Natural
disasters or human-induced threats can be modeled as
one input for environmental factor.
If one external input to a component is disqualified,
this implies that the component is subject to an external threat (from a deliberate or non-deliberate attack).
If all inputs are disqualified the targeted component is
under serious external attack, and is considered to be
isolated from the system.
External threats can be propagated via dependencies
between components, and further to result in a cascading failure of the system.
2. Threat from internal inputs (local vulnerability). Vulnerability refers to the inability to withstand the effects of a hostile environment. Vulnerability demonstrates the health of a system/component, mostly from
design, OMC, and unknown factors. If the set of inputs satisfies the requirement of the component, but
the output is not qualified, this means the component
is su↵ering a threat from internal weakness, such as
lack of local resources or lack of qualified OMC for the
component. Such vulnerability can be indicated in the
model by the functional quality (health status) of the
given component.

Modeling key factors (parameters and interdependencies)

In TGM, one node may have several inputs (external and
internal), and several outputs (to children nodes).
• node C (individual component): CI component (e.g.
physical, functional, or logical component), which comprises local resource and local OMC (Operation, Management, Control).
– A component is dependent on the condition of
various resources to execute its function. The
correct intervals or thresholds for the conditions
define the operational envelope.
– All modeled conditions could be measured quantitatively or qualitatively. For example, the required power supply can be denoted as 20kW.
The management sta↵ can be denoted as qualified sta↵ with certain expertise. The benchmark
measurements can be defined by technical standards or from empirical experiences.
• link L (input and output): the direction of the link indicates the dependency between components, the weight
of the link indicates the quantitative condition (both
class and quantity). The input source node could be

Modeling threats

Threat shows the comprehensive risks of a system.

3.

MODELING ANALYSIS

3.1
3.1.1

Advantages of the Modeling
Integration approach

CPS components are on the edge of CIs. The main function of the components is to act on input and environmental
conditions given by its cyber, physical or social environment.
Due to the representation of functional dependencies, the
multi-dimensional inputs (threats) and the heterogeneous
structures could be integrated into one global system model.
The performance of CI is expressed by the accumulation of
all included components. For individual component, except
external threats, vulnerability (health status) is another direct factor for its performance. This is measured by the
quality of outputs for the component.

3.1.2

Dynamics is included

In CPS-based CIs, there are several factors that contribute
to the dynamics:
Time (t) is one important parameter, which is embedded into the model to bind the dynamics. Prediction of a

potential tampering with the system is very important for
proactive CIP.

3.1.3

Probabilistic approach

The input to this component is often inconcise, imprecise
and disturbed by noise. Probabilistic factors are integrated
into the model by the threat index. To improve the system’s robustness and resilience, the CPS component should
be designed with more OR nodes to mitigate the unhealthy
environment. Comparing with CI internal components, the
CPS components have more dynamic properties. CPS components focus more on edge computing (dynamic and uncertainty), while the CI backbone components are more on
stable computing.

3.2
3.2.1

Support for Further Development
Robustness analysis and design

TGM enables the rank of the descendant in-degree and
ancestor out-degree of the considered components. The importance (weight) of the inputs/outputs is demonstrated by
the weight of the dependencies, reliability and quality. This
can help (1) to evaluate the external threats to the CIs,
(2) to evaluate the extent of the consequence to an attack
on the component, (3) to predict the scale of the cascading
consequences.
Based on the in-degree and out-degree analysis, centralized systems are more vulnerable than distributed systems
under target attacks. Thus in the CI system design, we need
to improve the robustness and resilience and mitigate the
e↵ects of deliberate attacks, by minimizing the centralized
structure.

3.2.2

Support weak link analysis

CI security is not dependent on the strongest (or main)
part on the system, but rather on the weakest part. In
TGM, the weakest input, weakest output and weakest component are important in evaluating the system security and
robustness.
The importance of the input/output is not measured by
the quantity, but is measured by the impact extent to the
component functions. Thus weakest input/output can be
defined as the easiest tampered input/output. The weakest component is determined by the most vulnerable local
resource, or weakest OMC.
In TGM, once an abnormal situation is detected, a local
structure adjusting may be conducted: (1) prioritizing the
dependencies for input/output and reacting to the priority
resource, (2) reducing failure propagation to parent or child
components, (3) switching the input/output to a backup
candidate, if the system has a redundant design. The use
of OR input is a promising solution to support redundant
design.
As a fact to CIs in general, we can never prevent all attacks. Sufficiently skilled, motivated, and funded attackers
will always be able to pose an imminent threat. We must improve the system resilience design, identify potential threats,
avoid cascading failure situations and promptly mitigate the
damage of attacks. Efficient tools and approaches are always
necessary to CIP.

4.

CONCLUSIONS

This paper investigates threat modeling for critical infrastructures that are interacting with the environment via
CPS. We present a multi-dimensional modeling approach
that captures complexity and dependencies, and that scales
to model large emergent critical infrastructures. Such an
integrated modeling approach allows us to: predict threats;
rank the threats; analyze how the threat propagates; identify and analyze cascading failure e↵ects; and mitigate the
cascading e↵ects in order to prevent further damage.
Future work will include: (1) case studies on threat modeling for realistic power grid system and transportation system, (2) dynamic evolving threat modeling for CIs, (3) cascading modeling based on TGM, and (4) resilience analysis
and modeling for CIs.

5.

ACKNOWLEDGMENTS

The authors appreciate the CINS 2017 post-workshop proceedings, allowing authors to incorporate discussions at the
workshop. One such discussion with the keynote speaker
was regarding the level of data and potential difficulty of obtaining it from partner power companies in order to populate
our Threat Graph Model. The conclusion was that we will
likely need structural info rather than the performance characteristics data of the individual components, thus avoiding
the more sensitive data.
This work is supported by EU: Internal Security Fund
(ISF) A431.678-2016.

6.

REFERENCES

[1] Alderson D, Brown G, Carlyle W, Wood RK. Solving
defender-attacker-defender models for infrastructure
defense. Pp. 28-49 in Wood K, Dell R (eds). Operations
Research, Computing and Homeland Defense. Hanover,
MD: Institute for Operations Research and the
Management Sciences, 2011.
[2] Paul Ammann , Duminda Wijesekera , Saket Kaushik,
Scalable, graph-based network vulnerability analysis,
Proceedings of the 9th ACM conference on Computer
and communications security, November 18-22, 2002
[3] Stefano Bistarelli , Marco Dall’Aglio , Pamela Peretti,
Strategic games on defense trees, Proceedings of the
4th international conference on Formal aspects in
security and trust, p.1-15, August 26-27, 2006.
[4] Kordy, Barbara, Ludovic Piètre-Cambacédès, and
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