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Today, many sectors of the global economy are guided by data-
driven decision processes and applications, which have caused the
analysis of large amounts of data to become a high priority task for
many companies. The expectation is that the knowledge obtained
from new large datasets, now readily available, can enhance the
efficiency of many industry and service sectors and thus improve
the quality of our lives.

For these reasons, many big data applications are under devel-
opment to support data analyses that have resource requirements
which exceed the processing capacity of conventional computing
systems. The development of massively parallel and scalable sys-
tems has therefore raised a considerable amount of interest in both
industry and academia. This in turn has exacerbated the many chal-
lenges in the areas of performance evaluation, capacity planning,
dynamic resource management, and scheduling for large-scale par-
allel computing environments. Open issues in such areas of re-
search have motivated this special issue, comprised of 7 papers that
span different aspects of these research areas. We next provide a
brief summary of these papers.

The study of Tan and Xia considers the general problem of re-
source provisioning in cloud computing services that provide the
underlying support for allocating resources to big data applica-
tion workloads. An online adaptive learning approach is presented,
based on a stochastic multiclass loss model for cloud services and
a stochastic gradient-based learning algorithm that adaptively ad-
justs the provisioning solution as observations of the demand are
continuously made over time.

In terms of general cluster computing environments, Rosà et al.
perform a deep study of Google cluster traces. The authors analyze
how task priority and machine utilization impact cluster perfor-
mance, in terms of wasted machine time and resources, and iden-
tify statistical patterns of task preemptions and their dependency on
other types of unsuccessful events.

From a technological perspective, the MapReduce programming
model has been recognized to be one of the most prominent so-
lutions for big data applications. Hadoop, the MapReduce open-
source implementation, is expected to touch half of the world data
by the end of this year. As such, the remaining papers in this spe-
cial issue focus on problems that involve MapReduce in one way
or another.

The study of Ying et al. considers an ever challenging problem
associated with energy-performance optimization of data centers
that process different types of workloads, namely batch and in-
teractive MapReduce workloads together with (non-MapReduce)
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web-application workloads. An energy minimization framework is
presented that attempts to maximize the spare capacity of MapRe-
duce servers to execute non-MapReduce workloads, while control-
ling delays on the various workloads particularly batch MapReduce
workloads.

Tan et al. seek to characterize fairness for multi-resource sharing
among concurrent workflows, where each MapReduce job can be
viewed as a workflow, and to optimize in general the allocation of
multiple resources to workflows that consist of different classes of
jobs with heterogeneous demands. Two different sets of assump-
tions about the jobs are considered, one in which the jobs are in-
finitely divisible and one in which the jobs are non-preemptive and
indivisible.

The study of Z. Zhang et al. encompasses MapReduce applica-
tion performance profiling, simulation and capacity allocation on
heterogeneous Amazon EC2 virtual machines. The authors show
that for the same price users can get a variety of Hadoop clusters
based on different virtual machine types and develop a general so-
lution able to provide job deadline guarantees, while minimizing
the infrastructure cost.

In a related work, Malekimajd et al. similarly face the joint ca-
pacity allocation and admission control of Hadoop cloud 2.0 clus-
ters. The authors first provide upper and lower bounds for MapRe-
duce job execution time, and then propose a very fast and scalable
solution that is able to minimize cloud costs and rejection penalties
for multiple classes of jobs with soft deadline guarantees.

Finally, the problem of run-time resource management for vir-
tualized cloud data centers is considered in the study of W. Zhang
et al., where a two-layer scheduler and admission control policies
are proposed to optimize MapReduce application execution. One
scheduler, at the virtualization layer, minimizes the interference of
high priority interactive services; the second scheduler acts at the
Hadoop layer and helps batch processing jobs to meet their perfor-
mance deadlines; the admission control mechanism guarantees that
deadlines are met when resources are overloaded.

We sincerely thank each of the authors for their work and con-
tribution to this special issue. We also sincerely thank G. Casale
for his kind invitation and opportunity to guest edit an issue of PER
and for all of his assistance and support with this special issue.
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ABSTRACT
The emerging cloud computing service market aims at deliv-
ering computing resources as a utility over the Internet with
a high quality. It has evolving unknown demand that is typ-
ically highly uncertain. Traditional provisioning methods ei-
ther make idealized assumption of the demand distribution
or rely on extensive offline statistical analysis of historical
data. In this paper, we present an online adaptive learn-
ing approach to address the optimal resource provisioning
problem. Based on a stochastic loss model of the cloud ser-
vices, we formulate the provisioning problem from a revenue
management perspective, and present a stochastic gradient-
based learning algorithm that adaptively adjusts the provi-
sioning solution as observations of the demand are continu-
ously made. We show that our adaptive learning algorithm
guarantees optimality and demonstrate through simulation
that they can adapt quickly to non-stationary demand.

1. INTRODUCTION
Big data has flown into every sector of the global economy

ranging from social networks to online business to finance
to medicine to logistics. With the rapid growth of data in
many applications in the society, the need to quickly and ef-
ficiently manage and analyze them in a scalable and reliable
way is unprecedentedly high. Distributed cloud computing
platforms that have a large number of networked computing
nodes with massively parallel structures has emerged as an
attractive solution for handling big data analytics. Various
programming models such as MapReduce [14], Dryad [19],
etc., combined with distributed storage systems such as HDFS
[3], HBase [4] and Cassandra [2] have been successfully im-
plemented on top of the distributed cloud computing frame-
work.

The cloud computing framework is attractive because it
offers the illusion of infinite computing resource available
on demand [5]. Typically the service offering is bounded
by service level agreements (SLAs), which specify the re-
quirements on certain performance metrics such as reliabil-
ity, availability, etc. For instance, Amazon targets Amazon
Elastic Compute Cloud (EC2) and Amazon Elastic Block
Store (EBS) each available with a monthly 99.95% uptime
during any monthly billing cycle. Failure to meet this tar-
get will cause a penalty of up to 30% of the total service
charges [1].
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To satisfy such SLAs, the service providers must plan suf-
ficient amount of resources for each application – often re-
ferred to as the task of provisioning. Existing solutions are
mostly based on workload profiling and statistical analysis
methods conducted offline on historical data. The amount
of resources provisioned is typically estimated based on the
peak load for each application. As today’s cloud providers
support a large number of clients with a diverse set of highly
dynamic usage patterns, such solutions can result in signifi-
cant over-provisioning and underutilization of the resources.
In addition, historical data may not be available or not rep-
resentative for those emerging applications whose demand
is highly uncertain or may be continuously evolving. It is
therefore crucial for the service providers to be able to make
timely provisioning decisions that are adaptive to the chang-
ing environment.

In this paper, we present an adaptive learning approach
to address the resource provisioning problem in cloud ser-
vices with the objective of maximizing the provider’s rev-
enue subject to service level agreements. Existing data-
driven decision making approaches can be broadly classi-
fied as exploratory and non-exploratory. Non-exploratory
approaches are mostly based on parametric methods, which
assume a particular family of demand distributions and esti-
mate the parameters using historical data. Such approaches
are more suitable for mature products with predictable de-
mand. When the demand is highly volatile, non-exploratory
methods may fail to guarantee good performance. Even with
full knowledge of the true underlying demand distribution,
some parametric methods may still lead to sub-optimal so-
lutions ([27, 40]). Exploratory learning approaches, on the
other hand, are typically non-parametric and do not make
assumptions on the demand distribution, thus are more suit-
able for the emerging cloud computing markets.

We adopt a non-parametric learning approach to solve the
resource provisioning problem where the provisioning solu-
tion is continuously updated as more knowledge is gained
on the uncertain demand. Different from traditional pro-
visioning solutions employing classical demand estimation,
our approach does not require explicit knowledge of the true
demand distribution, and furthermore, it can be adaptive to
incoming data as more demand observations become avail-
able.

Specifically, the contributions of this paper are summa-
rized as follows.

1) We present a multi-class stochastic loss model for cloud
services where the demand comes from a renewal process
with unknown distribution. This model allows us to ap-



proximate the service availability in closed form via an ex-
tension of the Erlang loss formula using normal approxi-
mations and squared-root staffing. Note that the service
availability depends on both the uncertain demand and pro-
visioning solution, we take a revenue management perspec-
tive and present a stochastic optimization formulation for
the provisioning problem with the objective of maximizing
the expected profit.

2) To solve the above stochastic optimization problem, we
present a non-parametric stochastic gradient-based learning
algorithm, which adaptively adjusts the provisioning solu-
tion as observations of the demand are continuously made.
We establish various important properties of the loss prob-
ability approximation and the objective function, and show
that our stochastic gradient-based learning algorithm has
guaranteed convergence to the optimum.

3) Through numerical experiments, we show that the pro-
posed stochastic gradient-based learning algorithm gives a
sequence of adaptive provisioning decisions that eventually
converge to the true (full information) optimal provisioning
solution. Moreover, the algorithm can also adapt quickly to
non-stationary demand.

Although this paper is presented in the context of cloud
computing, the methodologies are readily applicable to a
broad range of other applications in which loss models are
suitable. A wide variety of examples include but are not
limited to applications in e-commerce, inventory control and
manufacturing systems, etc.

The rest of the paper is organized as follows. In §2, we
present the mathematical model of the profit maximiza-
tion problem, and necessary background about a multi-class
stochastic loss model is discussed. In §3, we provide details
of the our non-parametric learning approaches: stochas-
tic gradient descent algorithm. Numerical experiments are
given in §4. Related works and concluding remarks are fi-
nally presented in §5 and §6, respectively.

2. THE PROVISIONING PROBLEM
Suppose the service provider supplies R different classes

of service templates. For simplicity, we assume each class is
defined as multiple units of base instance. For example, {one
Compute unit, 1.7GB Memory, 160GB Hard-drive} from
Amazon EC2. That is, a service template of class r consists
of br units of base instance. Denote b = (b1, b2, . . . , bR).
We assume that it takes the service provider a cost γu per
unit time to maintain a unit of base instance over a planned
time period. Thus the cost of maintaining a unit of class r
service template is given by brγu. We assume that the de-
mand for the R classes of services is random with unknown
distribution. Each class r customer, once admitted into the
system, will stay for a random amount of time, and then
either downgrade or upgrade his service by changing into
a different service class, or simply leave the system. Each
class r customer will be charged at a price pr per unit time
during its sojourn.

Let C be the total number of instances provisioned and
are shared by customers of all service classes. An incoming
customer of class r will be blocked (thus lost) if the amount

of remaining resources is less than br. Let P
(r)
L denote this

blocking probability for class r. Clearly, when C is set too
low, the blocking probabilities for all service classes would
be high; on the other hand, if C is set too high, it could

result in significant cost by overprovisioning. Therefore, the
service provider needs to decide on the optimal total number
of instances C so as to maximize the overall profit.

2.1 Stochastic Modeling: Loss Queue and the
Blocking Probability

The dynamics in the above provisioning problem can be
modeled as a stochastic multi-class loss queue. As illustrated
in Figure 1, there is a common resource pool consisting of
C servers that are shared by all R classes of customers. A
class r customer requires the service of br servers simulta-
neously. Upon arrival, if the number of available servers is
less than br, the customer will be lost. We assume the ar-
rival process for class r customers is a general point process
Ar(t) having unknown distribution Fr(t) with mean λ−1

r

and variance σ2
Ar

< ∞, r = 1, ..., R. The service times
for class r customers, denoted by Sr, are independent and
identically distributed (i.i.d.) random variables with finite
mean τr and finite variance σ2

Sr
< ∞, independent of the

arrival process. Let νr = λrτr denote the traffic intensity of
class r customers, r = 1, ..., R. Denote ν = (ν1, ..., νR).

Figure 1: A multi-class stochastic loss model for cloud ser-
vices.

In our earlier work [35], we have shown that when the
arrival processes are Poisson, the system can be viewed as
an M/G/C/C queue, and the blocking probability for class

r customers P
(r)
L can be derived by

P
(r)
L (ν, C) =

P(C − br < Y ≤ C)

P(Y ≤ C)
(1)

where Y =
∑
r brYr, and Yr represents the offered load

of class r, namely the total number of class r customers in
system in steady-state of an M/G/∞ queue should there
be infinite number of resources available. It can be shown
that Yr has a Poisson distribution with mean νr. Thus Y
also has a Poisson distribution with mean µ :=

∑R
r=1 brνr

and variance σ2 :=
∑R
r=1 b

2
rνr. Since the demand in cloud

computing is typical large, using normal approximation for
Poisson random variables with large means, we can further

approximate P
(r)
L (ν, C) assuming Y is normally distributed

with mean µ and variance σ2.
The above results can be further extended to a more

general setting when the arrival process is a renewal pro-
cess. Lu et al. [28] show that in this case, the blocking

probability for class r customers P
(r)
L can also be approx-

imated by (1), where Y is normally distributed with mean

µ :=
∑R
r=1 brνr and variance σ2 :=

∑R
r=1 b

2
rσ

2
r . Simi-



larly, we can show that Y =
∑
r brYr where Yr represents

the offered load of class r, namely the total number of class
r customers in system in steady-state of an GI/G/∞ queue.
It can be shown that for large demand νr, Yr is asymptot-
ically normal with mean νr and variance σ2

r , where σ2
r is

the variance of the number of busy servers in a GI/G/∞
system with arrival process Ar(t) and i.i.d. services Sr.

Therefore, in the most general setting (when the arrival
process is a general renewal process), the blocking probabil-
ity can be approximated as follows:

P
(r)
L (ν, C) =

P(C − br < Y ≤ C)

P(Y ≤ C)
, (2)

with

Y ∼ N(µ, σ2). (3)

Using the above normal approximation (3) , for the block-
ing probability assuming Y ∼ N(µ, σ2), and under the
so-called squared-root staffing :

C(β) := µ+ βσ,

we can further approximate the blocking probability in closed
form as follows.

LetZ denote the standard Normal random variableN(0, 1).

Let φ(β) = 1√
2π
e−β

2/2 and Φ(β) = 1√
2π

∫ β
−∞ e

−u2/2du

denote its probability density function and cumulative dis-
tribution function respectively. Then,

P(Y ≤ C(β))

=P
(
Y − µ
σ
≤
C(β)− µ

σ

)
≈P(Z ≤ β) = Φ(β),

and

P(C(β)− br < Y ≤ C(β))

=P(Y ≤ C(β))− P(Y ≤ C(β)− br)

=Φ(β)− Φ

(
β −

br

σ

)
≈
br

σ
φ(β), for large ν.

We then have the following approximation for blocking prob-
ability of class r:

P
(r)
L (ν, C) ≈

br

σ

φ(β)

Φ(β)
, for large ν, (4)

where β = (C − µ)/σ.
The above blocking probability approximation can be viewed

as an extension of the well known Erlang B loss formula from
single class of service with unit demand to multiple classes
with multiple demands. It was first observed by Erlang in
[10] that in the single class unit demand case, under the
squared-root staffing, C = ν + β ·

√
ν, for large values of C

(and ν), the Erlang B loss formula is well-approximated by
(4) with br = 1 and σ =

√
ν.

2.2 Mathematical Formulation for Provision-
ing Problem

Motivated by the applications and discussion in the intro-
duction, we now extend the above stochastic loss queueing
model and present a mathematical formulation of the pro-
visioning problem from a revenue management perspective.

Consider a fixed time period of length W . Let Xr denote
the total workload of class r customers arrived during this
period, r = 1, ..., R. Denote X = (X1, ..., XR). We
assume the time period is long enough for the stochastic
loss queue model to reach stationarity, thus the blocking
probability under steady-state can be approximated by (4).
Let γ := γuW denotes the total cost of maintaining one
base instance over the entire time window W . Suppose C
is the total number of base instances provisioned for this
period, then the total profit of the system during this time
period is given by:

R(C,X)

=
∑
r

prτrXr(1− P (r)
L (ν, C))− γC

=
∑
r

prτrXr

(
1−

br

σ

φ(β)

Φ(β)

)
− γC, (5)

where Xr(1 − P (r)
L ) can be viewed as the effective work-

load of class r, since the actual demand is thinned due to
blocking. Note that β = (C − µ)/σ, where both µ and σ
depend on X.

Our objective is to find the optimal provisioning solution
so that the expected total system profit is maximized. That
is,

max
C

E[R(C,X)]. (6)

The problem defined by (6) can be viewed as a stochastic
optimization problem. When the distribution of the work-
load X is known, the optimal solution can be relatively easily
found. In [7], the workload is assumed to arrive according
to a Poisson process, the authors solve the capacity plan-
ning problem using a dynamic programming approach for
multiple time periods with time-varying workloads.

When the distribution of the workload X is unknown, one
then needs to make observations and learn about the distri-
bution over time, whereas the provisioning decision has to
be made accordingly along the process of learning. This can
be done by considering a sequence of independent time pe-
riods, where observations of the random workload are made
for each period. Typical approaches either use a parametric
approach, assuming that the demand distribution belongs to
certain parametric distribution family; or a non-parametric
approach, where no assumptions on the parametric form of
the demand distribution are made. A number of papers in
the literature (e.g. [40, 27]) have recognized that parametric
approach could fail to find the optimum or lead to subop-
timal solution (see §5 for further discussions on the related
literature).

Recent advancements on non-parametric learning meth-
ods such as the stochastic gradient method (e.g. [18]) have
demonstrated that non-parametric learning algorithm could
not only converge to optimum but also adapt to non-stationary
demand. This is very attractive to our provisioning prob-
lem for cloud computing since the demand for an emerging
market such as cloud computing can be volatile and non-
stationary. This motivates us to consider stochastic gradient
descent algorithm which will be presented next.

3. A STOCHASTIC GRADIENT METHOD
FOR LEARNING BASED PROVISIONING



In this section, we present the details of our adaptive
learning algorithm which is based on stochastic gradient de-
scent algorithm.

3.1 Stochastic Gradient Descent Algorithm
Stochastic gradient descent algorithm aims to solve a prob-

lem of the form

max
c∈R

E[f(c,X)]

where f(c,X) : R×X → R is continuous but not neces-
sarily differentiable. And the following assumptions have to
hold [34]:

• f(c,X) is concave with respect to c.

• If X is fixed at x, the derivative of f(c, x) with re-
spect to c can be found, and its derivative ∇cf(c, x)
is called stochastic gradient.

• Stochastic gradient ∇cf(c, x) is bounded.

Then the solution can be found by the following iterative
algorithm: at each time period t,

ct = ct−1 + αt−1∇cf(ct−1, Xt). (7)

where∇cf(ct−1, Xt) depends on the previous solution ct−1

and most recent observation Xt. And αt−1 is called step
size, and it is a function of the observations X1, . . . , Xt−1.
For the algorithm to converge as t→∞, step size αt must
satisfy the following conditions:

1. αt > 0, a.s.;

2. αt → 0, as t→∞;

3.
∑∞
t=0 αt =∞ a.s.;

4. E
[∑∞

t=0 α
2
t

]
<∞.

Stochastic gradient algorithm does not require any prior
knowledge of the underlying demand distribution, and at the
end of each time period t, solution ct adapts to historical
observations of X. And the decision chain is guaranteed
to converge to the true (full information) optimal solution
in the long run. As a result, it has been a common non-
parametric approach for multiperiod revenue management
in many applications such as inventory control ([12, 18, 23,
24, 38]).

3.2 A Stochastic Gradient Algorithm for Pro-
visioning

In this section, we present a stochastic gradient algorithm
for provisioning under the rule of squared-root staffing C =
µ+ βσ.

First, we need the following lemmas to verify that our
provisioning problem (6) satisfies all the assumptions for
stochastic gradient descent algorithm.

Lemma 1. P
(r)
L (ν, C) is a continuous function that is

monotonically decreasing in C. Furthermore, P
(r)
L (ν, C)

is a convex function with respect to C.

Proof. Recall from (4), the normal approximation of

blocking probability P
(r)
L (ν, C) under squared-root staffing

β = (C − µ)/σ, can be viewed as a function of C, whose
first order derivative with respect to C is

∂P
(r)
L (ν, C)

∂C

=
∂P

(r)
L (ν, C)

∂β
· ∂β
∂C

=
br
σ

(
−βφ(β)

Φ(β)
− φ2(β)

Φ2(β)

)
· 1

σ

=− φ(β)

Φ2(β)
(βΦ(β) + φ(β)) · br

σ2

≤0,

where the last inequality is because of βΦ(β) + φ(β) =∫
Φ(β)dβ > 0. Hence, P

(r)
L (ν, C) must be monotonically

decreasing in C.

To show that P
(r)
L (ν, C) is convex in C, we need to show

that the second derivative of P
(r)
L (ν, C) with respect to C

∂2P
(r)
L (ν, C)

∂C2

=
brφ(β)

σ3Φ(β)

(
β2 + 3β

φ(β)

Φ(β)
+ 2

φ2(β)

Φ2(β)
− 1

)
.

is non-negative.

LetA(β) = β2+3β φ(β)
Φ(β)

+2 φ
2(β)

Φ2(β)
−1. It can be verified

that A(β) is monotonically increasing, and A(β) → 0 as

β → −∞, therefore,
∂2P

(r)
L (ν,C)

∂C2 ≥ 0.

The following lemma follows immediately from Lemma 1.

Lemma 2. R(C,X) is continuous and concave with re-
spect to C.

This verifies the first assumption of stochastic gradient de-
scent algorithm.

If workload X is fixed at x = (xr, r = 1, . . . , R), and
mean service time τr is known, stochastic gradient is given
as

∇CR(C, x)

=
∑
r

prτrxr
brφ(β)

σ2Φ(β)

(
β +

φ(β)

Φ(β)

)
− γ (8)

where β = C−µ
σ

. This verifies the second assumption that
stochastic gradient can be calculated explicitly.

Finally, Lemma 3 verifies the last assumption.

Lemma 3. ∇CR(C, x) is bounded.

Proof. It can be verified that φ(β)
Φ(β)

(
β + φ(β)

Φ(β)

)
in (8)

has range [0, 1]. For given value of pr and γ, ∇CR(C, x)
is bounded.

Now that all the assumptions met, we are able to adopt
stochastic gradient descent algorithm to our provisioning
problem. And the corresponding algorithm is outlined as
follows:

At the end of each time period t ≤ T , workload Xt

and mean service time τ t can be observed. New obser-
vation updates stochastic gradient (8), and a new decision
can be made by Ct = Ct−1 + αt−1∇CR(Ct−1,Xt),



Data: (X1
r , τ

1
r ), . . . , (Xt

r, τ
t
r), . . .

Initialization: t = 1, initial point C1;
while t ≤ T do

Collect demand data Xt and τ t;
Set step size αt−1;

Ct = Ct−1 + αt−1∇CR(Ct−1,Xt);
t = t+ 1;

end
Algorithm 1: Stochastic gradient algorithm for provision-
ing problem.

then move to the end next time period t + 1. By updat-
ing stochastic gradient and decision iteratively, a chain of
Ct, t = 1, . . . , T can be generated that eventually con-
verges to the optimal solution as T →∞.

3.3 Convergence Rate
In order to show the stochastic gradient algorithm for pro-

visioning problem converges at the rate up to O(1/
√
T ), we

first need to show the following theorem.

Theorem 1. Let Q : C → R be a concave function de-
fined on a compact convex set C . For any C ∈ C , let g(C)
denote any subgradient of Q at C, and let H(C) be a ran-
dom variable defined on C such that E[H(C)|C] = g(C).
Suppose there exists B such that |H(C)| ≤ B with proba-
bility 1 for all c ∈ C . Let C1 be any point in C . For any
t ≥ 1, iteratively define

Ct+1 = Ct + αtH(Ct)

where αt = t−a, 0.5 < a ≤ 1. Then, for all T ≥ 1

Q(C∗)− E
[

1

T

T∑
t=1

Q(Ct)

]
= O

(
Tmax(−a,a−1)

)
.

where C∗ = argmaxC∈CQ(C).

Proof. For any t ≥ 1,

E|C∗ − Ct+1|2

=E|C∗ − Ct − αtH(Ct)|2

=E|C∗ − Ct|2 + α2
tE|H(Ct)|2

− 2αtE[H(Ct)(C∗ − Ct)] (9)

And

E[H(Ct)(C∗ − Ct)]
=E[E[H(Ct)(C∗ − Ct)|Ct]]
=E[g(Ct)(C∗ − Ct)] (10)

Since Q is concave, it must have

Q(C∗)−Q(Ct) ≤ g(Ct)(C∗ − Ct),

therefore,

E[Q(C∗)−Q(Ct)] ≤ E[g(Ct)(C∗ − Ct)]. (11)

Plug (10) into (9) and by inequality (11), we have

E[Q(C∗)−Q(Ct)]

≤E|C
t − C∗|2

2αt
− E|Ct+1 − C∗|2

2αt

+
αt
2
E|H(Ct)|2. (12)

Take the summation of (12) over t = 1, . . . , T ,

TQ(C∗)−
T∑
t=1

E[Q(Ct)]

≤
T∑
t=1

{
E|Ct − C∗|2

2αt
− E|Ct+1 − C∗|2

2αt

}

+
1

2

T∑
t=1

αtE|H(Ct)|2

≤diam(C )2

2αT+1
+
B2

2

T∑
t=1

αt

≤diam(C )2

2
T a +

B2

2(1− a)
T 1−a.

As a result,

Q(C∗)− E
[

1

T

T∑
t=1

Q(Ct)

]
= O

(
Tmax(−a,a−1)

)
.

If we replace Q(C), H(C) in the above Theorem 1 by
E[R(C,X)], ∇CR(C,X) from our provisioning problem,
respectively, we have the following corollary.

Corollary 1. The stochastic gradient algorithm for pro-
visioning problem

maxCE[R(C,X)]

converges to optimal provisioning solution at the rate of

O
(
Tmax(−a,a−1)

)
when step size αt = t−a, a ∈ [0.5, 1].

Proof. By Lemma 2,R(C,X) is concave with respect to
C. Stochastic gradient∇CR(C,X) is bounded by Lemma 3.
Replace Q(C), H(C) in Theorem 1 by E[R(C,X)], and
∇CR(C,X), respectively, this corollary holds immediately
from Theorem 1.

Moreover, the convergence rate is O(1/
√
T ) when αt =

1/
√
t. As mentioned above, the provisioning decisions gen-

erated by stochastic gradient algorithm are adaptive to ob-
servations of workload and service times, without knowl-
edge of the true distributions. In the next section, we show
that it works for both stationary and non-stationary demand
through numerical experiments.

4. NUMERICAL EXPERIMENTS
In this section, we illustrate the convergence speed and

performance of stochastic gradient algorithm through 3 nu-
merical experiments. We test the algorithm with 3 exper-
iments: 1) stationary demand, 2) non-stationary demand
and 3) under different initial values and step sizes.

For simplicity, we assume there are 3 different service
classes, and each class consists of b = (1, 3, 5) base in-
stances, respectively. Prices are set to be p = (150, 50, 20),
cost γ = 30. Demand (workload) X = (X1, X2, X3) are
sampled by random number generator as if they are real
data. Mean service time τ ≡ (1, 2, 1) for all time peri-
ods. However, the algorithm does not know the underlying
demand distributions. In each experiment, we examine the
provisioning solutions generated by the algorithm, and cor-
responding time average profit in the long run.



4.1 Stationary Demand Case
We generated samples from three typical distributions

with the same means:
1) Uniform: X1 ∼U(800, 1200), X2 ∼U(400, 600),
X3 ∼U(60, 140),
2) Gaussian: X1 ∼N(1000, 1002), X2 ∼N(500, 502),
X3 ∼N(100, 202),
3) Poisson: X1 ∼ Poisson(1000), X2 ∼ Poisson(500),
X3 ∼ Poisson(100).

Step size is set to αt = t−0.6, and initial value C1 =
4000. We set the total number of time epochs to be T =
15000.

Figure 2 plots capacity solutions generated by Algorithm 1
and time average profits over all time periods when demand
samples are sampled from above three distributions. In all
three cases, the stochastic gradient algorithm is able to con-
verge. This confirms the statement in Corollary 1.

Note that even with the same mean workload, provision-
ing solutions converge to very different optimal solutions
when the underlying distributions differ. Recall that tradi-
tional parametric learning algorithm depends on knowledge
of the true distribution type. When the wrong assumption
is made, the learning algorithm could deviate from true op-
timum. But this issue can be resolved with our online adap-
tive learning based on stochastic gradient algorithm.

4.2 Non-stationary Demand Case
Next, we consider a experiment when the underlying de-

mand distribution shifts after first 10000 time periods. Ta-
ble 1 summarizes the parameters used for the test scenar-
ios with non-stationary demand. We consider 2 scenarios
when 1) demand shifts from Poisson distributions to uni-
form 2) demand shifts from Gaussian distributions to Pois-
son. And step size is kept at αt = t−0.6, and initial value
C1 = 4600. We set the total number of time epochs to be
T = 30000.

Table 1: Summary of demand distributions (distr.).

Scenario Distr. before shift → Distr. after shift
Scenario 1 Poisson Uniform

Class 1 λ = 1050 [800, 1200]
Class 2 λ = 525 → [400, 600]
Class 3 λ = 105 [ 60, 140]

Scenario 2 Gaussian Poisson
Class 1 N(1000, 1002) λ = 1050
Class 2 N( 500, 502) → λ = 525
Class 3 N( 100, 202) λ = 105

As shown in Figure 3, stochastic gradient algorithm can
adapt to the shift in the demand distribution and capacity
solutions quickly converge to the new optimum. Before the
shift at t = 10000, which is the red vertical dash line, the
solution sequence converge similarly as in the first experi-
ment with stationary demand. After t = 10000, the solu-
tions moves immediately towards a new convergence limit,
which shows that the algorithm is adapting to a new opti-
mum.

Unlike many manufactured products that have relatively
stable and predictable demand, cloud computing service has
demand that is usually non-stationary. Compared to exist-
ing traditional learning algorithms, our adaptive learning
approach is more suitable for cloud computing provisioning

problems because it is adaptive to incoming non-stationary
demand observations.

4.3 Choices of Initial Value and Step Size
During exploration of the numerical experiments, we ob-

serve that choices of initial value C1 and step size αt could
affect the convergence performance. This is demonstrated
via the following experiment. The demand is sampled from
Gaussian distribution (X1 ∼N(1000, 1002), X2 ∼N(500,
502), X3 ∼N(100, 202)). We set the total number of time
periods to T = 30000.

As shown in Figure 4, we plot capacity solutions and time
average profit over all time periods. For the dash line, we
set step size αt = t−0.5 and initial value C1 = 4200; for
the solid line, we set step size αt = t−0.5 and initial value
C1 = 5000; for the dotted line, we set step size αt = t−0.7

and initial value C1 = 5000. By observation, C1 = 4200
appears to be a better guess than 5000. And according to
Corollary 1, αt = t−0.5 should result in faster convergence
rate than αt = t−0.7.

When we fix step sizes, clearly a better guess on the ini-
tial value is beneficial to the overall performance of the al-
gorithm. And in this experiment, when C1 = 4200, which
is a lucky guess, time average profit curve is the highest
among all three curves. But after t = 10000, the differ-
ence between the dash line (C1 = 4200) and solid line
(C1 = 5000) is almost negligible.

When we fix initial value and differ step size, as stated in
Theorem 1 and its Corollary 1, the dash line (αt = t−0.5)
converges faster than the dotted line (αt = t−0.7). How-
ever, due to larger step size, the dash line is fuzzier. In
practice, service providers usually prefer a smooth flow of
decisions over time. Inspired from this observation, it is
suggested that during the initial periods of the algorithm,
we could deliberately make the step size larger to speed up
the algorithm. When the solutions is getting close to the
optimal, it may be preferable to decrease the step size so as
to keep more smooth solution curve.

5. RELATED WORKS

5.1 Resource Provisioning for Cloud Services
Resource provisioning for cloud services has received in-

creasing attention in recent years. A number of existing
work studied long-term resource provisioning problems for
data centers using profiling and statistical modeling of dif-
ferent traffic patterns for individual or a group of applica-
tion/VMs (see, e.g. [16, 17, 6, 29]). Other studies focus
on short-term provisioning solutions by exploiting dynamic
control techniques ([6, 30, 25]). A few recent works consider
cloud resource provisioning using constrained programming
and robust optimization approaches ([37, 13]). Most of these
existing methods either make idealized assumption of the
demand distribution or rely on extensive offline statistical
analysis of historical data. To the best of our knowledge,
we are among the first that adopt a non-parametric adap-
tive learning approach for the resource provisioning prob-
lem which does not require extensive historical data nor any
prior knowledge of the demand distribution.

In our mathematical formulation of the problem, we adopt
a stochastic loss model and study the service availability of
cloud services via a normal approximation of the loss prob-
ability under the squared-root staffing. The literature in
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Figure 2: Numerical results of stochastic gradient algorithm with stationary demand.
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Figure 3: Numerical results of stochastic gradient algorithm with non-stationary demand.

loss models is vast and various formats of loss models and
loss networks have been studied extensively in the context of
circuit switched networks in the 80’s ([21, 39], etc.), and re-
cently in the context of workforce management ([28, 7]) and
cloud computing ([35, 36]). The well-known Erlang blocking
formula [10], initially established by Erlang for M/M/C/C
queues, has been extended to multi-link, multi-route models
(see e.g., [10], [11], [21]). Various insensitivity results have
also established ([8, 11]), suggesting that the blocking prob-
ability formula (1) can be applied to a broad class of traffic
characteristics thus effective in modeling the loss behavior
of networks with finite resources.

5.2 Statistical Methods for Stochastic Opti-
mization

The literature on stochastic optimization methodologies is
also vast. When information on demand distribution is not
available, a common approach in the literature is Bayesian
approach. Typically a particular family of distributions is

picked while the associated parameters are iteratively up-
dated as more observations are collected. See, for example,
[33, 20, 40] etc. in the context of revenue management. A
drawback of this approach is that the expected profit in a
period actually depends on the manager’s belief of the de-
mand distribution in that period (see [18, 15]), which is not
ideal when the demand distribution is volatile and hard to
predict. Liyanage and Shanthikumar [27] and Lim et al. [26]
demonstrate that subjective Bayesian approach very much
depends on a lucky guess for the initial values of the param-
eters. Bad choices could also lead to poor performance. Xia
and Dube [40] show that using a Bayesian adaptive control
for pricing, the resulted solution can have price dispersion
where with positive probability, a subset of sample paths
will lead to suboptimal solutions. When the demand is non-
stationary, traditional approaches often use moving average
or exponential smoothing for forecasting. By separating the
estimation and the optimization tasks, even with full in-
formation about the true demand distribution, these tra-
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Figure 4: Numerical results of stochastic gradient algorithm with different step sizes and initial values.

ditional approach sometimes leads to suboptimal solutions
[27].

Stochastic gradient descent algorithm, one of the most
commonly used non-parametric learning algorithm for stochas-
tic optimization, has been studied extensively in the litera-
ture. The first and prototypical gradient-based algorithms
given are the Robbins-Monro [31] and Kiefer-Wolfowitz [22]
algorithms. Bottou and LeCun [9] proved that this gradient-
based learning gives a sublinear convergence rate. Huh and
Rusmevichientong [18] showed with proper choice of step
size and bounded stochastic gradient, the convergence rate
could be of O(1/

√
T ). Le Roux et al. [32] introduced a new

variant of the algorithm, called stochastic average gradient,
which could provide linear convergence rate. To the best
of our knowledge, we are among the first that employ the
stochastic gradient method to develop an adaptive learning
approach to solve the provisioning problem for cloud ser-
vices.

6. CONCLUSION AND FUTURE WORKS
In summary, we present an online non-parametric adap-

tive learning approach to address the optimal resource provi-
sioning problem for cloud services. We provide a stochastic
optimization formulation of the provisioning problem that
integrates a stochastic loss model with revenue management
perspectives. We develp a stochastic gradient-based learn-
ing algorithm that does not require any prior knowledge
about the demand distribution and can adaptively adjust
the provisioning solution as observations of the demand are
continuously made. We show that our adaptive learning al-
gorithm guarantees the convergence to optimum and demon-
strate through simulation that they can adapt quickly to
non-stationary demand.

Through similar arguments as we presented in §2 and §3,
it is possible to generalize the approach to handle various
capacity planning problems in a more general stochastic
loss network setting. This is part of our ongoing investi-
gation. We also intend to explore various advanced meth-
ods to accelerate the convergence of the stochastic gradient
algorithms.

7. ACKNOWLEDGEMENTS
This work has been supported in part by NSF grants

ECCS-1232118, and SES-1409214.

8. REFERENCES
[1] Amazon web services.

http://aws.amazon.com/ec2/sla/.

[2] The apache cassandra project.
http://cassandra.apache.org.

[3] Hadoop distributed file system.
http://hadoop.apache.org/hdfs.

[4] Hbase. http://hbase.apache.org.

[5] Armbrust, M., Fox, A., Griffith, R., Joseph, A.,
Katz, R., Konwinski, A., Lee, G., Patterson, D.,
Rabkin, A., Stoica, I., and Zaharia, M. A view of
cloud computing, April 2010.

[6] Bennani, M. N., and Menasce, D. A. Resource
allocation for autonomic data centers using analytic
performance models. International Conference on
Autonomic Computing (2005), 229–240.

[7] Bhadra, S., Lu, Y., and Squillante, M. S.
Optimal capacity planning in stochastic loss networks
with time-varying workloads. Proceedings of the 2007
ACM SIGMETRICS International Conference on
Measurement and Modeling of Computer Systems
(2007), 227–238.

[8] Bonald, T. The erlang model with non-poisson call
arrivals. SIGMETRICS Perform. Eval. Rev. 34 (June
2006), 276–286.

[9] Bottou, L., and LeCun, Y. Large scale online
learning. Advances in Neural Information Processing
Systems 16, Proceedings of the 2003 Conference
(2003), 217–224.

[10] Brockmeyer, E., Halstrom, H. L., and Jensen,
A. The Life and Works of A. K. Erlang. Academy of
Technical Sciences, Copenhagen, 1948.

[11] Burman, D. Y., Lehoczky, J. P., and Lim, Y.
Insensitivity of blocking probabilities in a
circuit-switching network. Journal of Applied
Probability 21 (1984), 850–859.



[12] Burnetas, A., and Smith, C. Adaptive ordering and
pricing for perishable products. Operations Research
48 (2000), 436–443.

[13] Chaisiri, S., Lee, B., and Niyato, D. Robust cloud
resource provisioning for cloud computing
environments. In 2010 IEEE International Conference
on Service-Oriented Computing and Applications
(SOCA) (2010), pp. 1–8.

[14] Dean, J., and Ghemawat, S. Mapreduce: Simplified
data processing on large clusters. proc. USENIXOSDI,
San Francisco, CA, Dec. 6-8, 2004, pp. 137-149..

[15] Ding, X., Puterman, M., and Bisi, A. The
censored newsvendor and the optimal acquisition of
information. Operations Research 50 (2002), 517–527.

[16] Gmach, D., Rolia, J., Cherkasova, L., and
Kemper, A. Capacity management and demand
prediction for next generation data centers. Web
Services, IEEE International Conference on 0 (2007),
43–50.

[17] Govindan, S., Choi, J., Urgaonkar, B.,
Sivasubramaniam, A., and Baldini, A. Statistical
profiling-based techniques for effective power
provisioning in data centers. In Proceedings of the 4th
ACM European conference on Computer systems
(New York, NY, USA, 2009), EuroSys ’09, ACM,
pp. 317–330.

[18] Huh, T., and Rusmevichientong, P. A
nonparametric asymptotic analysis of inventory
planning with censored demand. Mathematics of
Operations Research 1 (2009), 103–123.

[19] Isard, M., Budiu, M., Yu, Y., Birrell, A., and
Fetterly, D. Dryad: Distributed data-parallel
programs from sequential building blocks. in Proc.
ACM SIGOPS/Eurosys, Lisboa, Portugal, Mar. 21-23,
2007 , 57–72.

[20] Karlin, S. Dynamic inventory policy with varying
stochastic demands. Management Sciences 6 (1960),
231–258.

[21] Kelly, F. Reversibility and Stochastic Networks.
Wiley, Chichester, 1979.

[22] Kiefer, J., and Wolfowitz, J. Stochastic
estimation of the maximum of a regression function.
The Annals of Mathematical Statistics 23, 3 (1952),
462–466.

[23] Kunnumkal, S., and Topaloglu, H. Using
stochastic approximation methods to compute optimal
base-stock levels in inventory control problems.
Operations Research 56 (2008), 646–664.

[24] Kunnumkal, S., and Topaloglu, H. A stochastic
approximation method for the single-leg revenue
management problem with discrete demand
distributions. Mathematical Methods of Operations
Research 70 (2009), 477–504.

[25] Kusic, D., and Kandasamy, N. Risk-aware limited
lookahead control for dynamic resource provisioning in
enterprise computing systems. In IEEE International
Conference on Autonomic Computing 2006 (ICAC’06)
(2006), pp. 74–83.

[26] Lim, A. E., Shanthikumar, J. G., and Shen, Z. M.
Model uncertainty, robust optimization and learning.
Tutorials in Operations Research: Models, Methods,
and Applications for Innovative Decision Making

(2006), 66–94.

[27] Liyanage, L. H., and Shanthikumar, J. G. A
practical inventory control policy using operational
statistics. Operations Research Letters 33 (2005),
341–348.

[28] Lu, Y., Radovanovic, A., and Squillante, M. S.
Optimal capacity planning in stochastic loss networks.
ACM SIGMETRIC Performance Evaluation Review
(2007), 39–41.

[29] Meng, X., Isci, C., Kephart, J., Zhang, L.,
Bouillet, E., and Pendarakis, D. Efficient
resource provisioning in compute clouds via vm
multiplexing. In Proceeding of the 7th international
conference on Autonomic computing (New York, NY,
USA, 2010), ICAC ’10, ACM, pp. 11–20.

[30] Padala, P., Shin, K., Zhu, X., Uysal, M., Wang,
Z., Singhal, S., Merchant, A., and Salem, K.
Adaptive control of virtualized resources in utility
computing environments. In Proceedings of the 2nd
ACM SIGOPS/EuroSys European Conference on
Computer Systems 2007 (New York, NY, USA, 2007),
EuroSys ’07, ACM, pp. 289–302.

[31] Robbins, H., and Monro, S. A stochastic
approximation method. The Annals of Mathematical
Statistics 22, 3 (1951), 400–407.

[32] Roux, N. L., Schmidt, M., and Bach, F. A
stochastic gradient method with an exponential
convergence rate for strongly-convex optimization
with finite training sets. Arxiv preprint
arXiv:1202.6258 (2012).

[33] Scarf, H. A min-max solution of an inventory
problem, Studies in The Mathematical Theory of
Inventory and Production. Stanford University Press,
Stanford, CA, 1958.

[34] Spall, J. C. Introduction to Stochastic Search and
Optimization. Wiley-Interscience, 2003.

[35] Tan, Y., Lu, Y., and Xia, C. H. Provisioning for
large scale cloud computing services. Proceedings of
the 12th ACM SIGMETRICS/PERFORMANCE joint
international conference on Measurement and
Modeling of Computer Systems (2012), 407–408.

[36] Tan, Y., Lu, Y., and Xia, C. H. Provisioning for
large scale loss network systems with applications in
cloud computing. Performance Evaluation Review
(2012), 83–85.

[37] Van, H. N., Tran, F. D., and Menaud, J.-M.
Sla-aware virtual resource management for cloud
infrastructures. Computer and Information
Technology, International Conference on 1 (2009),
357–362.

[38] van Ryzin, G., and McGill, J. Revenue
management without forecasting or optimization: An
adaptive algorithm for determining airline seat
protection levels. Management Sciences 46 (2000),
760–775.

[39] Whitt, W. Blocking when service is required from
several facilities simultaneously. AT&T Tech. J. 64
(1985), 1807–1856.

[40] Xia, C. H., and Dube, P. Dynamic pricing in
e-services under demand uncertainty. Production and
Operations Management 16, 6 (2007), 701–712.



Demystifying Casualties of Evictions
in Big Data Priority Scheduling

Andrea Rosà
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ABSTRACT
The ever increasing size and complexity of large-scale datacen-
ters enhance the difficulty of developing efficient scheduling
policies for big data systems, where priority scheduling is of-
ten employed to guarantee the allocation of system resources
to high priority tasks, at the cost of task preemption and
resulting resource waste. A large number of related studies
focuses on understanding workloads and their performance
impact on such systems; nevertheless, existing works pay
little attention on evicted tasks, their characteristics, and
the resulting impairment on the system performance. In this
paper, we base our analysis on Google cluster traces, where
tasks can experience three different types of unsuccessful
events, namely eviction, kill and fail. We particularly
focus on eviction events, i.e., preemption of task execution
due to higher priority tasks, and rigorously quantify their
performance drawbacks, in terms of wasted machine time
and resources, with particular focus on priority. Motivated
by the high dependency of eviction on underlying schedul-
ing policies, we also study its statistical patterns and its
dependency on other types of unsuccessful events. More-
over, by considering co-executed tasks and system load, we
deepen the knowledge on priority scheduling, showing how
priority and machine utilization affect the eviction process
and related tasks.

1. INTRODUCTION
In today’s big data systems, which feature on high het-

erogeneity and dynamicity [15], scheduling policies have
become a key factor towards ensuring high performance and
reliability. Among those, priority scheduling is especially
used nowadays to dictate different strategies for resource
allocation [2, 9], execution queue management [22, 25] and
preemption [20] based on task priority. Existing policies for
priority scheduling focus on different objectives: from ful-
filling latency/throughput requirements of various priorities,
improving resource efficiency and minimizing cost [20], to
the scalability on different system sizes [14]. As failures are
very frequent in large scale datacenters [3], unsuccessful tasks
executions emerge as another critical criterion for scheduling

Copyright is held by author/owner(s).

policies, i.e., scheduler responsiveness and effectiveness to
mitigate unsuccessful terminations of tasks.

The multitude of jobs co-executing in large datacenters [24]
and the impressive amount of resources needed for their
computations [7] push system administrators to include pre-
emption strategies in schedulers for big data systems. In
the context of priority scheduling, one or more tasks of low
priority are evicted from the cluster in case of shortage of
resources, meaning that their execution is stopped, resources
allocated to them are freed, and a higher priority task is
scheduled in their place. Evicted tasks may be restarted at
later time, if the cluster provides enough resources for their
executions. As evicted tasks do not complete their execution,
the amount of resources used by them before preemption is
essentially wasted, as it leads to no useful computations.

Despite the large presence of priority scheduling and task
eviction in today’s big data schedulers [20], prior studies [4,
8, 15, 17] on datacenter workload mainly focus on under-
standing its resource demand and characteristics, using op-
erational data collected by cloud operators [6, 10, 24]. Task
preemption due to priority scheduling and the resulting re-
source waste are typically overlooked by the related work.
Existing dependability studies mainly focus on physical com-
ponents [18, 19] or software errors [13, 26]. As a result, there
is no extensive study about preemption of tasks in large-scale
datacenters due to big data priority scheduling.

In this paper, we shed light on the performance impact
of evicted tasks, their characteristics, and their relationship
with the underlying scheduling policy in today’s big data
systems. We base our analysis on traces collected from
schedulers and machines at a sizeable datacenter [24], where
tasks can experience three types of unsuccessful events1, i.e.,
eviction, fail, and kill. We focus especially on eviction

events, by providing an exhaustive characterization study
on task preemption. Throughout this paper, we adopt a
“priority-aware” approach, by showing whether different task
priorities impact on the system differently, and to what
extent.

Combining several huge tables available in the traces, our
analysis consists of three parts: 1) the performance impact of

1Throughout this paper, we also term “unsuccessful events”
as “unsuccessful executions”, simply meaning that the
scheduling of tasks on machines does not lead to a successful
termination.



eviction on system resources, 2) the study of the eviction

dependency on unsuccessful events, and 3) the in-depth
analysis of priority scheduling mechanisms related to sys-
tem resources and task priorities. We highlight the large
amount of time and physical resources wasted due to evicted
tasks by comparing eviction and successful events, with
respect to task priorities. Moreover, motivated by the high
dependency of eviction on the scheduling policy and the
repetitive occurrences of eviction on low priority tasks, we
conduct an in-depth analysis on eviction events and find
out their temporal dependency on other types of unsuccessful
executions. Finally, to shed light on the characteristics of
priority scheduling in big data systems, we provide an exten-
sive study on the underlying mechanisms of the eviction

process, showing how priority and system load impact on
scheduled and evicted tasks during an eviction event.

The building blocks of our analysis are the statistical prop-
erties and the resource demands of evicted tasks, besides the
extensive study on the underlying mechanisms of priority
scheduling. Due to limited description on the traces docu-
ment and no access to the actual system, our characterization
study resorts to a black-box approach that may fall short in
providing concise analysis.

The contributions of this paper are twofold: to the best of
our knowledge, this is the first-of-its-kind field analysis on
task preemption in big data priority scheduling. Moreover,
we reveal the complex interdependency among different types
of unsuccessful events, providing observations for modeling
eviction events in large-scale datacenters.

The outline of this work is as follows. Section 2 describes
the dataset and the data collection methodology. We provide
a general overview about unsuccessful executions and their
main characteristics in Section 3. The performance impact
of eviction events and their time dependency are detailed
in Section 4. In-depth analysis on the eviction process is
given in Section 5. Section 6 presents related work, followed
by our conclusions in Section 7.

2. DATA COLLECTION
Our work is based on production traces from Google data

centers [24], which represent a rich mix of heterogeneous and
dynamic workload running on a large cluster for 29 days. The
traces format and specification can be found in the traces
document [16]. The dataset contains multiple tables, each of
which serves different purpose and covers different workload
information. Tables are split into several files by time stamps.
In particular, we focus on the tasks Events table, the tasks
Usages table and the Machines events table. In our work, we
look at different portions of the traces, i.e., 29 days, 7 days,
and 1 day, depending on the ongoing analysis. In particular,
we select the second week of the workload when looking at 7
days, and the 23rd day of the traces when looking at single
day window.

The Events table stores all the events, e.g., submissions,
schedulings and terminations, experienced by all tasks dur-
ing their life cycle in the cluster, along with the resources
requested by them at submission time and their priority.
All events are recorded in a microsecond granularity. The
Usages table reports several measurements related to tasks
execution and collected by the cluster profilers at run time.
Specifically, it collects, for each task, the average usage of
CPU, RAM, and DISK for every measurement period, whose
default length is 300 seconds. The Machines table reports
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UPDOWN
add

update

remove

(b) Machines.

Figure 1: States (uppercase) and events (lowercase)
diagram for tasks and machines in the cluster.

the events occurring to machines, along with their equipped
CPU and RAM.

2.1 Tasks States and Events
The aim of this cluster is to execute jobs submitted by users.

A single job is composed of one or more tasks, the minimum
running entities. A single task represents a Linux program,
running on a single machine. Combining the aforementioned
three tables in the traces, one can know tasks requested and
used resources, events in tasks life cycles and their interaction
with co-executed tasks.

Users are required to specify requested resources for their
tasks, i.e., the amount of CPU, RAM, and DISK that are
allocated to tasks during their execution. CPU expresses
the maximum number of cores that tasks can use, while
RAM and DISK specify the amount of volatile and mass
memory, respectively. The scheduler can allocate to tasks
more resources than the ones equipped on machines. We
name “resource overcommitment” such a situation. Tasks
also have a priority, ranging between [0, 11], where high
values represent important tasks.

During their life cycle in the cluster, tasks pass through four
states: unsub (unsubmitted), pend (pending), run (running),
and end. Figure 1(a) shows the state diagram for tasks in
this cluster. As soon as tasks enter the cluster, they leave
unsub state and wait for a scheduling decision in the pend

state. Once tasks are placed on machines, they enter run

state until their execution completes, either successfully or
not, when they reach the end state.

Transitions between states are triggered by different types



of events. Apart from the successful finish of a task, there
are three types of events that lead tasks from run to end,
namely eviction, kill and fail: according to the traces
document [16], tasks can be evicted by the scheduler due
to tasks congestion, can be manually killed by datacenter
users, or can fail after an internal error. Evicted, killed and
failed tasks can be rescheduled on a different machine, pro-
vided that they remain runnable and that a given maximum
rescheduling limit is not reached. Although the presence of
such a limit is mentioned in traces document, no value is
provided.

2.2 Machines States and Events
Machines have a simpler lifecycle, as shown in Figure 1(b):

they can be added or removed to the cluster, or their at-
tributes can be updated during their uptime. The traces
specify the amount of equipped resources, i.e., CPU and RAM,
in each machine. For confidentiality reasons, equipped re-
sources have been normalized between [0, 1] by the trace
producer. Table 1 summarizes the heterogeneous cluster
configuration at the beginning of the trace. The cluster is
composed by a total of 12585 machines.

Table 1: Cluster configuration at the beginning of
the trace: distribution of machines [%] and equipped
resources (normalized between [0, 1]).

% CPU RAM % CPU RAM
53.47 0.5 0.4995 0.43 0.5 0.1241
30.74 0.5 0.2493 0.04 0.5 0.0309
7.95 0.5 0.7490 0.03 0.5 0.9678
6.32 1 1 0.02 1 0.5
0.99 0.25 0.2498 0.01 0.5 0.0616

2.3 Challenges in Data Collection
We face several challenges in gathering and sanitizing the

measurements of interest. All traces tables have different log-
ging granularities, structures, and even missing information.
Our analysis spans over very large volumes of tables due to
the massive amount of jobs, tasks and events in the cluster,
leading to complex joins that require burdensome amount
of time. To better sanitize the data, we ignore the following
types of tasks in our analysis: (1) tasks that have only the
starting or ending time stamps during the observation win-
dow, and (2) tasks that are recorded in the run state in the
Events table but have no records in Usages table. In fact, is
impossible to compute for these tasks their running time and
used resources, which are essential metrics in our study. We
further ignore records for which no clear event is specified,
according to the traces documentation.

3. UNSUCCESSFUL EXECUTIONS
Before deepen our knowledge on eviction and the under-

lying priority scheduling, we provide a general overview on
all types of events that jobs and tasks may experience in
the system, i.e., finish, kill, eviction, and fail. About
34.6% of tasks have at least one unsuccessful execution, i.e.,
they do not terminate with a finish event. We summa-
rize in Table 2 the number and percentage of each possible
outcome, considering scheduling events and unique tasks.
An unique task can result into multiple scheduling events

Table 2: Summary of ending events in the system:
by scheduling events and by unique tasks.

Ending
Event

Scheduling events Unique tasks
Count Percentage Count Percentage

Finish 3.99M 25.35% 3.88M 68.05%
Kill 2.35M 14.92% 1.76M 30.92%
Eviction 1.83M 11.63% 0.33M 5.85%
Fail 7.57M 48.10% 0.34M 5.93%
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Figure 2: Occurrences of ending events, breakdown
by priority.

due to multiple resubmissions: for example, a task can be
evicted (and scheduled subsequently) multiple times before
it successfully completes. We consider every task eviction

in the second column of Table 2 (“Scheduling events”), while
we account only the first eviction of each task in the third
column (“Unique tasks”). The negative difference between
the number of scheduling events and unique tasks in Table 2
provides the indication that tasks experience the same type
of event multiple times. This is particularly noticeable for
fail and eviction: a subset of tasks tends to be evicted
repetitively or fails continuously. Indeed, unique tasks which
fail or are evicted more than once experience on average 22.4
fail and 5.5 eviction events during their life, respectively.

To our surprise, less than the 26% of task schedulings
is completed successfully. A non-negligible percentage of
scheduled tasks is terminated due to fail and eviction.
In contrast to the root cause of fail, i.e., some unknown
task internal errors, evictions are highly subjected to the
scheduler decision: evicted tasks could potentially complete
their execution successfully, but are descheduled according
to a given policy. We also observe that tasks experiencing
unsuccessful events have lower chances to eventually termi-
nate their execution correctly, i.e., only 38.09%, 10.85% and
1.78% of tasks with at least one eviction, fail and kill,
respectively, experience also a finish event during their life.
When considering unique tasks, roughly 68% of tasks are
terminated successfully.

To better highlight the impact of priority on task termi-
nation, we break down all scheduling and ending events by
priority and summarize them in Figure 2. One can see how
scheduled tasks are distributed across different priorities, i.e.,
most of scheduled tasks have priority 0, 1, or 4. Moreover,
priority 0 has the highest number of kill, eviction, and
fail events, while priority 4 has the highest number of suc-
cessfully completed tasks. When comparing the distributions
of the four ending events, one can observe that evictions

concentrate themselves on a specific priority, i.e, the lowest
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Figure 4: Distribution of time consumed by eviction and finish events, breakdown by priority.
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Figure 3: Cumulative distribution function (CDF)
of eviction and fail events for evicted and failed
tasks, respectively. For the sake of clarity, x axis is
truncated.

one, whereas the other events do not show such a trend.
In combination with the previous result, we conclude that
eviction happens repetitively on a subset of tasks of the
lowest priority.

3.1 Follow-up Eviction and Fail
Recognized the repetitive trend of eviction and fail on

single tasks, we are interested in discovering the distribution
of follow-up eviction and fail within single tasks. To
our end, we select tasks experiencing one or more eviction

(resp. fail) events, and compute in Figure 3 the cumulative
distribution function (CDF) of the number of evictions (resp.
failures) occurred to tasks before leaving the system. Note
that, according to the official documentation, the maximum
number of reschedulings of the same task varies between jobs,
however this value is not publicly known. As a result, after
multiple eviction and fail events, tasks can be terminated
without success. From the starting point of the CDFs, we can
observe that more than 53% of evicted tasks have subsequent
evictions, i.e., are evicted at least twice, and more than 55%
of failed tasks experience multiple failures during their life.

The remarkable presence of follow-up evictions and failures
shows a very strong dependence of eviction and fail on a
small subset of tasks. Since these tasks experience successful
termination only rarely (as shown previously in this section),
the imposition a low maximum threshold for reschedulings
could avoid waste of resources and save time. While failures
are not dependent on the scheduler, the eviction trend can

be explained by a deeper understanding on the eviction

policy adopted by the underlying priority scheduling. We
deepen this topic in Sections 4 and 5.

4. ANALYSIS OF EVICTION
In this section, we focus our study on eviction events

occurred in the system. Our objectives in this analysis are
to: 1) quantify the performance impact of eviction events,
in terms of wasted time and resources, and 2) determine
whether eviction events show temporal dependencies, either
among themselves or with other types of unsuccessful events.
First, we compare resources consumed by eviction and
finish events in Section 4.1. Secondly, we compute temporal
correlation functions and analyze dependencies at different
levels of granularity, i.e., cluster and task level, in Section 4.2.

4.1 Resource Waste
Here, we quantitatively characterize the resources wasted

due to eviction events, in terms of execution time and
physical resources, in contrast to resources consumed by
finish events. Particularly, we are interested at how re-
sources are distributed across different task priorities. We
first present results for wasted time in Section 4.1.1, followed
by wasted physical resources, i.e., CPU, memory and disk,
in Section 4.1.2.

4.1.1 Wasted Time
Tasks change several states during their life, according to

Section 2.1. Based on them, we can divide time consumed
by tasks in the system in three different intervals, according
to the following categorization: 1) resubmission time: the
time interval from the end of the previous task execution to
the current submission, i.e., the time the task is in unsub

state; 2) queue time: the time interval from submission to
scheduling, i.e., the time the task is in pend state; 3) running
time: the time interval from scheduling to the ending event,
i.e., the time the task is in run state.

Time consumed by an evicted task is essentially “wasted”,
as leads to no “useful” results. We summarize the total
amount of wasted time for eviction, and the amount of
time consumed by finish events in Figure 4(a) and (b),
respectively. In each subfigure, we separate time following
the previous categorization and by task priority. Schedul-
ing events terminating with eviction spend most of time
(91.48%) in run state, while queue time and resubmission
time account for only 7.89% and 0.63% of the total wasted
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Figure 5: Resource demand for eviction and finish events, breakdown by priority.

time, respectively. Similarly, running time for finish events
is considerably high, i.e., 80.86%, while queue and resub-
mission times amount to 16.12% and 3.02%, respectively.
Overall, tasks do not spend significant time in queue.

As shown in Figure 4(a), priority 0 contributes to the
82.56% of wasted time for eviction, while other priorities
do not experience a so high rate of eviction and result into
far lower wasted times. On the contrary, successful tasks
show a more balanced distribution of time across priorities 0,
1, and 4, with the latter being the dominant one. The mean
running time for eviction events is 68.92 minutes, while the
one for finish is equal to 25.55 minutes.

An all-embracing look at Figure 4 easily discloses the
predominance of resources wasted due to eviction events
with respect to the time consumed by successful tasks: time
used by eviction events is 1.23x higher than the one spent
by finish task executions.

4.1.2 Wasted Resource Demand
Users of the cluster are required to specify a given amount

of requested resources for every submitted task. These re-
sources are allocated to tasks when they are scheduled on
machines. To quantify the physical resources wasted by
eviction events, we introduce the metric of resource de-
mand, defined as the product of requested resources and
running time (defined in Section 4.1.1). We look at three
types of resources, namely CPU, RAM, and DISK. As re-
sources are normalized between [0, 1], the absolute value of
resource demand can also be interpreted as the amount of
resources supplied by the biggest machines in the cluster.
We define the unit of measurement of resource demand as
RES · s. For example, 5 RAM · s means: “the amount of
RAM supplied for 5 seconds by the machine equipped with
the largest amount of memory in the system”.

Figure 5 summarizes the resource demand for eviction

and finish events, and further categorize it by priority.
Overall, CPU is the most demanded resource in all priorities,
followed by RAM, while DISK impact is negligible for all the
events. Resource demand for successful tasks is mostly fo-
cused on priority 4, according to the high number of finish
events that affects this priority. On the contrary, resources
wasted by eviction events focus mostly on priority 0. In
terms of absolute values, the resource demand of eviction
and fail events is almost the same. This means that the
scheduler allocates a high amount of resources to tasks that
will be soon terminated without reaching completion. Al-

locating resources to evicted tasks not only waste machine
resources, but can also cause the descheduling of other tasks,
due to tasks congestion.

In summary, eviction events request about the same quan-
tity of resources that is requested by successful tasks, and
consume even more machine time for useless computations.
Our analysis highlights the large amount of resources wasted
by eviction events, resulting in the impairment of the entire
cluster performance.

4.2 Time Dependency
Throughout this section, we determine whether eviction

events show some dependencies, either among themselves
or on other types of unsuccessful executions. Particularly,
we aim to identify temporal correlations between eviction,
fail, and kill events.

We first study the temporal dependency among eviction

events through the analysis of their time series and the cor-
responding autocorrelation function (ACF) in Section 4.2.1.
Then, we focus on the dependencies between different types
of unsuccessful executions, by considering two different gran-
ularities, i.e., cluster and task levels, in Section 4.2.2.

4.2.1 Dependency among Eviction Events
In this section, we focus on the time dependency among

eviction events. In particular, we aim to find out whether
an eviction event increases or decreases the chances of
experiencing a subsequent eviction in the near future. To
such an end, we present the time series of eviction events
in Figure 6(a), and study its corresponding autocorrelation
function (ACF) in Figure 6(b), based on the number of events
per hour. We add the 95% confidence intervals to contrast
the significance of the ACF values in Figure 6(b). From the
ACF, we can observe that there are strong time dependencies
in the first few hours, indicating that the frequencies of events
tend to be similar in adjacent hours. Eviction events show
a very strong ACF pattern, indicated by the large number
of lags exceeding the 95% confidence intervals. Judging from
the shapes of the ACF, we propose that Moving Average
models are appropriate to describe the time dependency
of eviction. Overall, eviction shows a strong repetitive
pattern in the order of few hours after an eviction event.

4.2.2 Dependency between Unsuccessful Events
Here, we study the temporal dependency of eviction on

kill and finish events. During our analysis, we focus on
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Figure 6: Time series and autocorrelation function (ACF) of eviction events.
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Figure 7: Cross correlation functions (CCFs) between task ending events. Horizontal lines indicate 95%
confidence bounds.

two different levels, i.e., cluster and task. At the cluster level,
we analyze all events of the same type by aggregate statistics,
such as the cross correlation function (CCF). At the task
level, we zoom into events of the same task, studying how
unsuccessful events are distributed within single tasks.

Cluster Level Analysis. In the effort to find out the tem-
poral dependency between unsuccessful executions at the
cluster level, we compute the cross correlation functions
(CCFs) of eviction with fail and kill events, and show
them in Figure 7(a) and (b), respectively, with hourly time
lags. Through them, we aim to study how fluctuations in the
termination rate of one type of event impact on the other
ending event.

When considering only significant correlations, i.e., values
within the 5% significance limits, the behavior is very different
among CCFs. Figure 7(a) exhibits almost only positive
values of significant correlations, indicating that there exists
an increase (reps. decrease) in the termination rate of one
event after the increase (reps. decrease) of the other one. As
Figure 7(a) shows positive correlations mostly in the fourth
quarter, i.e., where time lags are negative, fluctuations in the
eviction rate are followed by corresponding fluctuations in
the fail workload. On the contrary, the balanced presence at
different time lags of both positive and negative correlations
in Figure 7(b) suggests independence between eviction and
kill termination rates, unlike the previous case.

Task Level Analysis. When considering task-level depen-
dencies among different types of events, eviction and fail

do not appear to be correlated, i.e., only 13.72% of evicted
tasks experience at least one failure during their life. This
percentage shows that eviction and fail interest different
subsets of tasks. Differently, 57.89% of evicted tasks are
also killed at least once, resulting in a more evident corre-
lation. We also consider the ordering among unsuccessful
executions of the same task: among all executions, 99.42% of
evictions are followed by at least one kill, while the oppo-
site relationship, where kill events are followed by at least
one eviction, takes place only in 4.06% of killed executions.
In the computation of the previous values, we consider only
tasks showing both types of events at least once. On the
contrary, the ordering between fail and eviction affecting
the same task is less evident: 70.26% of eviction events are
preceded by at least one fail, and the opposite holds for
88.87% of cases. These values, both high and similar, confirm
our previous intuition that these two events are independent
at task-level.

5. KICK-IN VS KICKED-OUT ANALYSIS
In this section, we deepen our knowledge on the underlying

mechanisms of priority scheduling, analyzing the characteris-
tics of tasks and machines involved in the eviction process.
An eviction event consists of one or more tasks being re-
moved from execution in order to allow other tasks of higher
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Figure 8: Frequency and intensity of kick-in and kicked-out tasks.

priority to run. To better mark the different role of tasks
in an eviction event, we name “kick-in” the task that pre-
empts lower priority tasks, while we use the term “kicked-out”
for the preempted ones. In order to understand the basic
principles behind priority scheduling in this cluster, we ana-
lyze the impact of priority and system load on kick-in and
kicked-out tasks, in terms of frequency and intensity. More-
over, we look at machines status before and after eviction

events, to determine to what extent kick-in tasks benefit
from priority scheduling, and whether machines suffer from
overcommitment of resources after an eviction event.

5.1 Task Priority
Our analysis on task priority focuses on two different

aspects: how frequently kick-ins and kicked-outs happen,
and how many tasks are kicked-out for each kick-in across
priorities. Due to the format of the trace, we adopt a two-
step approach, i.e., first we identify all the kick-ins for every
kicked-out task, then we reversely map kicked-outs to every
kick-in. We conduct the first step as follows: for every kicked-
out task, we consider as corresponding kick-in every task
that 1) has higher priority, and 2) is scheduled on the same
machine within 30 seconds from the eviction timestamp.
We summarize the percentages of kick-in/kicked-out events
occurred in different priorities and the average number of
kick-outs due to a single kick-in task across priorities in
Figure 8(a) and 8(b), respectively.

From Figure 8(a), one can observe straightforwardly that
priority 4 has the highest percentage of kick-ins and priority
0 has the highest percentage of kicked-outs, i.e., roughly
96.3% of evicted tasks have priority 0. This implies that
arrivals of priority 4 tasks preempt priority 0 ones. Indeed,
the percentage of priority 4 tasks kicking out priority 0 ones
is roughly 70% over all kick-in/kicked-out pairs. Moreover,
nearly 100% (99.9%) of kicked-out tasks belong to the lowest
two priorities. These findings highlight how priority plays
a key role in task eviction, as tasks of low priority have
clearly the highest chance of being evicted when preemp-
tion is necessary. Our results explain the huge impact of
eviction on wasted time and resource demand observed at
low priorities, as detailed in Section 4.1.

Figure 8(b) depicts the average number of kicked-outs per
kick-in, broken down by kick-in priority. We separate kicked-
out tasks into two categories: all priorities and priority 0. In
addition to the average values, we also include the standard
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Figure 9: Probability distribution function (PDF) of
resource utilization and reservation level at eviction

time.

deviations. In conjunction with the previous observation, the
figure shows that not only priority 0 is heavily evicted, but
also that this happens independently of the kick-in priority.
Overall, each kick-in task causes on average about 1.5 kicked-
outs. Priority seems to affect this number, as high priorities
can evict up to 3.01 tasks per eviction. This is supported
by the value of the coefficient of correlation between priority
and average kicked-outs per kick-in being equal to 0.5347.

5.2 System Load
Given the strong influence of task priority in the eviction

process, as shown by our previous analysis, here we verify
that eviction happens mainly to claim resources for higher
priority tasks, by showing that there exists a positive depen-
dency between frequency of kicked-out tasks and system load.
To such an end, we define and use two metrics to quantify
system load, i.e., (1) the resource utilization level, defined as
the sum of the average amount of resources used by kicked-
out and co-executed tasks divided by the equipped resources
in the machine, as tracked by the traces at eviction time,
and (2) the resource reservation level, defined as the sum
of the resources requested by kicked-out and co-executed
tasks at eviction time divided by the machine equipped
resources.

Figure 9 shows the probability distribution function (PDF)
of resource utilization and reservation level at eviction time.
Note that resource overcommitment is allowed by the sched-
uler, i.e., resources may be allocated beyond the machine
capacity. The figure highlights how the majority of eviction



Resource Equilibrium Index (REI)
-20 -15 -10 -5 0 5 10 15 20

C
u
m

. 
fu

n
c
ti
o
n

0

0.2

0.4

0.6

0.8

1
CPU
RAM

Figure 10: Cumulative distribution function (CDF)
of the Resource Equilibrium Index (REI). The two
vertical lines mark values of REI equal to 0 and 1.
For the sake of clarity, x axis is truncated.

takes place at high level of resource reservation, most of
them even with values above 100%. This is true for 49% of
eviction events when looking at RAM, and 68% of them
when looking at CPU. The tails of the PDFs show that the
reservation level of co-executed tasks can reach up to 238%
for memory and 160% for CPU. As for the actual resource
utilization, no strong trend is observed between eviction

frequency and machine usage. Our analysis confirms that
priority-driven eviction tends to happen on machines with
high CPU and memory reservation level.

5.3 Resource Demand and Supply
Motivated by the observations in the previous subsection,

here we try to find out whether the scheduler evicts a suffi-
cient number of kicked-outs to accommodate the resources
requested by kick-ins. For each kick-in, we compare its re-
quested resources with the resources available on the machine
where it was scheduled. To denote the relationship between
the “supply” and “demand” of resources for kick-ins, we
introduce the metric of Resource Equilibrium Index (REI),
defined as follows:

REI =

RESfree +
∑

i∈{1..N}

RESkicked−out,i

RESkick−in
(1)

where RESfree denotes the amount of unused resources on
the machine, i.e., not allocated to any tasks, RESkick−in

refers to the amount of resources requested by the kick-in task,
and RESkicked−out,i is the amount of resources requested by
the i-th kicked-out task out of N . We compute a value of
REI for each kick-in task.

When REI is greater than one, a kick-in task acquires suf-
ficient resources; on the contrary, kick-ins with REI ranging
between [0, 1) do not obtain all the resources they requested.
Due to the fact that RESfree can be a negative value, mean-
ing that all the machine resources have already been allocated
to tasks before the eviction, the value of REI can be neg-
ative as well, indicating that the supply of resources from
the kicked-outs is not enough to leave the overcommitment
state.

Figure 10 reports the CDF of REI for CPU and RAM.
Similar analysis on mass storage is not possible, as the traces
do not report the amount of DISK equipped in machines. On
the one hand, there is a non-negligible percentage of kick-ins
that experience shortage of CPU and memory. One can

observe that 28% of kick-in tasks experience CPU shortage
(REI < 1), causing resource overcommitment, while 12% of
them are scheduled on machines where resources are already
overcommitted (REI < 0). As for memory, a stronger trend
can be observed, i.e., 36% of kick-in tasks have a REI value
lower than one and 20% of kick-ins are scheduled on machines
that suffer from memory overcommitment. On the other
hand, the long tails of both CDFs show that the amount of
available resources can be very high for kick-ins. For memory,
more than 46% of kick-ins are scheduled on machines supply-
ing more than twice the requested RAM, and in almost 11%
of cases the surplus is up to 10 times. CPU follows a similar
trend, but with a shorter tail, meaning that the surplus of
available CPU for kick-ins is lower than the memory one.
Our analysis shows that resource overcommitment plays an
important role in the underlying eviction policies of priority
scheduling, and that an eviction event does not necessarily
remove overcommitment of resources from a machine.

6. RELATED STUDIES
Workload characterization is a fundamental step towards

designing new scheduling strategies for big data clusters,
aiming to improve system efficiency and response times. The
main focus of existing characterization studies is on cap-
turing the resources utilization and statistical properties of
workloads, using several publicly available traces from major
datacenter operators [6, 10, 24]. Those traces provide not
only a good understanding of underlying systems, but also
a vehicle to further develop various scheduling policies, via
simulation [5, 11, 20, 21] or prototyping [6]. Given a plethora
of field studies on hardware [18, 19] and software failures [13,
26], task eviction and the resulting performance impact have
been scarcely discussed, providing no quantitative analysis.
We summarize the studies related to our analysis in two
directions, i.e., the characterization studies using the same
traces, and the priority scheduling policies in distributed
systems.

Google Trace Analysis. These Google traces [24] have
been analyzed by several prior studies [20, 28], each of which
highlighting different workload properties, like heterogene-
ity and dynamicity [15], scheduling classes of jobs [12], and
tasks classification [8]. We underline their similarities and
differences with our analysis. In our previous works, we
identify priority scheduling as the main cause of eviction,
and conduct a characterization analysis on different task pri-
orities [5] and system load [17]. While our prior works focus
on workload patterns and average resource demands, in this
study we are particularly interested to the resources wasted
due evicted tasks, the dependencies among eviction events,
and the underlying mechanisms of priority scheduling. Reiss
et al. [15] provide one of the first characterization study on
these traces, highlighting the high degree of heterogeneity
and dynamicity of the workload. They hint the correla-
tion between eviction and priority, by checking whether
eviction happens within half a second from the scheduling
of higher priority tasks on the same machine. However, no
precise statistics are presented to backup their statement.
Di et al. [7, 8] apply statistical learning techniques to clas-
sify tasks, and present a small discussion on successful and
unsuccessful events on a single machine only. Liu et al. [12]
study the wasted CPU due to unsuccessful events by com-
puting used CPU per scheduling class on a single day of



the traces. In contrast, our analysis is based on a longer
period, considers the whole set of machines and includes also
RAM and DISK. Overall, aforementioned studies pay little
attention to the characteristics of the eviction process and
the underlying priority scheduling.

Priority Scheduling. Priority scheduling has been well ex-
plored by the commercial [2, 22, 25] and research commu-
nity [9, 20, 23, 27], due to its prominence in guaranteeing
differentiated services. Scheduling policies take priority as
input to determine the allocation of resources, the execution
order of jobs, and the preemption of lower priority tasks. In
most of the related work, priorities are given and remain
constant, except [2]. We highlight the design features on
selected systems for various applications. Omega [20] is an
ensemble of schedulers for the entire Google cluster that has
complete freedom to allocate resources given appropriate pri-
orities. Priority preemption is applied on the entire cluster.
Mesos [9] is a two-level scheduler, consisting of multiple local
cluster schedulers and one central coordinator, allocating re-
sources to computing frameworks based on max-min fairness
or priorities. Moab and Maui [2] apply similar scheduling
policies, i.e., higher priority jobs are privileged to request
higher amounts of resources and have shorter queueing time,
with preemption enabled. Some schedulers for Hadoop imple-
ment priority scheduling, for example the Hadoop Capacity
Scheduler [25] and the Hadoop Fair Scheduler [22]. The
common policy employed by both of them is that higher
priorities have advantages in scheduling over lower priorities.
Although priority scheduling is widely adopted in today’s dis-
tributed systems, the theoretical results regarding the impact
of priority on response time center on non-distributed envi-
ronments, in particular on single machines [1], and consider
a rather low number of priorities [23].

7. CONCLUSIONS
Our findings can be summarized as follows. The amount

of unsuccessful executions is very high, accounting for roughly
74% of scheduling events and affecting 32% of tasks. Eviction
events happen repetitively on a small subset of tasks, im-
pairing the chances of completing their executions correctly.
When compared to successful tasks, eviction events con-
sume more machine time (by a factor of 1.23) and the same
amount of requested resources, resulting in non-negligible
waste of system resources. Eviction events show strong time
dependencies within few hours, and are correlated with other
types of unsuccessful events at both cluster and task levels.

Task priority has a central role in the distribution of kick-in
and kicked-out tasks, resulting in a dominant concentration
of eviction events in low priorities. The priority of kick-in
tasks affects the number of kicked-outs per kick-in, but does
not affect the priority of the evicted tasks. On average, a
kick-in task results into 1.5 kicked-out tasks. Priority 4 shows
a strong dominance of kick-in tasks, while kicked-out tasks
are prevalent in priority 0. The probability of experiencing an
eviction event is higher when machine resource reservation
is high, while is not dependent on resource utilization. Finally,
kick-in tasks might not obtain enough resources to run after
an eviction, leading machines to resource overcommitment.

In summary, we conduct an analysis on evicted tasks
and priority scheduling in big data systems. Our analysis
highlights the huge impact of eviction events on cluster
resources, the central role of priority in the eviction mecha-

nisms, and sheds light on the underlying preemption policies
in big data priority scheduling.

Acknowledgments
This work has been supported by the Swiss National Science
Foundation (project 200021 141002) and EU commission
under FP7 GENiC project (608826).

8. REFERENCES
[1] J. Abate and W. Whitt. Asymptotics for M/G/1

Low-priority Waiting-time Tail Probabilities. Queueing
Syst. Theory Appl., 25(1/4):173–233, Jan. 1997.

[2] Adaptive Computing. Ten Reasons to Switch from
Maui Cluster Scheduler to Moab R© HPC Suite.
http://www.adaptivecomputing.com/wp-content/

uploads/collateral/

TenReasonsToSwitchFromMauiToMoab2012-01-05.pdf.

[3] L. Barroso, J. Dean, and U. Hölzle. Web Search for a
Planet: The Google Cluster Architecture. IEEE Micro,
23(2):22–28, Mar. 2003.

[4] R. Birke, L. Y. Chen, and E. Smirni. Data Centers in
the Cloud: A Large Scale Performance Study. In IEEE
CLOUD, pages 336–343, 2012.
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[17] A. Rosà, L. Y. Chen, and W. Binder. Predicting and
Mitigating Jobs Failures in Big Data Clusters. In
IEEE/ACM CCGrid, 2015.

[18] B. Schroeder and G. A. Gibson. Disk Failures in the
Real World: What Does an MTTF of 1,000,000 Hours
Mean to You? In USENIX FAST, pages 1–16, 2007.

[19] B. Schroeder and G. A. Gibson. A Large-Scale Study of
Failures in High-Performance Computing Systems.
IEEE Trans. Dependable Sec. Comput., 7(4):337–351,
2010.

[20] M. Schwarzkopf, A. Konwinski, M. Abd-El-Malek, and
J. Wilkes. Omega: flexible, scalable schedulers for large
compute clusters. In ACM EuroSys, pages 351–364,
2013.

[21] B. Sharma, V. Chudnovsky, J. L. Hellerstein, R. Rifaat,
and C. R. Das. Modeling and Synthesizing Task
Placement Constraints in Google Compute Clusters. In
ACM SoCC, pages 3:1–3:14, 2011.

[22] The Apache Software Foundation. Hadoop MapReduce
Next Generation - Fair Scheduler. http:
//hadoop.apache.org/docs/current2/hadoop-yarn/

hadoop-yarn-site/FairScheduler.html, Feb 2014.

[23] A. Wierman, T. Osogami, M. Harchol-Balter, and
A. Scheller-Wolf. How Many Servers Are Best in a
Dual-priority M/PH/K System? Perform. Eval.,
63(12):1253–1272, 2006.

[24] J. Wilkes. More Google cluster data. Google research
blog. https://code.google.com/p/
googleclusterdata/wiki/ClusterData2011_1, Nov
2011.

[25] Yahoo! Capacity Scheduler Guide.
http://archive.cloudera.com/cdh/3/hadoop/

capacity_scheduler.html, Mar 2013.

[26] D. Yuan, D. Park, P. Huang, Y. Liu, M. Lee, Y. Zhou,
and S. Savage. Be Conservative: Enhancing Failure
Diagnosis with Proactive Logging. In USENIX OSDI,
pages 293–306, 2012.

[27] M. Zaharia, D. Borthakur, J. Sen Sarma, K. Elmeleegy,
S. Shenker, and I. Stoica. Delay Scheduling: A Simple
Technique for Achieving Locality and Fairness in
Cluster Scheduling. In ACM EuroSys, pages 265–278,
2010.

[28] Q. Zhang, M. F. Zhani, S. Zhang, Q. Zhu, R. Boutaba,
and J. L. Hellerstein. Dynamic Energy-aware Capacity
Provisioning for Cloud Computing Environments. In
USENIX ICAC, pages 145–154, 2012.



On Energy-aware Allocation and Execution for Batch and
Interactive MapReduce

Yijun Ying
EPFL

Station 14
Lausanne, Switzerland
yijun.ying@epfl.ch

Robert Birke
IBM Research-Zurich Lab
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ABSTRACT
The energy-performance optimization of datacenters becomes ever
challenging, due to heterogeneous workloads featuring different
performance constraints. In addition to conventional web service,
MapReduce presents another important workload class, whose per-
formance highly depends on data availability/locality and shows
different degrees of delay sensitivities, such as batch vs. inter-
active MapReduce. However, current energy optimization solu-
tions are mainly designed for a subset of these workloads and their
key features. Here, we present an energy minimization frame-
work, in particular, a concave minimization problem, that specif-
ically considers time variability, data locality, and delay sensitivity
of web, batch-, and interactive-MapReduce. We aim to maximize
the usage of MapReduce servers by using their spare capacity to
run non-MapReduce workloads, while controlling the workload de-
lays through the execution of MapReduce tasks, in particular batch
ones. We develop an optimal algorithm with complexity O(T 2)
in case of perfect workload information, T being the length of the
time horizon in number of control windows, and derive the struc-
ture of optimal policy for the case of uncertain workload informa-
tion. Using extensive simulation results, we show that the proposed
methodology can efficiently minimize the datacenter energy cost
while fulfilling the delay constraints of workloads.

1. INTRODUCTION
Datacenters are standard IT (Information Technology) platforms,

which consume a significant amount of energy to host a wide vari-
ety of conventional and emerging workloads, such as web services
vs. MapReduce, featuring different performance requirements and
workload characteristics. Typically, web services interact with clients,
who require stringent response times and thus real time process-
ing. To guarantee the throughput of large-scale data processing,
MapReduce/Hadoop [1] is a simple yet powerful framework to
process large amounts of data chunks organized in distributed file
systems, e.g., Hadoop Distributed File Systems (HDFS). More-
over, with the recent adoption of MapReduce alongside real time
queries [6,9], MapReduce workloads evolve from traditional through-
put sensitive batch jobs to increasingly delay sensitive interactive

Copyright is held by author/owner(s).

jobs, such as Sparks [20] on stream processing, Natjam [8] on
batch, and BlinkDB [4] on interactive queries. Energy-aware re-
source allocation for such a diverse set of workloads is thus ever
challenging, and unfortunately existing solutions are often designed
for a subset of these three workload types.

As web and service workloads show strong time-varying behav-
iors, dynamic sizing of the datacenter [13] by controlling the num-
ber of active servers is shown effective to minimize energy. To
better utilize the equipped capacity and benefit from time-varying
power supply, consolidating and delaying the execution of data in-
tensive applications during web workload low load periods can fur-
ther harvest significant cost savings for datacenters [14, 17]. How-
ever, the issues related to data locality of MapReduce workloads
are unfortunately often overlooked or over simplified.

To simultaneously address data availability and energy minimiza-
tion, dedicated MapReduce clusters leverage two types of control
knobs independently, i.e., the fraction of on-times of the entire
cluster and the fraction of on-servers at each time period. On one
hand, clusters delay the execution of batch MapReduce jobs, such
as Google index computation [3] or bank interest calculation, to
process them on the entire cluster [11], depending on the energy
price or other workload demands. As such, the maximum degree
of data locality is guaranteed minimizing execution time and en-
ergy consumption. On the other hand, motivated by the practice
of duplicating data chunks (usually by a factor of three [2]), a few
solutions modify the underlying file system so that a fraction of
servers, e.g., one third of the servers [12], are always available and
contain one copy of all the data chunks. Nonetheless, unavoidable
delay can incur in both solutions and this is not acceptable for inter-
active MapReduce. Beamer [6], specially designed for interactive
MapReduce systems, shows promising energy savings by serving
interactive MapReduce on a subset of servers all the time and batch-
ing MapReduce on the entire cluster once a day. However, it is
not clear how one can dynamically execute(delay) the MapReduce
workloads on allocated servers so to achieve the optimal tradeoff
between data locality and energy efficiency.

In this paper, we address the question how to minimize energy
consumption of executing web applications, batch MapReduce, and
interactive MapReduce, considering their distinct workload charac-
teristics, i.e., time-variability and data locality, and different per-
formance requirements, i.e., throughput vs. delay. The system
of interest is composed of web servers and dedicated MapReduce



servers where a distributed file system is deployed. As our aim is to
design a non-intrusive solution, i.e., not to modify the underlying
file systems, we propose to keep all MapReduce servers on at all
times so that data availability is ensured. In order to minimize the
energy consumption of the entire system, i.e., total number of on
servers, we try to execute all three types of workloads on MapRe-
duce servers only as to size the web cluster as small as possible.
In particular, we consider two control variables over discrete win-
dows: delaying the execution of batch MapReduce and allocating
a fraction of MapReduce servers for batch and interactive work-
loads. We employ dynamic programming to derive the optimal de-
cisions, and simulation to evaluate the proposed solutions under
various workload scenarios.

Formally, we formulate an energy minimization problem over
a discrete horizon, constrained on different degrees of delay in
batch and interactive MapReduce – a concave minimization prob-
lem. The specific control variables are the number of servers for
MapReduce workloads and the amount of batch MapReduce per
control window, which thus specifies the amount of batch jobs to be
delayed. Assuming perfect knowledge on all three types of work-
loads, we develop an algorithm, which can efficiently achieve the
optimal solution with a complexity of O(T 2), where T is the num-
ber of control windows. Finally, we build an event driven simulator
to evaluate the proposed algorithm under different workload sce-
narios, in comparisons with simple algorithms that overlook the
data locality and delay sensitivity of batch and interactive MapRe-
duce.

Our specific contributions can be summarized in the following.
To minimize the energy cost of executing delay and throughput sen-
sitive applications, we consider important tradeoffs among crucial
parameters, i.e., data locality, time-variability, and delay sensitivity,
of web applications, batch MapReduce and interactive MapReduce.
We are able to dynamically and optimally determine the fraction of
batch MapReduce workloads to be delayed by allocation of num-
ber of MapReduce servers, via analytical constructions, as well as,
event driven simulations under various workload scenarios.

The outline of this work is as follows. Section 2 provides an
overview of the system and a formal definition of the problem state-
ment. The algorithm for perfect workload information is detailed
in Section 3. Section 4 presents the experimental set up and simu-
lations results. Section 5 compares related work, followed by sum-
maries and conclusions in Section 6.

2. SYSTEM AND PROBLEM STATEMENT
In this section, we first describe the system and assumptions con-

sidered by this study and formally present the problem statement.

2.1 System
The system hosts three types of workloads: web applications,

batch MapReduce, and interactive MapReduce, characterized by
different degrees of data locality, time variability, and delay sen-
sitivity. In terms of data locality, both types of MapReduce work-
loads require data access to the distributed file system hosted across
the MapReduce servers. Web applications and interactive MapRe-
duce are very sensitive to delay and have priority to be executed
immediately with sufficient server capacity. On the contrary, batch
MapReduce is latency insensitive and its execution can be delayed.
As for time variability, web service workload types are known to
have regular time varying patterns.

In this paper we consider a time slotted system model with each
control window of length τ . The decisions are made at the begin-
ning of each control window. We use λi,t to denote the task arrival
rates of type i ∈ {w,b,c} workloads at time period t, where w,b,c
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Figure 1: System schematic. On the high level, the controller
takes as input the workload characteristics and outputs dy-
namic server allocation decisions for the three types of work-
loads; the scheduler then dispatches tasks according to differ-
ent scheduling policies onto the lower level.

represent web, batch MapReduce, and interactive MapReduce. We
assume task arrival rates of both MapReduce are drawn from geo-
metric distributions. Moreover, we assume the average execution
rate per task is µi, i ∈ {w,b,c}. As for the performance constraints,
web workloads need to satisfy certain response time targets, where
batch and interactive MapReduce tasks just need to be completed
within certain periods of time, such as a day vs. control window.

As web workloads have no dependency on the file system, we as-
sume web workloads can be executed on both web and MapReduce
servers. We further assume that the interferences between CPU-
intensive web applications and IO-intensive HDFS are negligible.
Therefore, the number of active web servers can be dynamically
sized depending on the workload demands. On the contrary, to en-
sure 100% data availability and achieve energy saving, we propose
that all MapReduce servers are kept on and allocated to the three
types of workloads, when deemed appropriate. Moreover, due to
the concern of interferences between web and MapReduce work-
loads [21, 22], we do not co-execute on the same server. Essen-
tially, there are mt and m′t number of servers dedicated for MapRe-
duce and web workloads, respectively. Among mt servers, interac-
tive MapReduce tasks have higher priority over batch MapReduce
tasks. The decisions of mt and m′t are based on the workload de-
mands and performance constraints. Consequently, the total num-
ber of active servers is max{mt +m′t ,M}. One can thus write the
energy cost for the entire cluster for control windows {1 . . . t . . .T}
as T

∑
t=1

K ·max{mt +m′t ,M}, (1)

where M is the total number of servers in MapReduce cluster, T the
time horizon and K the unit energy cost per on/active server. Note
that we assume the energy cost of off/inactive servers to be zero.

Scheduler and Controller. When different tasks arrive at the
system, they are immediately sent to the scheduler, which can em-
ploy different scheduling policies using different queue structures.
Tasks are then scheduled on servers, according to their types. An-
other important system component is the controller, which imple-
ments the server allocation algorithm across the three types of work-
loads in discrete control windows. The high level schematic is sum-
marized in Figure 1.



2.2 Assumption on Data Locality
Data locality defines that a task can find a copy of data on the lo-

cal execution machine instead of getting the data from a remote ma-
chine. Denote the average execution time of a task using local copy
by 1/µ . The execution time of using remote copy is much higher,
here, assumed by a slowdown factor of α , i.e., 1

µ
∗α . Note that we

assume batch and interactive MapReduce tasks have the same av-
erage execution time, i.e., µb = µc = µ , since in MapReduce, large
jobs will be divided into small tasks and each task will deal with a
constant amount of data, e.g., 64 MB by default in Hadoop.

To estimate the throughput of MapReduce, it is very important
to know the probability of tasks being executed with local data,
denoted as Pl .

Following the common practice of data replication in MapRe-
duce clusters, we assume a data chunk to have γ replica, 1≤ γ ≤M.
Given an allocation of m MapReduce servers, the probability of
finding at least one local copy within the m servers can be com-
puted as one minus the probability that no local copy is found, i.e.:

Pl(m) = 1−
(M−γ

m
)(M

m
) = 1−

γ−1

∏
i=0

M−m− i
M− i

.

Pl(m) is always equal to 1 when γ > Mm, because one can find
at least one replica among any m number of servers. As a function
of m, Pl(m) can change in every control window, as the number of
allocated MapReduce servers, mt , changes in time with workload
demands. We further note here that Pl(m) is an upper bound, as-
suming the underlying scheduler is always able to schedule the task
on the server having a local copy.

Assume each control window to have length τ , one can estimate
the MapReduce throughput (in units of tasks per control window)
of a server being

X(m) =
τ

Pl(m)
µ

+
1−Pl(m)

µ/α

. (2)

Note that as Pl(m) is an upper bound, the throughput presented here
is also an optimal case, assuming optimal scheduling.

Putting it all together, the MapReduce optimal throughput of the
entire system is m ·X(m). We provide a numerical example to illus-
trate how MapReduce throughput changes with the number of al-
located MapReduce servers under different replication factors γ in
Figure 2, where the cluster has 1000 nodes. From the figure one can
see that the throughput of one server, i.e., X(m), is increasing in m,
since the data locality improves as m increases. However, the real
throughput is smaller than the optimal case and it depends on the
scheduler. In Section 4, we use simulations to show that the optimal
throughput is achievable. Thus, in analytical models in this paper,
we denote the real throughput of m servers as f (m) = m ·X(m).

2.3 Problem Statement
Our objective is to minimize the energy cost of the entire sys-

tem, which consists of all MapReduce servers and fraction of web
servers, shown in Equation (1). Two variables are mt and m′t , which
need to fulfill MapReduce deadlines and web target response times.
To capture the web target response times, we resort to simple M/M/m′t
queuing model [5], i.e., find a minimum m′t , such that response time
Rw,t under the arrival rate of λw,t and the service rate of µw is below
the target,

Rw,t =
C(m′t ,λw,t/µw)

m′t µw−λw,t
+

1
µw
≤ R∗ , (3)

where C is the Erlang C Formula. Since we can derive the threshold
for m′t from analytical model, here we consider m′t as a function of
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Figure 2: Normalized optimal throughput vs. number of al-
located MapReduce servers: with different replication factors
γ combined with remote slowdown α = 4 and no remote slow-
down α = 1

λw,t .
As for interactive MapReduce, we require that MapReduce servers

allocated in each control window are enough to serve incoming in-
teractive MapReduce workloads, i.e., f (mt) ≥ τ · λc,t . And, for
batch MapReduce tasks, they can be delayed by multiple control
windows. Denote rt as the aggregate residual batch tasks at the
beginning of control window t, we have r1 = 0, and

rt+1 = (rt + τ ·λb,t − ( f (mt)− τ ·λc,t)
+)+, t = 2, . . . ,T , (4)

which means that interactive tasks (τ ·λc,t ) have higher priority to
be served, and batch tasks (rt +τ ·λb,t ) take the remaining capacity
( f (mt)).

In our problem, we consider 30 minutes as one control window
and one day as the horizon of our problem. And we set the end of
the day as the deadlines for all batch MapReduce tasks. The formal
presentation of our problem is:

min
mt

T

∑
t=1

K ·max{M,mt +m′t} ,

s.t. f (mt)≥ τ ·λc,t , ∀t ,
rT+1 = 0 , 0≤ mt ≤M, ∀t ,
constraints (3), (4) ,

(5)

In each control window, the interactive MapReduce workloads
determine the minimum number of mt , while the flexibility of mt
comes from the delayable MapReduce tasks.

3. PERFECT WORKLOAD INFORMATION
We first solve the problem, assuming we have perfect knowledge

of the future, namely, we know all the parameters (λb,t ,λc,t ,λw,t )
at the beginning of time. Since the data locality improves as m
increases, we assume f (m) to be a convex and strictly increasing
function.1 Further, we assume the MapReduce cluster has enough
servers to finish all the batch tasks within one day. Otherwise we
should simply provision more servers to serve the workload, which
is not the main focus of our work.

This optimization problem can be transformed to a concave min-
imization problem [10, 16], which is to minimize a concave objec-
tive function. In concave minimization problems, the local mini-
mum lies on the boundary of the feasible region. Since there can
1Notice that with γ ≥ 3, the optimal throughput function is non-
convex. However, it can still be approximated by a convex func-
tion quite well, since its second order derivative keeps increasing
in most part of the feasible regions when m is not close to M.



exist exponential number of local minima with the increase of the
dimensions, traditional deterministic or randomized non-linear pro-
gramming solvers cannot solve this kind of problems, even if we
just want a sub-optimal numerical solution. Concave minimiza-
tion problems belong to the “hard” global optimization problems.
It has been proved that most concave minimization problems are
NP-hard.

However, our problem has some special structures, such that we
can solve it optimally using a greedy algorithm with complexity
O(T 2).

3.1 Problem Transformation
Since each server in the MapReduce cluster cannot be switched

off at any time, the number of active servers cannot be smaller than
M. Thus, the following lemma holds.

LEMMA 1. In problem (5), if (m∗1, . . . ,m
∗
T ) is an optimal solu-

tion, then solution (max{m∗1,M−m′1}, . . . ,max{m∗T ,M−m′T }) is
feasible, and also optimal. 2

The problem can be transformed to the following problem.

min
mt

T

∑
t=1

K · (mt +m′t) ,

s.t. f (mt)≥ τ ·λc,t , ∀t ,
rT+1 = 0 , (M−m′t)

+ ≤ mt ≤M, ∀t ,
constraints (3), (4) .

(6)

The following lemma follows directly from Lemma 1.

LEMMA 2. Any optimal solution for Problem (6) is also an op-
timal solution for Problem (5).

We define the inverse function of f (m) as g, which is a con-
cave and strictly increasing function. By replacing mt , f (mt), (M−
m′t)

+, M with g(at), at , g(lt), g(A), respectively, we rephrase Prob-
lem (6) as the following concave minimization problem:

min
at

T

∑
t=1

K · (g(at)+m′t) ,

s.t. at ≥ τ ·λc,t , ∀t ,
rT+1 = 0 , lt ≤ at ≤ A, ∀t ,
constraints (3), (4) .

(7)

3.2 Algorithm
We propose Algorithm 1 to solve the optimization problem, which

is a two-stage greedy algorithm.
In the first stage, it greedily allocates the batch workload bu into

some later time t to achieve the throughput lower bound lt . In the
second stage, it goes backwards over time while greedily allocating
the remaining batch workloads. The following theorem shows the
complexity of this algorithm.

THEOREM 3. If the feasible set is non-empty, the algorithm al-
ways finishes in O(T 2) time.

3.3 Optimality of the Algorithm
We denote L (b,c, l,A) as Problem (7) with parameters A, lt ,

λb,t = bt/τ , and λc,t = ct/τ .4

2Details of the proofs can be found in Appendices.
3For argmin/argmax, we always break the tie arbitrarily.
4The m′t terms in the objective function does not affect the optimal
solution.

Algorithm 1 The Optimal Algorithm
1: for t from 1 to T do
2: bt ← τ ·λb,t
3: ct ← τ ·λc,t
4: end for
5: for v from 1 to T do . Stage One
6: if cv < lv then
7: for u from v to 1 do
8: ∆←min{bu, lv− cv}
9: if ∆ > 0 then

10: bu← bu−∆, cv← cv +∆

11: end if
12: end for
13: end if
14: cv← lv
15: end for . End of Stage One
16: for u from T to 1 do . Stage Two
17: while bu > 0 do
18: v← argmaxt{ct | t ≥ u,ct < A} 3

19: ∆←min{bu,A− cv}
20: bu← bu−∆, cv← cv +∆

21: end while
22: end for . End of Stage Two
23: for t from 1 to T do
24: mt ← ct
25: end for

In each step of either stage, the algorithm reduces the current
problem into another problem by decreasing bu and increasing cv.
At the end of stage two, we get a problem such that bt = 0 and
0 ≤ ct ≤ A for each t, whose optimal solution is trivially mt = ct .
By Theorem 3 and Theorem 4, it holds that the algorithm always
returns the optimal solution.

THEOREM 4. For any L (b,c, l,A) with non-empty feasible set,
the algorithm keeps the optimal solution feasible in both stage one
and stage two.

For Theorem 4, it follows directly by Lemma 5, Lemma 6 and
Lemma 7, which show that in Algorithm 1, Line 10, Line 14 and
Line 24 keep the optimal solution feasible, respectively.

LEMMA 5. For any problem L (b,c, l,A), if v = min{t| ct < lt}
and u = max{t| t ≤ v,bt > 0} exist, setting c′ and b′ by c′v = cv +∆

and b′u = bu−∆ for ∆ = min{bu, lv− cv}, while keeping all other
elements in b and c unchanged, it holds that any optimal solution
for L (b′,c′, l,A) is also an optimal solution for L (b,c, l,A).

LEMMA 6. For any problem L (b,c, l,A), if v = min{t| ct < lt}
exists and bt = 0 holds for any t, setting c′ by c′t = lt while keeping
all other elements the same, the feasible sets of L (b,c, l,A) and
L (b,c′, l,A) are equivalent.

LEMMA 7. For any problem L (b,c, l,A) with a non-empty fea-
sible set, if ct ≤ lt holds for any t and u = max{u| bu > 0} and v =
argmaxt{ct | t ≥ u,at <A} exist, setting c′ and b′ by c′v = cv+∆ and
b′u = bu−∆ for ∆ = min{bu,A− cv}, while keeping all other ele-
ments the same, it holds that any optimal solution for L (b′,c′, l,A)
is also an optimal solution for L (b,c, l,A).

Here we present the intuitions behind these lemmas. First, Lemma 5
tells us if at some time interactive MapReduce and web application
workloads are not enough to make use of the whole MapReduce
cluster, we should try to look for the batch tasks arriving no later
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Figure 3: Energy consumption for the MapReduce cluster: (a) geometric arrivals and (b) day-night arrivals.

than that time to fill the residual cluster capacity, since MapRe-
duce servers can not be turned off. Then, Lemma 7 tells us that
for the remaining batch workloads we should greedily assign them
at the control window which has already been assigned the largest
MapReduce throughput, until achieving MapReduce cluster capac-
ity. Since the cost function g is concave in the amount of admit-
ted MapReduce workload at , the more we admit, the more energy-
efficient we are.

4. EVALUATION
In this section, we use simulation to first verify our assump-

tion on data locality. Second we compare our optimal perfect-
knowledge (PK) controller with two dummy allocation schemes re-
ferred to as D1 and D2. In each control period, D1 allocates enough
servers to complete the expected MapReduce workload, while D2
uses a constant allocation based on the average workload over the
whole time horizon.

4.1 Experimental Setup
We consider a system comprising both a MapReduce cluster and

a web farm of size 1000 and 1800, respectively, over a 1-day time
horizon. At the beginning of each 30 minutes, the control window
size τ , the controller decides how many servers mt to allocate to
both the batch and interactive MapReduce jobs, while the remain-
ing MapReduce servers are used as web servers.

The web workload can not be controlled by the system and we
assume to know the required web servers m′t . Both batch and inter-
active MapReduce tasks are handled by a priority scheduler which
dispatches them to the currently available servers. To satisfy the
different delay requirements of batch and interactive MapReduce,
the scheduler gives strict priority to interactive MapReduce.

The task service rate is homogeneous across all servers, but each
server checks if the task being served is local or remote. For the
latter the service rate is decreased by a slowdown factor α = 4.
Moreover, we set the unit energy cost per on/active server K = 250
Watt [18].

We consider two workload scenarios. The first scenario uses ge-
ometrical distributed arrival rates for batch MapReduce λb,t and
interactive MapReduce λc,t . The second scenario uses a day-night
pattern where λb,t , λc,t follow a sinusoidal pattern across the day.
This pattern represents better the workloads monitored in real data-
centers. In all cases inter-arrival rates and task execution times are
exponentially distributed with mean 1

λ
and µ = 10s, respectively.

Each task is randomly assigned to a data chunk which is uniformly
distributed across the MapReduce servers with replication factor
γ = [1,3,5]. Once a task is scheduled we use the probability pl(m)
to decide if it is local or remote such as to achieve the optimal

throughput function f (m).
We repeat each experiment 50 times and present the mean values

over all repetitions. The resulting confidence intervals are quite nar-
row – between +0.25% and -0.25% of the mean values in all cases
except for batch MapReduce response times which have a maxi-
mum confidence interval between +7.8% and -7.8% of the mean.

4.2 Energy saving
The objective of the controller is to minimize the system energy

consumption through the number of allocated MapReduce servers
mt . We present the impact of the allocation decisions taken by each
controller on the energy consumption in Figure 3 (a) and (b). As
baseline we also present the always on energy consumption of the
whole MapReduce cluster. Note that the consumed energy refers
only to the MapReduce cluster since the number of web servers is
not controlled and adds 23.9 MWh to all scenarios. The figures
distinguish between power used for busy servers and power used
for idle servers. Idle servers are possible because during low load
periods the total workload of MapReduce and web does not suffice
to saturate the capacity of the MapReduce cluster. One can observe
that in both scenarios our PK scheduler outperforms the baseline by
up to 59.3% and the dummy controllers by up to 30.7%. Moreover,
one can observe higher energy savings when increasing the repli-
cation factor. A higher replication factor allows to raise the local
probability and the achievable throughput and hence diminishes the
number of servers required to satisfy the same demand.

4.3 Un-/Finished tasks/locality
While energy minimization is the optimization objective, we still

want to satisfy all the requests coming to the system. Considering
again all three controllers and the same scenarios as in our previous
section, we depict in Figure 4 (a) and (b) the amount of finished
tasks over the whole time horizon split per data locality and type
and compare it to the input load. One can observe that the D1
controller is able to almost always complete all the tasks, while PK
and, definitely, D2 lag behind. Here the PK controller suffers from
its open-loop operation which prevents it to react to errors in each
control period and these errors accumulate over time. Even if the
D1 controller succeeds to finish all jobs, D1 lacks the energy saving
possibilities given by the PK controller. Hence, PK achieves the
trade-off between energy and finished jobs. In a practical scenario,
the problem of unfinished tasks can be easily treated as additional
workload in the first control period of the new time horizon.

4.4 Response times
We conclude our evaluation presenting the effect of each control

allocation on the mean response time. These are shown in Figure 5
(a) and (b) split by interactive and batch MapReduce. One can
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Figure 4: Finished tasks over 1-day vs. input load: (a) geometric arrivals and (b) day-night arrivals.
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Figure 5: Response time for (I)nteractive and (B)atch MapReduce (MR) tasks: (a) geometric arrivals and (b) day-night arrivals.

observe how the PK controller delays batch MapReduce by looking
at their significant delay increment over the D1 and D2 cases. More
in general, the best results are obtained by D1 followed by D2.
Overall the energy minimizing allocation of the PK controller pays
the price that, by reducing the number of MapReduce servers, it
increases the MapReduce cluster load which negatively affects the
response times. Even so, PK still manages to keep the interactive
MapReduce delay increase limited.

5. RELATED WORK
There are plethora of studies aiming to improve energy efficiency

for different types of systems, ranging from conventional web ser-
vice systems [7, 13] to modern big data systems [6, 11, 12, 15, 19],
such as MapReduce. To minimize energy consumptions, server re-
sources are dynamically provisioned and workloads are scheduled
correspondingly. Thereby, we summarize the related work in the
area of dynamic sizing with special focus on MapReduce systems.

Dynamic sizing is proven effective for workloads that show strong
time varying patterns, e.g., switching on/off servers for web ser-
vices [7, 13]. Due to the issues of data accessibility of underlying
file systems [2] and performance dependency on data locality [9],
dynamic sizing is applied on in a partial manner. Current work
either control the fraction of time of the entire cluster [11] or the
fraction of servers all the time [12]. On the one hand, to harvest
the maximum data locality, data intensive workloads are batched
and executed together on the MapReduce clusters [6, 11] for cer-
tain duration, often at midnight. On the other hand, another set of
studies [6, 12] leverage the data replication factor (e.g., 3 replicas
per data [3]) and propose the concept of covering set, which keeps
only a fraction of servers on all the time. Certain modifications on
file systems are usually needed.

To address the emerging class of interactive MapReduce work-

loads, BEEMR [6] combines the merits of both types of approaches
by partitioning the MapReduce clusters into two zones, namely
interactive and batch. However, how to optimally (and dynami-
cally) allocate and execute interactive and batch MapReduce is yet
to be discussed. Motivated by the complimentary performance re-
quirements of service and data-intensive workloads, another hosts
of studies [14, 17, 22] try to schedule MapReduce workloads ac-
cording to the dynamics of web workloads, considering only the
batch MapReduce and (often) overlooking the locality issues. All
in all, the related work falls short in addressing how to dynamically
size the server resources for executing web, interactive and batch
MapReduce in an energy optimal fashion.

Overall, it is not clear how to design a scheduler that can consider
multiple types of workloads with different performance and system
requirements, i.e., delay tolerances and data locality, in conjunction
with dynamic sizing.

6. CONCLUSION AND SUMMARY
This study considers both control knobs of dynamic sizing and

scheduling policies simultaneously, for three types of workloads:
web service, batch MapReduce and interactive MapReduce. We are
able to achieve minimum energy consumption by allocating opti-
mal servers across the three types of workloads, factoring their data
locality, delay constraints, and workload uncertainties, while dy-
namically scheduling/delaying batch MapReduce. We developed
an optimal algorithm under perfect knowledge with complexity O(T 2).
By means of extensive simulation, we show energy savings of up to
30% and 59% over dumb and no allocation strategies, respectively,
without affecting interactive MapReduce delay significantly.
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APPENDIX
A. PROOF FOR LEMMA 1

PROOF. Since (m∗1, . . . ,m
∗
T ) is an optimal solution, it meets all

the constraints and achieves the minimal value of the objective
function. Consider the solution (max{m∗1,M−m′1}, . . . ,max{m∗T ,M−
m′T }). At each control window, max{m∗t ,M−m′t}will be no smaller
than m∗t , which means it can also finish all the tasks at the end of the
control horizon. Thus, it is also a feasible solution. Moreover, since
this solution has exactly the same value of the objective function as
the original one, it is also an optimal solution.

B. PROOF FOR THEOREM 3
PROOF. The runtime of stage one is trivially O(T 2). It suffices

to show that stage two finishes in O(T 2) time. Or more precisely,
each time the WHILE loop (Line 17-20) finishes in linear time. In
each iteration of the WHILE loop, we have either ∆ = bu or ∆ =
A− cv. The algorithm either finishes the WHILE loop or removes
cv from the sorted list. Using the trick of sorting the {c1, . . . ,cT }
before stage two, if in stage two the set {ct |t ≥ u,ct < A} is never
empty, then the WHILE loop terminates in linear time.

If at some time during the stage two, the set {ct |t ≥ u,ct < A}
is empty, then the problem with the b,c, l,A values at that time has
empty feasible set. Thus, it suffices to show that if the original
problem has a non-empty feasible set, each step in stage one or
stage two keeps the feasible set non-empty. This holds by Lemma 8,
9 and 6.

LEMMA 8. In Algorithm 1, Line 10 keeps the feasible set of
L (b,c, l,A) non-empty. Namely, if before this operation, L (b,c, l,A)
has a non-empty feasible set, then after this operation its feasible
set is still non-empty.

PROOF. The feasible set of problem L (b,c, l,A) is non-empty
if and only if for any k

ck < A ,
T

∑
t=k

(bt + ct)≤ (T − k+1) ·A . (8)

It suffices to show Line 10 keeps these properties. First, since
Line 10 ensures cv ≤ lv = f (M−m′t)≤ A, the first property cv < A
is kept. Then, we show that Line 10 also keeps the second property.
One can verify that in Line 10, if u < v, then bu+1, . . . ,bv = 0, so
that bt +ct ≤A holds for t ∈ {u+1, . . . ,v}, which shows the second
property is kept; otherwise u = v, then bv + cv is unchanged.



LEMMA 9. In Algorithm 1, Line 20 keeps the feasible set of
L (b,c, l,A) non-empty. Namely, if before this operation, L (b,c, l,A)
has a non-empty feasible set, then after this operation its feasible
set is still non-empty.

PROOF. The proof is similar. It suffices to show Line 20 keeps
(8). Since in Line 20, bu+1, . . . ,bT = 0, it holds that bt +ct = ct ≤A
for t ∈ {u+ 1, . . . ,T}. Thus, if we increase cv for some v > u, (8)
still holds. Otherwise u = v, then bv + cv is unchanged.

C. PROOFS FOR LEMMAS 5, 6 AND 7
Before showing formal proofs, we need the following lemmas.

LEMMA 10. For the function f (x,y) = (x− y)+, for any y and
∆≥ 0, it holds that

x− x′ ≤ ∆ =⇒ f (x,y)− f (x′,y)≤ ∆ .

LEMMA 11. For the function f (x,y) = (x− y)+, for any x and
∆≥ 0, it holds that

y− y′ ≤ ∆ =⇒ f (x,y′)− f (x,y)≤ ∆ .

We omit the proofs for Lemma 10 and 11, since they hold trivially.

LEMMA 12. For any problem L (b,c, l,A), if we set c′ and b′

the same as c and b except that c′v = cv +∆ and b′u = bu−∆, for
some u,v such that u≤ v and some non-negative ∆, and still keeping
c′v ≤ A, b′u ≥ 0, it holds that the feasible region of L (b′,c′, l,A) is
a subset of the feasible region of L (b,c, l,A)

PROOF. Consider an arbitrary feasible solution of L (b′,c′, l,A),
a′ = (a′1, . . . ,a

′
T ). Denote that r1 = 0, rt+1 = (rt + bt + ct − a′t)

+

for problem L (b,c, l,A), and r′1 = 0, r′t+1 = (r′t + b′t + c′t − a′t)
+

for problem L (b′,c′, l,A). If u = v, the lemma holds trivially since
r′t = rt for any t. So now we consider the case that u < v. Notice
that for any t ≤ u, r′t = rt . Since b′u = bu−∆, by Lemma 10, we
have r′u+1 ≥ ru+1−∆. Then by induction we have r′t ≥ rt −∆ for
any t ∈ {u+1, . . . ,v}. Since c′v = cv +∆, we have r′v+1 ≥ rv+1. By
induction we have r′T+1 ≥ rT+1, which means r′T+1 = 0 implies
rT+1 = 0. Thus, if a′ is a feasible solution of L (b′,c′, l,A), then it
is also a feasible solution of L (b,c, l,A).

Now we present the formal proof for Lemma 5, 6 and 7.

C.1 Proof for Lemma 5
Lemma 5 follows directly by the following lemma.

LEMMA 13. For problem L (b,c, l,A), assume there exists cv
which has the smallest index v such that cv < lv, and there exists bu
which has the largest index u such that u ≤ v and bu > 0. Denote
that ∆ = min{bu, lv−cv}. Set c′ and b′ the same as c and b, except
that c′v = cv +∆ and b′u = bu−∆. It holds that any optimal solu-
tion for L (b′,c′, l,A) is also an optimal solution for the original
problem.

PROOF. For notation simplicity, in this proof we use L to de-
note L (b,c, l,A), and use L ′ to denote L (b′,c′, l,A). It follows
by Lemma 12 that the feasible region of L is a subset of the fea-
sible region of L ′. Moreover, these two problems have the same
objective function. Thus, it suffices to show any optimal solution
of L , a∗ = (a∗1, . . . ,a

∗
T ), is also a feasible solution of L ′. We show

this in two cases: u = v and u < v. In the former case, the two prob-
lems are equivalent since cv < c′v ≤ lv and cv + bv = c′v + b′v. For
the latter case that u < v, assume (r1, . . . ,rT+1) and (r′1, . . . ,r

′
T+1)

are values for residual batch tasks corresponding to the solution a∗

in L and L ′, respectively. With the same argument in the proof of
Lemma 12, we get that{

r′t = rt , t ≤ u ,

r′t = (rt −∆)+ , u < t ≤ v .
(9)

Now we show the following claim:

CLAIM 1. If a∗ is an optimal solution for L , it holds that rt ≥∆

for u < t ≤ v.

We argue this by contradiction. Assume the statement does not
hold, then there must exist some k, such that u≤ k < v and rk+1 =
(rk+bk+ck−a∗k)

+ <∆. Without loss of generality, we assume k is
the smallest one of all the possible values and assume rk+1 =∆−δ .
Then, it holds that

1. a∗k ≥ ck +δ ,

2. rv +bv + cv−a∗v ≤−δ .

The first statement holds because rk + bk ≥ ∆ (if k = u, it is also
true because bu ≥ ∆), and (rk+bk+ck−a∗k)

+ = ∆−δ . The second
statement holds because rv ≤ ∆−δ , bv = 0 and a∗v ≥ cv +∆, where
rv ≤ ∆−δ holds because rk+1 ≥ . . .≥ rv, following by the fact that
bk+1 = . . .= bv−1 = 0 and at ≥ ct for any t, and a∗v ≥ cv +∆ holds
because a∗v ≥ lv and ∆ = min{bu, lv − cv}. Then we get a better
solution a∗∗ for L , such that

a∗∗t =

{
a∗t −δ , t = k

a∗t , otherwise
.

This solution still meets all the constraints of L , because 1) a∗k −
δ ≥ ck ≥ lk, and 2) r∗∗v+1 = rv+1, . . . ,r∗∗T = rT , where r∗∗t are residual
batch tasks corresponding to a∗∗. To show the latter statement,
notice that by Lemma 11, a∗∗t = a∗t −δ implies r∗∗k+1 ≤ rk+1+δ ; by
Lemma 10, this further implies r∗∗v ≤ rv +δ . Thus, we have r∗∗v +
bv + cv−a∗∗v ≤ (rv +δ )+bv + cv−a∗v ≤ 0, which implies r∗∗v+1 =
rv+1 = 0. And r∗∗v+2 = rv+2, . . . ,r∗∗T = rT follows since a∗∗t = a∗t
for t = v+ 1, . . . ,T . We have constructed the contradiction. Thus,
Claim 1 holds.

Combining Claim 1 with (9), we get that r′v = rv − ∆, which
implies r′v+1 = rv+1 (recall c′v = cv + ∆). Since from time slot
v+ 1 the two problems L and L ′ are exactly the same, we have
r′T+1 = rT+1 = 0, which means a∗ is also a feasible solution of
L ′.

C.2 Proof for Lemma 6
Lemma 6 follows directly by the following lemma.

LEMMA 14. For problem L (b,c, l,A), if there exists cv, v ∈
{1, . . . ,T}, such that cv < lv, and for any t ≤ v we have bt = 0, then
by setting c′ same as c except that c′v = lv, we get a new problem
L (b,c′, l,A), whose feasible set is equivalent to the feasible set of
L (b,c, l,A).

PROOF. We can clearly see that for any feasible solution a for
L (b,c, l,A), since at ≤max{ct , lt} and bt = 0 for t ∈{1, . . . ,v}, we
have that rv+1 = r′v+1 = 0. By induction, it holds that rt = r′t = 0 for
any t > v. Thus a is also a feasible solution for L (b,c′, l,A).

C.3 Proof for Lemma 7
We need the following “non-slackness” lemma and ”concave

minimum” lemma, which are the two key insights of Lemma 7.

LEMMA 15 (NON-SLACKNESS). For any problem L (b,c, l,A)
such that ct ≥ lt for any t, the optimal solution a∗ = (a∗1, . . . ,a

∗
T )

will make rt +bt + ct −a∗t ≥ 0 for any t.



PROOF. The lemma holds, since otherwise we can decrease a∗t .

LEMMA 16 (CONCAVE-MINIMUM). For a concave function
g(x), given any x1,x2,x3,x4, such that x1 ≤ x3 ≤ x4 and x1 + x4 =
x2 + x3, it holds that g(x1)+g(x3)≤ g(x2)+g(x3).

PROOF. This lemma follows directly by the definition of the
concave function.

Lemma 7 follows directly by the following lemma.

LEMMA 17. For any problem L (b,c, l,A) such that ct ≥ lt for
any t, assume bu is the largest index u such that bu > 0, and v is
the index such that v = argmaxt{ct | t ≥ u,at < A} (break the tie
arbitrarily). Denote that ∆ = min{bu,A− cv}. Set c′ and b′ same
as c and b, except that c′v = cv +∆ and b′u = bu−∆. It holds that
any optimal solution for L (b′,c′, l,A) is also an optimal solution
for L (b,c, l,A).

PROOF. For notation simplicity, we use L to denote L (b,c, l,A),
and use L ′ to denote L (b′,c′, l,A).

First we show that an optimal solution of L exists such that av ≥
cv +∆. Assume we have an optimal solution a∗ for L , such that
a∗v < cv+∆, then there must exist v′ ≥ u (v′ 6= v) such that a∗v′ > cv′ ,
otherwise we cannot finish all batch tasks at the end. We set a∗∗v =
a∗v + δ and a∗∗v′ = a∗v′ − δ , where δ = min{a∗v′ − cv′ ,A− a∗v}, and
keep a∗∗t = a∗t for other t’s. Then, it holds that a∗∗ is also a feasible
solution since it meets the constraints and can also complete all
tasks at the end5.

Observe that δ = a∗v′−cv′ implies cv′ = a∗∗v′ ≤ a∗v ≤ a∗∗v , since by
definition cv′ ≤ cv; while δ = A−a∗v implies a∗∗v′ ≤ a∗v′ ≤ a∗∗v = A.
Either case implies g(a∗∗v′ )+g(a∗∗v )≤ g(a∗v′)+g(a∗v) (see Lemma 16),
which shows a∗∗ is at least as good as a∗. We can do this kind of
adjustment again and again, without decreasing the value of the ob-
jective function, until either av = A (saturated), or at = ct for any
t ∈ {u, . . . ,T}/{v}, which indicates that we can eventually get an
optimal solution such that av ≥ cv +∆.

Then we show that if an solution of L satisfying that av≥ cv+∆,
then it is also a feasible solution of L ′, because 1) the constraints
c′t ≤ at ≤ A still hold (we only need to check the case when t = v);
2) in order to show r′T+1 = 0, we have

r′T+1 =
T

∑
t=u

(r′t +b′t + c′t −at)
+

(a)
= ((r′u +b′u)+

T

∑
t=u

c′t −
T

∑
t=u

at)
+

(b)
= ((ru +bu−∆)+∆+

T

∑
t=u

ct −
T

∑
t=u

at)
+

= rT+1 = 0 ,

where (a) holds since bu+1 = . . . = bT = 0, and (b) holds since
b′u = bu−∆, c′v = cv +∆ and r′u = ru (we can use induction to show
r′t = rt for all t ≤ u).

5Recall that by definition we have bt = 0 for any t ∈ {u+1, . . . ,N−
1}, so as long as the constraints ct ≤ at ≤ A are met and we also
have ru +bu = (au−ct)+ . . .+(aT −cT ), it can finish all the tasks
at the end so it is a feasible solution.
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ABSTRACT
Multi-resource sharing for concurrent workflows necessitates
a fairness criteria to allocate multiple resources to work-
flows with heterogeneous demands. Recently, this problem
has attracted increasing attention and has been investigated
by assuming that each workflow has a single class of jobs
and that each class contains jobs of the same demand pro-
file. The demand profile of a class represents the required
multi-resources of a job. However, for typical applications in
cloud computing and distributed data processing systems, a
workflow usually needs to process multiple classes of jobs.
Relying on the concept of slowdown, we characterize fair-
ness for multi-resource sharing and address scheduling for
multiclass workflows. We optimize the mixture of different
classes of jobs for a workflow as optimal operation points to
achieve the least slowdown, and discuss desirable properties
for these operation points. These studies assume that the
jobs are infinitely divisible.

When jobs are non-preemptive and indivisible, any fair-
ness criteria that only relies on the instantaneous resource
allocation cannot be strictly maintained at every time point.
To this end, we relax the instantaneous fairness to an aver-
age metric within a time interval. This relaxation introduces
a time average to fairness and allows occasional, but not too
often, violations of instantaneous fairness. In addition, it
brings flexibility and opportunities for further optimization
on resource utilization, e.g., using bin-packing, within the
constraint on fairness.

1. INTRODUCTION
Multi-resource fair allocation is a fundamental problem

in designing computing systems shared by multiple work-
flows. A workflow consists of multiple classes of jobs, and
each class contains multiple jobs. This general definition de-
scribes many applications. For example, a MapReduce [1]
job can be viewed as a workflow. It contains two classes of
jobs: map tasks and reduce tasks. Dryad [12] and Spark [2]
can support more than two classes of jobs. These appli-
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cations in cloud computing and distributed data processing
systems rely on efficient allocation of multiple resources, e.g.,
CPU time, memory space, I/O bandwidth, network trans-
mission, software licenses, to name just a few. This practical
requirements foster the research on fair sharing of multiple
resource types [8, 13, 17, 14, 5, 4].

In a degenerate case when all workflows consume a sin-
gle type of resource, fairness has been well studied [21, 11],
primarily due to the complete preference order induced by
the fraction of the resource used for each running work-
flow. Recently, the problem on fair sharing of multiple re-
sources among multiple workflows has attracted much atten-
tion [8, 13, 17, 14, 4]. These studies assume that a workflow
contains multiple identical jobs and that each job demands
a certain amount of resource for each of the multiple types
of resources. Therefore, a job class can be characterized by

Figure 1: Multi-resource requirement of 2 workflows

a demand profile, as a vector described by the required units
of each type of resource for a unit of job. As illustrated in
Fig. 1, a job of workflow 1 uses 8 CPUs and 6 memories,
represented by a profile (8, 6). Similarly, the job profile of
workflow 2 is (4, 13).

Because of heterogeneous demands, it is quite common
that some jobs require more CPU than memory and others
require more I/O bandwidth than CPU. If each job class
only consumes a single type of resource, then the workflow’s
resource usage can be represented by a scalar, which im-
plies a complete preference order. However, with multiple
resources, the resource requirements are vectors according to
the demand profiles, allowing only a partial order. There-
fore, a fairness criteria is needed to schedule multiple work-
flows on a shared computing cluster. Specifically, in a single
resource setting, most scheduling policies satisfy the work-
conserving property, in the sense that all resources are fully
utilized when there are unfinished workloads. For the multi-
resource setting, due to job profiles that have proportional



resource requirements for different types, it is possible that
some resources have leftover that cannot be utilized at all.
For example, only two jobs of profile (8, 6) can be served on
a cluster with capacity (16, 30). It will have 30− 2× 6 = 18
units of leftover for the second type of resource. There-
fore, fairness can impact system efficiency. To this purpose,
a fairness criteria called dominant resource fairness [8] has
been proposed, which is to allocate resources on the dom-
inant shares according to max-min fairness. It has been
shown [8, 17, 13, 14] that this fairness has a number of prop-
erties, such as sharing incentive, envy free, Pareto optimal
and strategy proof.

However, for many real applications, e.g., MapReduce [1],
Dryad [12], Spark [2], a workflow usually contains multiple
classes of jobs, where each class has a different demand pro-
file for resources. For example, a MapReduce job consists
of both map tasks and reduce tasks. It is possible that a
map task is CPU intensive and a reduce task is I/O inten-
sive. In addition, in some applications different classes of
jobs of the same workflow can be executed in parallel with
arbitrary combinations, and in other cases there are restric-
tions that are caused by job dependency constraints so that
only specific combinations of different job classes are possi-
ble. For all of these applications, it is important to study
the fairness and the optimal mixing of different classes of
jobs since a workflow cannot be simply characterized by a
single demand profile as assumed in [8, 13, 14]. The exist-
ing frameworks, e.g., dominant resource fairness [8, 13], and
proportional fairness [4], are thus not directly applicable for
this setting.

In this study, we distinguish two different cases: 1) jobs
are infinitely divisible and, 2) jobs are indivisible and non-
preemptive. For the first case, if the allocated resources are
not enough for an entire job, a fraction of the job can be
launched. This is the assumption made in [8, 13, 14, 4].
For the second case, every job has to be launched in its en-
tirety, and the job keeps running until finish. During the
execution of the job, the occupied resources will not be used
by any other workflows. For the first case, we consider in-
stantaneous fairness that needs to be satisfied at each time
point. This criteria only depends on the resource allocation
at that specific time. Thus, we do not need to consider work-
flow arrivals and departures. However, for the second case,
since jobs are non-preemptive and indivisible, instantaneous
fairness cannot be guaranteed. We relax the instantaneous
fairness to an average measurement on a time interval. This
relaxation introduces a time average to fairness and allows
occasional, but not too often, violations of instantaneous
fairness. In addition, it brings flexibility and opportunities
for further optimization on resource utilization, e.g., using
bin-packing, within the constraint on fairness.

2. ILLUSTRATIVE EXAMPLE
To illustrate the problem, consider a system of 10 CPUs

and 1000GB memory with two workflows A and B. A has
two classes of jobs. Each class can have multiple jobs. A job
of class A1 requires 1 CPU and 125GB memory, and a job of
class A2 requires 5 CPUs and 80GB memory. Thus, A has
two job profiles (1, 125) and (5, 80). B has three classes of
jobs, with B1 requiring 2 CPU and 50GB memory for each
job, B2 requiring 4 CPUs and 25GB memory for each job,
and B3 requiring 6 CPUs and 80GB memory for each job.
It has three job profiles (2, 50), (4, 25) and (6, 80).

We first review dominant resource fairness [8] by assum-
ing that workflows A and B only has a single class, i.e., A1

and B1 with job profiles (1, 125) and (2, 50), respectively. In
addition, we assume that the jobs are infinitely divisible. Af-
ter calculations, the dominant resource fairness allocates the
limited resources by launching 40/9 jobs for A and 25/9 jobs
for B. We use a notion on slowdown of a workflow to evaluate
the allocation process from a slightly different perspective.
By this notion, we interpret dominant resource fairness in
a way that can be generalized to the setting when jobs are
non-preemptive and indivisible.

Suppose that the whole cluster is dedicated to serve A.
Then min{10/1, 1000/125} = 8 jobs of typeA1 can be launched.
By the same reason, min{10/2, 1000/50} = 5 jobs of type
B1 can be launched for workflow B. Because of sharing, only
NA ≤ 8 and NB ≤ 5 numbers of jobs can be launched for A
and B, respectively. The slowdown of workflow A is equal
to NA/8 and the slowdown of workflow B is equal to NB/5.
A resource allocation is said to be fair for A and B, if their
slowdowns are equal, i.e., η = NA/8 = NB/5. The goal is
to fully utilize the available resources, thus,

max η

subject to NA × 1 +NB × 2 ≤ 10, for CPU

NA × 125 +NB × 50 ≤ 1000, for memory

η = NA/8 = NB/5, for fairness

which yields

η = min{10/ (8× 1 + 5× 2) , 1000/ (8× 125 + 5× 50)}
= 5/9.

This result implies that NA = 8 × 5/9 = 40/9 and NB =
5× 5/9 = 25/9. In this case, CPU is fully utilized.

The problem becomes more complicated when A and B
have multiple classes of jobs of different profiles. In order to
fairly allocate resources to multi-class workflows, we choose
to generalize the notion of slowdown for this setting. Then,
equalizing the slowdowns of different workflows yields a fair
allocation. If we specify the slowdowns of all jobs to be
equal, it is possible that there are still leftover resources of
some types while other types are saturated. This problem
has been discussed in [17]. In this case, if a class does not
need these saturated types of resources, we can further in-
crease the number of running jobs of this class, which will
eventually make the slowdowns to be unequal. To address
this issue, we can either make an assumption that every job
class requires all types of resources, or allow multiple rounds
of job allocation. In each round, we only consider those
types of classes that can be further increased, constrained
by fairness and the available leftover resources.

Consider the situation when the whole cluster is dedicated
to serve workflow A, with job profiles A1 and A2 as de-
scribed earlier. The number of jobs that can be supported
for serving workflow A form a feasible set SA = {(x, y) :
x(1, 125) + y(5, 80) ≤ (10, 1000), x ≥ 0, y ≥ 0}, where x and
y denote the number of running jobs of type A1 and A2,
respectively. The boundary subset PA = {(x, y) : (x, y) ∈
SA and there is no w ∈ SA withw > (x, y)} defines a Pareto
curve where the capacity constraint is satisfied. The execu-
tion speed of the workflow A increases by xc/x = yc/y times
when the operation point (x, y) proportionally increases to a
point (xc, yc) ∈ PA. The slowdown of operation point (x, y)
can be defined by x/xc, which is equal to y/yc. The same



arguments can be applied for other workflows, e.g., B, which
has three types of job profiles, B1, B2, B3.

Figure 2: Slowdown with 2 classes of jobs

When jobs are indivisible, the numbers of running jobs
of every class have to take integer values. In this case,
we can still map an operation point (x, y), x, y ∈ N+ to a
point (xc, yc), xc, yc ∈ N+ within the feasible set, such that
x/xc = y/yc and there exists no other feasible point (x′c, y

′
c)

with x′c > xc, y
′
c > yc. Thus, the point (xc, yc) may not lie

on the Pareto curve. The slowdown can be defined by the
ratio between these two points, similar to the divisible case.

3. MODEL DESCRIPTION
Assume that a job of class j, 1 ≤ j ≤ J belonging to work-

flow i, 1 ≤ i ≤ I requires Rij(r) of resource type r. In the
rest of the paper, we use AT to denote the transpose of a
matrix A. Thus, the demand profile of a class j of workflow
i can be described by a vector Rij = (Rij(1), · · · , Rij(r))

T .
Let Nij denote the number of jobs allocated to class j of
workflow i, which is determined by the scheduling algorithm
at the run time. We call {Nij} the operation point of work-
flow i. This operation point moves dynamically when the
other workflows that share with i changes.

Denote by Cr the capacity of resource r. We have the
following constraints, for all r,∑

i

∑
j

Rij(r)Nij ≤ Cr.

Let Ri = (Ri1, · · · , RiJ) be a I × J matrix, and Ni =
(Ni1, · · · , NiJ)T , C = (C1, · · · , Cr)T be two vectors. We
have

I∑
i=1

Ri ×Ni ≤ C. (1)

We consider two different assumptions. The first assumes
that jobs are like fluid and infinitely divisible. Any fraction
of a job can be served. The second studies the situation
when jobs are indivisible and non-preemptive. Every job
has to be served in a whole unit, and the occupied resources
will not be used by any other jobs during the execution of
the job.

For the first case, we can define an instantaneous fairness
at every time point. Therefore, we do not need the informa-
tion on when the workflows arrive and depart. Instead, we
assume that at a generic time point, all workflows are pro-
cessed simultaneously in the shared cluster. Since Nij can
take any positive real values, in view of (1), it is clear that

the set NS
i = {Ni ∈ RJ : Ri×Ni ≤ C,Ni ≥ 0} forms a con-

vex set. For each workflow i, we can characterize a Pareto
curve for the vector Ni by assuming that the whole cluster
with resources C is dedicated to service i. Specifically, let
NP

i be the maximal subset of NS
i such that

NP
i =

{
z ∈ NS

i : there is no w ∈ NS
i such that w > z

}
,

(2)

which represents the set of optimal operation points when
workflow i is served exclusively in the cluster. As multiple
workflows are processed simultaneously on the same cluster,
the operation point of each workflow will move below the
optimal curve and lie within the set NS

i .
To be fair for all workflows with divisible jobs, we can

specify that the slowdowns of all workflows to be equal.
However, it is possible that there are still leftovers for some
types of resources while the other types are saturated, as al-
ready addressed in [17]. If a class of jobs does not need these
saturated types of resources, then they can utilize the still
available resources, which can further decrease their slow-
downs. Therefore, eventually we will observe uneven slow-
downs. This problem can be avoided if every job requires
all types of resources. Otherwise, we need to run multiple
rounds of job allocation. In each round, we only consider
those types of classes that can still be increased using the
available resources.

The second case is when jobs are non-preemptive and in-
divisible. Unlike the previous case that only needs to focus
on a specific time point, we assume that workflow i arrives
at time si and departs the cluster at time fi. Every job, once
started, will take some execution time, during which the oc-
cupied resources will not be used by others. We require that
Nij take only integer values. The set

NS
i = {Ni ∈ ZJ : Ri ×Ni ≤ C,Ni ≥ 0} (3)

contains discrete elements. We can still define the set of
optimal operation points the same as in (2). Since Nij only
take integer values, it is possible that no further jobs can be
launched while at the same time every types of resources are
not saturated. For example, consider the available resources
(50, 100) with a job profile (40, 80). Only one job can be
launched and (10, 20) will be the leftover resources. Though
both types of resources have surpluses, they are not enough
for serving a whole unit of job.

4. DIVISIBLE JOBS
In this section, we assume that the jobs are infinitely di-

visible Nij ∈ R+. Because of this assumption, we only need
to investigate fairness at a generic time, since the following
argument applies for every time point. As explained earlier,
we need to introduce a definition of slowdown for mulit-
class workflows. We say an allocation is fair for concurrent
workflows if they experience the same slowdown. For an op-
eration point p ∈ NS

i for workflow i, we define its slowdown
ηi by relating p to a corresponding point pC ∈ NP

i .

Definition 1. The slowdown of workflow i at operation
point p ∈ NS

i is defined as

ηi(p) = inf
{
x : p/x ∈ NS

i , x ∈ R+
}
.

We can specify that all concurrent workflows have the same
slowdown at any time, under the assumption that Rij > 0



for all i, j. Without this assumption, the slowdowns do not
need to be equal, as explained in Section 3.

There could be a constraint on the combinations of differ-
ent classes of jobs that can run simultaneously for a work-
flow. For some applications, the percentages of different job
classes of a workflow remain fixed, i.e., the ratios between
Nij being fixed for different j. In this situation, multiple
jobs of different classes are combined proportionally, which
essentially is equivalent to a single class workflow. For other
scenarios, a workflow has the flexibility to change the per-
centages of running jobs of different classes. Depending on
how different jobs are mixed together, the workflow slow-
down can also change accordingly. Therefore, a decision on
the optimal combination of different classes of jobs is critical.
Our objective is to maximize the slowdowns of all concurrent
workflows. In addition, we want to fully utilize all available
resources and maximize the resource usages.

In this section, we consider a special case with only two
types of resources r1, r2, e.g., CPU and memory. We normal-
ize the demand profile such that the largest element is equal
to 1. Because of this normalization, the demand profiles are
on the set {(r1, r2) : 0 ≤ r1 ≤ 1, r2 = 1}∪{(r1, r2) : 0 ≤ r2 ≤
1, r1 = 1}. Denote by P i

1 , P
i
2 , · · · , P i

J the profiles of workflow
i with P i

j = (pij1, p
i
j2), and by xi1, x

i
2, · · · , xiJ the percentages

for mixing these job profiles together,
∑J

j=1 x
i
j = 1. Then,

the equivalent profile of mixing these jobs is equal to

P i = (pi1, p
i
2) =

∑J
j=1 x

i
jP

i
j

||
∑J

j=1 x
i
jP

i
j ||∞

, (4)

where ||(y1, y2)||∞ = max(y1, y2).
For workflow i, suppose that Nij/

∑
j Nij has a constraint

that it is within an interval [ξil, ξir]. Then, the feasible com-
bined profiles can be shown to lie in a close set. Using the
mapping defined by (4), we can compute the set Si of nor-
malized profiles for workflow i.

Figure 3: Equivalent profile for mixing 4 profiles

First, we maximize the slowdown by the following proce-
dure. In the set Si, we can always find out an edge subset S′i
containing at least one but at most two points in the form
of either (1, yi) or (xi, 1), where xi, yi are minimal. We find
the solution to the following optimization

ζ = min
pij∈S

′
i

max
j=1,2

∑
i

pij , (5)

and the maximal slowdown η is equal to 1/ζ. This solution
also defines a corresponding operation point, at which at
least one of the resources is saturated. If both resources are
saturated, it gives the optimal operation point. Otherwise,

there is a type of resource rast that still has leftover. The
next step is to increase the resource usage of rast. To this
end, we adjust the mixing of the classes of jobs. For all jobs
with profiles that do not have a dominant share for rast, we
can increase the value of the profile for rast until either rast

is saturated or this value cannot be increase anymore. In
this step, it is possible to obtain multiple optimal operation
points. Thus, the result is not always unique.

Using the aforementioned procedure, we can obtain the
optimal operation points. It can be shown that these points
all satisfy sharing-incentive in the sense that each job gets
no less than a 1/n share of its dominant resource for n con-
current workflows. In addition, these allocations also satisfy
envy-free property, which means that any workflow cannot
get a better slowdown by using another workflow’s alloca-
tion. An interesting result is that the envy-free property is
not satisfied when the system works in a operation point that
is fair but not efficient, i.e., all workflows having the same,
but not maximal, slowdown. Furthermore, it can be shown
that the system is strategy-proof that a workflow cannot in-
crease its slowdown by modifying its edge subset S′i. It is
possible that a workflow has the same set S′i after changing
its job profiles.

5. INDIVISIBLE JOBS
The previous study assumes that jobs are infinitely divis-

ible: if the allocated resources are not enough for an entire
job, a fraction of the job can be launched. This is the as-
sumption made in [8, 13, 14, 4], under which the fairness can
be guaranteed instantaneously at each time.

However, for many applications, jobs are non-preemptive
and each can only be launched as a whole unit. Therefore,
instantaneous fairness is not always possible. For example,
when a new workflow arrives and sees no available resources,
it has to wait until some running jobs finish before it can
launch some of its jobs. During the waiting period, the new
workflow obtains no service at all, which is considered to be
unfair if the fairness criteria only depends on the allocated
resources at each time. Therefore, the instantaneous fairness
cannot be used and an average slowdown over a time interval
may be a better option.

In order to deal with this difficulty, we introduce an av-
erage fairness measured over a time interval, instead of the
strict definition only depending on the allocated resources of
a specific time point. The job profile of a workflow defines
the required amount of resource of each type for every job
of this user. Once a job is launched, it takes some time to
execute. We assume that the job execution times of different
classes are all upper bounded by a finite constant C. Since
the jobs are non-preemptive, the occupied resources cannot
be used by others during the execution. After the job fin-
ishes, it returns the resources to the cluster, which can be
further allocated to other jobs. Similar to the divisible case,
using the definition in (3), the slowdown of workflow i at
operation point p ∈ NS

i is defined as

ηi(p) = inf
{
x : p/x ∈ NS

i , x ∈ R+
}
.

In this section, we assume that each workflow has a single
class, and thus we replace workflow by user to emphasize the
difference. Suppose that user i arrives at a cluster at time
si, and spend some time ti in execution before it leaves the
cluster at time fi.



First, we use an example to illustrate that the instanta-
neous fairness that only relies on the allocated resources at
the current time point can lead to unfair scheduling decisions
when the jobs are non-preemptive and indivisible. Consider
a cluster with 100 units of a single type of resource shared
by user A and B. Both A and B has a lot of jobs to finish.
Each job of user A requires 30 units of resources, and each
job of user B requires 10 units of resources. In addition,
we assume that a job of user A takes 100 units of time to
finish, compared to a job of user B, which only needs 1 unit
of time to finish. Suppose that at time 0 two jobs of user A
and 4 jobs of user B run simultaneously in the cluster, which
consumes 2× 30 + 4× 10 = 100 resources. At time 100, the
two jobs of user A finishes. Since user B only receives 40%
of the resources, due to fairness, the scheduler will increase
the number of running jobs for user B. Therefore, user A
can only run one job at time 100. During the time period
100 to 101, user A runs one job and user B can run 7 jobs.
When the jobs of user B finish at time 101, the scheduler
notice that user A only receives 30% of the resources, and it
will increase the number of running jobs for A to 2. Roughly
speaking, the allocation of 2 jobs for user A and 4 jobs of
user B running simultaneously will occur for most of the
time during the course of execution. As the process contin-
ues, user A will get more computation resources from the
cluster than user B over a long run. The percentages are
approximately equal to 60% and 40% for user A and B,
respectively.

This unfairness can be more pronounced when consider-
ing the fact that a cluster consists of many small computer
nodes of different sizes. The resources allocated to jobs are
from these separate discrete computer nodes, and a running
job needs to use the resources from a single node. There-
fore, if the resources on one computer node are not enough
for a job, the job still cannot be served even though the to-
tal accumulated available resources on the whole cluster are
abundant. We say that a set of resources are eligible for a
user if they can be used to serve the respective jobs. Con-
sider the following a cluster that has two subsets S1 with
50 computer nodes of size (10, 1000) and S2 with 50 nodes
of size (4, 500). If the user A has the job profile (5, 500),
then the only eligible set of nodes are S1 with 50 ones of size
(10, 1000). Though the user can use the whole cluster, it is
as if the user has been deprived of the access to S2. There-
fore, when we compare fairness of user A with any other
user, say B, we should not consider the usage of user B on
S2. Instead, we can consider the maximal set of resources
that both A and B can use. They are consider to have fair
shares if their allocation on that set of resources are fair.

Let Ni(t) ∈ N denote the number of running jobs of user
i at time t, with Ni ∈ N being the maximum number of
jobs that user i can be launched in the cluster assuming
that no other users are present. The slowdown of user i at
time t is equal to ηi(t) = Ni(t)/Ni. The average slowdown
over a time interval [a, b], b− a = l is defined as ηi([a, b]) =∫ b

a
ηi(t)dt/l.

Definition 2. For two users, u1 and u2, who can also share
resources with other users, an allocation is (l, ε)-fair for u1

and u2, if during any time interval [a, b] of length l = b− a
when u1 and u2 are served simultaneously in the cluster, the
ratio between the average slowdowns of u1 and u2 on [a, b]

Figure 4: Illustration of fair allocation

are different by at most 1 + ε, ε > 0, i.e.,

1

1 + ε
≤ ηu1([a, b])

ηu2([a, b])
≤ 1 + ε.

Next, we propose a scheduling algorithm so that all shar-
ing users are treated (l, ε)-fair, under the assumption that
the execution times of all jobs are bounded by a constant
C. We want to have the following property: for any given
ε > 0, there exists a finite l > 0 such that the scheduling
algorithm guarantees all workflows to be (l, ε)-fair.

Figure 5: Dynamics of M(t) and Z(t)

Let M(t) be the number of users running simultaneously
in the cluster at time t. The slowdown of user i is equal to
ηi(t). For a user that still has unfinished workload at time
t, define

Zi(t) =
ηi(t)∑M(t)

n=1 ηn(t)
,

as illustrated in Fig. 5. The following function for user i at
time t > si on a time interval [max(t− l, si), t] is defined by

Ci(t) =

∫ t

max(t−l,si)

Zi(x)M(x)dx.

We can use Ci(t) as a performance indication function, since
ideally Ci(t) should be very close to l for all users and any
time t. Based on Ci(t), a straightforward algorithm is to
sort all users that are still running in the cluster according
to Ci(t) in ascending order at each time t, and launch a job
from the user with the smallest Ci(t) whenever possible.

This indicator function captures time dependence, which
is missing in any approach that only specifies instantaneous
fairness requirement. To see this point, consider an extreme
case that each user can only run one job in the cluster. With-
out using the past information about the already accumu-
lated service, we cannot fairly allocate the resources to mul-
tiple users. This becomes important when multiple users
with different profiles are sharing the cluster together. For
example, it is possible that some users have jobs requiring a
lot of resources and other small jobs each only need a small



amount of resources. These small jobs can be squeezed into
the resource “fragments” but large jobs cannot. We need to
track the accumulated resource allocation over time.

When the jobs are infinitely divisible and the jobs have
multi-dimensional profiles, it can be shown that the previ-
ous algorithm is equivalent to dominant resource fairness as
l → 0. Furthermore, if all job profiles are identical, this
algorithm is the same as processor sharing when l→ 0.

In the multi-resource scenarios, carefully packing jobs of
various profiles can help to fully utilize the resources of dif-
ferent types. However, if the fairness criteria is too strict,
there will not be enough room for the scheduling algorithm
to optimize the packing of jobs.

Figure 6: Relax the candidates for launching jobs

In order to make room for further optimization, we change
the algorithm to the following. Still, we sort all users that
are still running in the cluster according to Ci(t) in ascend-
ing order at each time t. For the user u∗ with the small-
est Cu∗(t), we define a set of users S(t, p) = {i : Ci(t) ≤
(1+p)Cu∗(t)} for a fixed p > 0. Every user in the set S(t, p)
is eligible to launch a job immediately after t. The decision
on which user to be selected can be determined by other
objective functions, e.g., improving resource utilization by
bin-packing algorithms [9].

The reason why this algorithm maintains fairness can be
heuristically argued as follows. If a user v always obtains
less than its desired fraction of resources, its Cv(t) value
will keep decreasing. This process eventually leads the set
S(t, p) to only contain the single user v. It thus will be
allocated with resources to catch up with other users that
may have temporarily been treated more advantageously.

6. RELATED WORK
As the first attempt of solving the multi-resource alloca-

tion problem for distributed computing, Ghodsi et al. [8]
propose a dominant resource fair sharing (DRF) mechanism
for multi-resource allocation in large scale cloud computing
clusters. DRF generalizes max-min fairness sharing of sin-
gle resource type to multiple resource type with a goal of
maximizing the minimum dominant share for all users. It
also satisfies a number of useful game theory properties such
as sharing incentive (SI), Pareto efficiency (PE), strategy
proofness (SP) and envy-freeness (EF). DRF assumes that
the resource pools are homogeneous and infinitely divisible
which is essentially equivalent to provide a single gigantic
machine to meet the resource requests from all users.

After DRF, multi-resource allocation has gained signifi-
cant attention [17, 5, 10, 13, 14] from both computer science
and economics communities. Dolev et al. [5] introduce a new
way of defining fairness based on bottleneck resources. They
propose bottleneck-based fairness (BBF) allocation meth-
ods in which users are assigned at least the entitlement of
their bottlenecked resources and cannot be justified for com-

plaints. They then theoretically prove the existence of fair
allocations that satisfy no justified complaints. Later on, a
number of techniques generalize DRF to either consider a
larger classes of fairness functions or to account for more
general cases [10, 13, 17]. Gutman and Nisan [10] extend
and generalize BBF [5] and DRF [8] to a larger family of
utilities under Leontief preference from an economic per-
spective. A new class of fairness notion, named general-
ized resource fairness (GRF), are defined based on which
the authors design two polynomial time algorithms for fair
allocation. Note that the second polynomial algorithm tar-
gets an open problem of computing a BBF allocation [5]
relying on a corollary of finding competitive market equi-
libria in a Fisher market. Joe-Wong et al. [13] generalize
DRF and present two classes of fairness functions including
fairness on dominant shares (FDS) and generalized fairness
on jobs (GFJ). Through these functions, they explore the
trade-off between efficiency and fairness, study the impact
of user requests with multi-resource types and discuss condi-
tions where these fairness functions satisfy the game theory
properties. In these techniques, they all assume resources
are continuously divisible. Parkes et al. [17] present another
research effort that generalizes the DRF definition to ac-
count for per job sharing weights and zero demands, and
that compares with related work in economics community
using Leontief preference. They also investigate the social
welfare properties of fair allocation algorithms. Given the
assumption that user requests are indivisible, they design a
polynomial sequential min-max algorithm which allows job
arrival and departure as well as changing task profiles over
time. They discuss the possibility and impossibility of fair-
ness properties when requests are indivisible and provide re-
sults with relaxed notion of fairness under a certain setting.
Our problem setting is different from the above literature
in that we consider multiple different task profiles of a sin-
gle user request instead of the assumption that each user
request is associated with a task profile.

Two independent approaches [4, 14] investigate the im-
pact of dynamic job arrival and departure on fairness and
efficiency of multi-resource allocation problem. Inspired by
the proportional fairness of bandwidth sharing in networks,
Bonald et al. [4] argue that proportional fairness can ob-
tain better efficiency -fairness trade-off. Kash et al. [14]
on the other hand introduce new notion of dynamic Pareto
optimality (DPO) and show that DPO and envy-free are in-
compatible. To tackle the incompatibility, they propose two
relaxations: 1) dynamic envy-free (DEF) based on which a
dynamic DRF allocation method is proposed to satisfy SI,
DEF, SP and DPO; 2) cautious DPO based on which cau-
tious LP are designed to satisfy SI,EF, SP and CDPO. Both
models assume divisible jobs.

While a large portion of related prior art has concentrated
on fair allocation under the assumption that both the re-
source requests of jobs are divisible, Friedman et al. [6]
study the multi-resource fair sharing under a more realis-
tic assumption that resource requests of jobs are indivisible
and there are a number of machines which provide available
resources. Their approach also considers the environments
where containers are used to achieve performance isolation
between tenants. Under this setting, the authors show that
a randomized resource allocation with approximate ex-post
fair, efficient and strategy-proof can be achieved by comput-
ing a weighted max-min over the convex hull of the feasible



region. Another research work by Psomas and Schwartz [19]
considers the cases that task resources are indivisible and
applies bin packing algorithm for allocation. They demon-
strate that the designed mergerDRF algorithm can increase
utilization.

In addition, DRF has been extended and applied in other
fields such as network routing [7, 20], cluster resource allo-
cation for hierarchical organizations [3] and IaaS cloud [16].
Egalitarian division [15] under Leontief preferences and the
cake-cutting problem [18] discuss fair resource allocation
problem in the economic context with an assumption that
resources are divisible. These efforts are different from our
work in that we handle the problem in a more realistic set-
ting where a single user submits multiple different task pro-
files concurrently.

7. CONCLUSION
We generalize the notion of slowdown to address the fair-

ness for multi-class workflows that demand multiple differ-
ent resources. Two cases are considered when jobs are di-
visible and indivisible, respectively. For the first case when
the operation point of a workflow moves dynamically as the
scheduling decisions change, we compare the instantaneous
operation point with one that is mapped onto a Pareto curve
by assuming that the workflow has the whole cluster at its
disposal. We investigate fairness among concurrent work-
flows using slowdown and optimize the mixture of different
classes of jobs for a workflow for better slowdown. Then, for
the second case, in order to handle the situation when jobs
are non-preemptive and indivisible, we relax the strict fair-
ness definition that only depends on the consumed resources
at a particular time to an average slowdown measured over
a time interval. This relaxation allows us to address fairness
for more realistic application scenarios.
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ABSTRACT
Cloud computing offers a new, attractive option to customers for
quickly provisioning any size Hadoop cluster, consuming resources
as a service, executing their MapReduce workload, and then paying
for the time these resources were used. One of the open questions in
such environments is the right choice of resources (and their amount)
a user should lease from the service provider. Typically, there is a
variety of different types of VM instances in the Cloud (e.g., small,
medium, or large EC2 instances). The capacity differences of the
offered VMs are reflected in VM’s pricing. Therefore, for the same
price a user can get a variety of Hadoop clusters based on different
VM instance types. We observe that the performance of MapRe-
duce applications may vary significantly on different platforms. This
makes a selection of the best cost/performance platform for a given
workload a non-trivial problem, especially when it contains multiple
jobs with different platform preferences. We aim to solve the follow-
ing problem: given a completion time target for a set of MapReduce
jobs, determine a homogeneous or heterogeneous Hadoop cluster
configuration (i.e., the number, types of VMs, and the job schedule)
for processing these jobs within a given deadline while minimizing
the rented infrastructure cost. In this work,1 we design an efficient
and fast simulation-based framework for evaluating and selecting the
right underlying platform for achieving the desirable Service Level
Objectives (SLOs). Our evaluation study with Amazon EC2 plat-
form reveals that for different workload mixes, an optimized plat-
form choice may result in 45-68% cost savings for achieving the
same performance objectives when using different (but seemingly
equivalent) choices. Moreover, depending on a workload the hetero-
geneous solution may outperform the homogeneous cluster solution
by 26-42%. We provide additional insights explaining the obtained
results by profiling the performance characteristics of used applica-
tions and underlying EC2 platforms. The results of our simulation
study are validated through experiments with Hadoop clusters de-
ployed on different Amazon EC2 instances.

1. INTRODUCTION
Cloud computing offers a new delivery model with virtually un-

limited computing and storage resources. This is an attractive op-
tion for many users because acquiring, setting up, and maintaining
a complex, large-scale infrastructure such as a Hadoop cluster re-
quires a significant up-front investment in the new infrastructure,
1This paper is an extended version of our ealier workshop paper [20]. This work was
originated during Z. Zhang’s internship at HP Labs. Prof. B. T. Loo is supported in part
by NSF grants CNS-1117185 and CNS-0845552.

Copyright is held by author/owner(s).

training new personnel, and then a continuous maintenance and man-
agement support, that can be difficult to justify. Cloud computing
offers a compelling, cost-efficient approach that allows users to rent
resources in a “pay-per-use” manner. For many users this creates
an attractive and affordable alternative compared to acquiring and
maintaining their own infrastructure.

A typical cloud environment provides a selection of different ca-
pacity Virtual Machines for deployment at different prices per time
unit. For example, the Amazon EC2 platform offers a choice of
small, medium, and large VM instances (among the other choices),
where the CPU and RAM capacity of a medium VM instance is two
times larger than the capacity of a small VM instance, and the CPU
and RAM capacity of a large VM instance is two times larger than
the capacity of a medium VM instance. This resource difference is
also reflected in the price: the large instance is twice (four times)
more expensive compared with the medium (small) VM instance.
Therefore, a user is facing a variety of platform and configuration
choices that can be obtained for the same cost.

To demonstrate the challenges in making an optimized platform
choice we performed a set of experiments with two popular appli-
cations TeraSort and KMeans2 on three Hadoop clusters3. deployed
with different type VM instances:
• 40 small VMs, each configured with 1 map and 1 reduce slot;
• 20 medium VMs, each configured with 2 map and 2 reduce

slots, and
• 10 large VMs, each configured with 4 map and 4 reduce slots.

Therefore, the three Hadoop clusters can be obtained for the same
price per time unit, and they have the same number of map and re-
duce slots for processing (where each slot is provisioned with the
same CPU and RAM capacities). Figure 2 shows the summary of
our experiments with TeraSort and KMeans.
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Figure 1: Normalized completion time of two applications executed on
different types of EC2 instances.

Apparently, the Hadoop cluster with 40 small VMs provides the
best completion time for a TeraSort application as shown in Fig-
2In this work, we use a set of 13 applications released by the Tarazu project [2] with
TeraSort and KMeans among them. Table 2 in Section 6 provides application details and
corresponding job settings (the number of map/reduce tasks, datasets sizes, etc.)
3We use Hadoop 1.0.0 in all experiments in the paper.



ure 1 (a). The completion time of TeraSort on the cluster with small
VMs is 5.5 (2.3) times better, i.e.,smaller, than on the cluster with
large (medium) VMs. Since the cost of all three clusters per time
unit is the same, the shortest completion time results in the lowest
monetary cost the customer should pay. Therefore, the Hadoop clus-
ter with 40 small VMs offers the best solution for TeraSort. By con-
trast, the Hadoop cluster with 10 large VMs is the best option for
KMeans as shown in Figure 1 (b). It outperforms the Hadoop cluster
with small VMs by 2.6 times when processing KMeans. This exper-
iment demonstrates that seemingly equivalent platform choices for a
Hadoop cluster in the Cloud might result in a different application
performance that could lead to a different provisioning cost.

The problem of optimized platform choice becomes even more
complex when a given workload contains multiple jobs with dif-
ferent performance preferences. Intuitively, if performance of jobs
in the set would benefit from the small VMs (or large VMs) then
the platform choice for a corresponding Hadoop cluster is relatively
straightforward. However, if a given set of jobs has the applications
with different performance preferences, then a platform choice be-
comes non-trivial. Figure 2 shows completion times (absolute, not
normalized) of TeraSort and KMeans on three Hadoop clusters de-
ployed with different type VM instances (these graphs resemble the
normalized results shown in Figure 1). Apparently, when making a
decision on the best platform for a Hadoop cluster to execute both of
these applications (as a set) in the most cost effective way, one needs
to look at the reduction of absolute execution times due to the choice
of a common underlying platform.

 0

 1000

 2000

 3000

 4000

 5000

 6000

small medium large

Jo
b

 C
o

m
p

le
ti

o
n

 T
im

e 
(s

)

(a) TeraSort

 0

 5000

 10000

 15000

 20000

 25000

 30000

 35000

 40000

small medium large

Jo
b

 C
o

m
p

le
ti

o
n

 T
im

e 
(s

)

(b) KMeans

Figure 2: Completion time of two applications executed on different
types of EC2 instances.

Apparently, the absolute time benefits from processing KMeans
on the large VMs significantly overweight the benefits of processing
TeraSort on the small VMs.

In this work, we aim to solve the problem of the platform choice
to provide the best cost/performance trade-offs for a given MapRe-
duce workload and the Hadoop cluster. As shown in Figures 1, 2 this
choice is non-trivial and depends on the application characteristics.
The problem is even more difficult when the performance objective
is to minimize the makespan (the overall completion time) of a given
job set. In this work, we first offer a framework for solving the fol-
lowing two problems. Given a workload, select the type and size of
the underlying platform for a homogeneous Hadoop cluster that pro-
vides best cost/performance trade-offs: i) minimizing the cost (bud-
get) while achieving a given makespan target, or ii) minimizing the
achievable jobs makespan for a given budget.

We also observe that a user might have additional considerations
for a case with node failure(s). Hadoop is designed to support fault-
tolerance, i.e., it will finish job processing even in the case of a node
failure by using the remaining resources and restarting/recomputing
failed tasks. However, if the cluster is based on 40 small VM in-
stances then a single node failure leads to a loss of 2.5% of the over-
all resources, and it impacts only a limited number of map and re-
duce tasks. While in the cluster based on 10 large VM instances,
a single node failure leads to a loss of 10% of the overall resources
and a much higher number of impacted map and reduce tasks. We

provide an extension of the proposed framework for selecting and
sizing a Hadoop cluster to support the job performance objectives in
case of node failure(s) in the cluster.

In our earlier work [22], we discussed a framework for the opti-
mized platform selection of a single homogeneous Hadoop cluster.
However, a homogeneous cluster might not always present the best
solution. Intuitively, if a given set of jobs has the applications with
different platform preferences then a heterogeneous solution (that
combines Hadoop clusters deployed with different instance types)
might be a better choice. To support the choice of the heterogeneous
solution, we introduce an application preference ranking to reflect
the “strength” of application preference between different VM types
and the possible impact on the provisioning cost (see our discussion
related to the absolute completion times of KMeans and TeraSort
shown in Figure 2). This preference ranking guides the construc-
tion of a heterogeneous solution. In the designed simulation-based
framework, we collect jobs’ profiles from a given set, create an opti-
mized job schedule that minimizes jobs’ makespan (as a function of
job profiles and a cluster size), and then obtain the accurate estimates
of the achievable makespan by replaying jobs’ traces in the simula-
tor. Based on the cost of the best homogeneous Hadoop cluster, we
provide a quick walk through a set of heterogeneous solutions (and
corresponding jobs’ partitioning into different pools) to see whether
there is a heterogeneous solution that can process given jobs within
a deadline but at a smaller cost.

In our performance study, we use a set of 13 diverse MapReduce
applications for creating three different workloads. Our experiments
with Amazon EC2 platform reveal that for different workloads, an
optimized platform choice may result in up to 45%-68% cost sav-
ings for achieving the same performance objectives when using dif-
ferent (but seemingly equivalent) choices. Moreover, depending on
a workload the heterogeneous solution may outperform the homoge-
neous one by 26-42%. The results of our simulation study are vali-
dated through experiments with Hadoop clusters deployed on differ-
ent Amazon EC2 instances.

The rest of the paper is organized as follows. Section 2 outlines
our approach and explain details of the building blocks used in our
solution. Section 3 described the general problem definition (two
separate cases) for the homogeneous cluster case and outlines both
solutions. Section 4 outlines the extension of the proposed frame-
work for a case with node failure(s). Section 5 motivates the hetero-
geneous clusters solution and provides the corresponding provision-
ing algorithm. Section 6 presents the evaluation study by comparing
the effectiveness of the proposed algorithms and their outcomes for
different workloads. Section 7 outlines related work. Section 8 sum-
marizes our contribution and gives directions for future work.

2. BUILDING BLOCKS
In this section, we outline our approach and explain details of the

following building blocks used in our solution: i) collected job traces
and job profiles; ii) an optimized job schedule to minimize the jobs’
execution makespan; iii) the Map-Reduce simulator to replay the
job traces according to the generated job schedule for obtaining the
accurate estimates of jobs performance and cost values.

1) Job Traces and Profiles: In summary, the MapReduce job
execution is comprised of two stages: map stage and reduce stage.
The map stage is partitioned into map tasks and the reduce stage is
partitioned into reduce tasks, and they are distributed and executed
across multiple machines.

Each map task processes a logical split of the input data that gen-
erally resides on a distributed file system. The map task applies the
user-defined map function on each record and buffers the resulting
output. This intermediate data is hash-partitioned for the different



reduce tasks and written to the local hard disk of the worker execut-
ing the map task.

We use the past job run(s) for creating the job traces that contain
recorded durations of all processed map and reduce tasks4. A simi-
lar job trace can be extracted from the Hadoop job tracker logs using
tools such as Rumen [1]. The obtained map/reduce task distributions
can be used for extracting the distribution parameters and generating
scaled traces, i.e., generating the replayable traces of the job execu-
tion on the large dataset from the sample job execution on the smaller
dataset as described in [13]. These job traces can be replayed using
a MapReduce simulator [12] and used for creating the compact job
profile for analytic models.

For predicting the job completion time we use a compact job
profile that characterize the job execution during map, shuffle, and
reduce phases via average and maximum task durations. The pro-
posed MapReduce performance model [14] evaluates lower bounds
T low
J and upper bounds Tup

J on the job completion time. It is based
the Makespan Theorem [13] for computing performance bounds on
the completion time of a given set of n tasks that are processed
by k servers, (e.g., n map tasks are processed by k map slots in
MapReduce environment), the completion time of the entire n tasks
is proven to be at least:

T low = avg · n
k

and at most

Tup = avg · (n− 1)

k
+max

The difference between lower and upper bounds represents the range
of possible completion times due to task scheduling non-determinism.
As was shown in [14], the average of lower and upper bounds (T avg

J )
is a good approximation of the job completion time (typically, it is
within 10%). Using this approach, we can estimate the duration of
map and reduce stages of a given job as a function of allocated re-
sources (i.e., on different size Hadoop clusters). In particular, we
apply this analytic model in the process of building an optimized job
schedule to minimize the overall jobs’ execution time.

2) An Optimized Job Schedule: It was observed [15, 21] that for
a set of MapReduce jobs (with no data dependencies between them)
the order in which jobs are executed might have a significant impact
on the jobs makespan, i.e., jobs overall completion time, and there-
fore, on the cost of the rented Hadoop cluster. For data-independent
jobs, once the first job completes its map stage and begins the re-
duce stage, the next job can start executing its map stage with the
released map resources in a pipelined fashion. There is an “overlap”
in executions of map stage of the next job and the reduce stage of
the previous one. As an illustration, let us consider two MapReduce
jobs that have the following map and reduce stage durations:
• Job J1 has a map stage duration of JM

1 = 10s and the reduce
stage duration of JR

1 = 1s.
• Job J2 has a map stage duration of JM

2 = 1s and the reduce
stage duration of JR

2 = 10s.
There are two possible executions shown in Figure 3:

• J1 is followed by J2 shown in Figure 3(a). The reduce stage
of J1 overlaps with the map stage of J2 leading to overlap of
only 1s. The total completion time of processing two jobs is
10s+ 1s+ 10s = 21s.
• J2 is followed by J1 shown in Figure 3(b). The reduce stage

of J2 overlaps with the map stage of J1 leading to a much
better pipelined execution and a larger overlap of 10s. The
total makespan is 1s+ 10s+ 1s = 12s.

4The shuffle stage is included in the reduce task. For a first shuffle phase that overlaps
with the entire map phase, only a complementary (non-overlapping) portion is included
in the reduce task.
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(a) J1 is followed by J2.
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R=1s 

J1 
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M=1s J2
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J2 

(b) J2 is followed by J1.

Figure 3: Impact of the job schedule on their completion time.

There is a significant difference in the jobs makespan (75% in the
example above) depending on the execution order of the jobs.

Since in this work we consider a problem of minimizing the cost
of rented Hadoop cluster and the jobs completion time directly im-
pacts this cost, we aim to generate the job executions order that min-
imizes the jobs’ makespan. Thus, let J = {J1, J2, . . . , Jn} be a set
of n MapReduce jobs with no data dependencies between them. For
minimizing the makespan of a given set of MapReduce jobs, we ap-
ply the classic Johnson algorithm [6] that was proposed for building
an optimal job schedule in two-stage production systems. Johnson’s
schedule can be efficiently applied to minimizing the makespan of
MapReduce jobs as it was shown in [15].

Let us consider a collection J of n jobs, where each job Ji is rep-
resented by the pair (mi, ri) of map and reduce stage durations re-
spectively. Note, we can estimatesmi and ri by using bounds-based
model. Let us augment each job Ji = (mi, ri) with an attribute Di

that is defined as follows:

Di =

{
(mi, m) if min(mi, ri) = mi,
(ri, r) otherwise.

The first argument in Di is called the stage duration and denoted as
D1

i . The second argument is called the stage type (map or reduce)
and denoted as D2

i .
Algorithm 1 shows how an optimal schedule can be constructed

using Johnson’s algorithm.

Algorithm 1 Johnson’s Algorithm

Input: A setJ of nMapReduce jobs. Di is the attribute of job Ji as defined
above.
Output: Schedule σ (order of jobs execution.)

1: Sort the original set J of jobs into the ordered list L using their stage
duration attribute D1

i
2: head← 1, tail← n
3: for each job Ji in L do
4: if D2

i = m then
5: // Put job Ji from the front
6: σhead ← Ji, head← head + 1
7: else
8: // Put job Ji from the end
9: σtail ← Ji, tail← tail - 1

10: end if
11: end for

First, we sort all the n jobs from the original set J in the ordered
list L in such a way that job Ji precedes job Ji+1 if and only if
min(mi, ri) ≤ min(mi+1, ri+1). In other words, we sort the jobs
using the stage duration attributeD1

i inDi (it represents the smallest
duration of the two stages). Then the algorithm works by taking jobs
from list L and placing them into the schedule σ from the both ends
(head and tail) and proceeding towards the middle. If the stage type
in Di is m, i.e., represents the map stage, then the job Ji is placed
from the head of the schedule, otherwise from the tail. The complex-



ity of Johnson’s Algorithm is dominated by the sorting operation and
thus is O(n logn).

3) MapReduce Simulator: Since the users rent Cloud resources
in a “pay-per-use” fashion, it is important to accurately estimate the
execution time of a given set of jobs according to a generated John-
son schedule on a Hadoop cluster of a given size. In this work,
we use the enhanced version of MapReduce simulator SimMR [12].
This simulator can accurately replay the job traces and reproduce
the original job processing: the completion times of the simulated
jobs are within 5% of the original ones as shown in [12]. More-
over, SimMR is a very fast simulator: it can process over one mil-
lion events per second. Therefore, we can quickly explore the entire
solution space (in brute-force search manner).

The main structure of SimMR is shown in Figure 4.

Simulator engine Makespan 
costs 

Workloads with 
job profiles 

Cluster 
description 

scheduler 

Figure 4: MapReduce Simulator SimMR.

The basic blocks of the simulator are the following:

1. Trace Generator – a module that generates a replayable work-
load trace. This trace is generated either from the detailed job
profile (provided by the Job Profiler) or by feeding the distri-
bution parameters for generating the synthetic trace (this path
is taken when we need to generate the job execution traces
from the sampled executions on the smaller datasets).

2. Simulator Engine – a discrete event simulator that takes the
cluster configuration information and accurately emulates the
Hadoop job master decisions for map/reduce slot allocations
across multiple jobs.

3. Scheduling policy – a scheduling module that dictates the jobs’
ordering and the amount of allocated resources to different
jobs over time.

Thus, for a given Hadoop cluster size, given set of jobs, and gener-
ated Johnson’s schedule, the simulator can accurately estimate the
jobs’ completion time (makespan) by replaying the job traces ac-
cordingly to the generated schedule.

3. HOMOGENEOUS CLUSTER SOLUTION
In this work, we consider the following two problems for the ho-

mogeneous cluster case.

• For a given workload defined as a set of jobs W =
{J1, J2, . . . , Jn} to be processed within deadline D, deter-
mine a Hadoop cluster configuration (i.e., the number and
types of VM instances, and the job schedule) for processing
these jobs within a given deadline while minimizing the mon-
etary cost for rented infrastructure.

• For a given workload W = {J1, J2, . . . , Jn} and a given a
customer budget B, determine a Hadoop cluster configuration
(i.e., the number and types of VM instances, and the job sched-
ule) for processing these jobs within an allocated monetary
cost for rented infrastructure while minimizing the jobs’ pro-
cessing time.

Our solution is based on a simulation framework: in a brute-force
manner, it searches through the entire solution space by exhaustively
enumerating all possible candidates for the solution and checking
whether each candidate satisfies the required problem’s statement.
Figure 5 shows the diagram for the framework execution in decision
making process per selected platform type. For example, if the plat-

Figure 5: Outline of the homogeneous cluster solution.

forms of interest are small, medium, and large EC2 VM instances
then the framework will generate three trade-off curves. For each
platform and a given Hadoop cluster size, the Job Scheduler com-
ponent generates the optimized MapReduce job schedule. Then the
jobs’ makespan is obtained by replaying the job traces in the simu-
lator according to the generated schedule. After that the size of the
cluster is increased by one instance (in the cloud environment, it is
equivalent to adding a node to a Hadoop cluster) and the iteration is
repeated: a new job schedule is generated and its makespan is eval-
uated with the simulator, etc. We have a choice of stop conditions
for iterations: either a user can set a range of values for the cluster
sizeN type

max (driven by budget B, which a customer intends to spend),
or at some point, the increased cluster size does not improve the
achievable makespan. The latter condition typically happens when
the Hadoop cluster is large enough to accommodate all the jobs to
be executed concurrently, and therefore, the increased cluster size
cannot improve the jobs makespan.

Assume that a set of given jobs should be processed within dead-
line D, and let Pricetype be the price of a type VM instance per
time unit. Then a customer with budget B can rent N type

max of VMs
instances of a given type:

N type
max = B/(D · Pricetype) (1)

Algorithm 2 shows the pseudo code to determine the size of a
cluster which is based on the type VM instances for processing W
with deadline D and which results in the minimal monetary cost.

The algorithm iterates through the increasing number of instances
for a Hadoop cluster. It simulates the completion time of workload
W processed with Johnson’s schedule on a given size cluster and
computes the corresponding cost (lines 2-6). Note, that k defines the
number of worker nodes in the cluster. The overall Hadoop cluster
size is k + 1 nodes (we add a dedicated node for Job Tracker and
Name Node, which is included in the cost). Themin costtype keeps
track of a minimal cost so far (lines 7-8) for a Hadoop cluster which
can processW within deadline D.

One of the reader questions might be why do we continue iterat-
ing through the increasing number of instances once we found a so-
lution which can processW within deadline D? At a glance, when
we keep increasing the Hadoop cluster – the solution becomes more
expensive cost-wise. In reality, it is not always true: where could
be a situation when a few additional nodes and a different Johnson
schedule might significantly improve the makespan of a given work-
load, and as a result the cost of this larger cluster is smaller (due



Algorithm 2 Provisioning solution for a homogeneous cluster to
processW with deadline D while minimizing the cluster cost

Input:
W = {J1, J2, ...Jn} ← workload with traces and profiles for each job;
type← VM instance type, e.g., type∈ {small, medium, large};
Ntype

max ← the maximum number of instances to rent;
Pricetype← unite price of a type VM instance;
D← a given time deadline for processingW .
Output:
Ntype← an optimized number of VM type instances for a cluster;
min costtype← the minimal monetary cost for processingW .

1: min costtype ←∞
2: for k ← 1 to Ntype

max do
3: // Simulate completion time for processing workloadW with k VMs
4: Cur CT = Simulate(type, k,W)
5: // Calculate the corresponding monetary cost
6: cost = Pricetype × (k + 1)× Cur CT
7: if Cur CT ≤ D & cost < min costtype then
8: min costtype ← cost, Ntype ← k
9: end if

10: end for

to significantly improved workload completion time). Later, in the
evaluation section, we will show examples of such situations.

We apply Algorithm 2 to different types of VM instances, e.g.,
small, medium, and large respectively. After that we compare the
produced outcomes and make a final provisioning decision.

In a similar way, we can solve a related problem, when for a given
a customer budget B, we need to determine a Hadoop cluster con-
figuration for processing a given workload W within an allocated
monetary cost for rented infrastructure while minimizing the jobs’
processing time.

Algorithm 3 shows the pseudo code to determine the size of a clus-
ter which is based on the type VM instances for processingW with
a monetary budget B and which results in the minimal workload
processing.

Algorithm 3 Provisioning solution for a homogeneous cluster to
processW with a budget B while minimizing the processing time

Input:
W = {J1, J2, ...Jn} ← workload with traces and profiles for each job;
type← VM instance type, e.g., type∈ {small, medium, large};
Ntype

max ← the maximum number of instances to rent;
Pricetype← unite price of a type VM instance;
B ← a given monetary budget for processingW .
Output:
Ntype← an optimized number of VM type instances for a cluster;
min CT type← the minimal completion time for processingW .

1: min CT type ←∞
2: for k ← 1 to Ntype

max do
3: // Simulate completion time for processing workloadW with k VMs
4: Cur CT = Simulate(type, k,W)
5: // Calculate the corresponding monetary cost
6: cost = Pricetype × (k + 1)× Cur CT
7: if Cur CT < min CT type & cost ≤ B then
8: min CT type ← Cur CT , Ntype ← k
9: end if

10: end for

Algorithms 2 and 3 follow a similar structure: in a brute-force
manner, they search through the entire solution space by exhaus-
tively enumerating all possible candidates for the solution and check-
ing whether each candidate satisfies the required problem’s state-
ment.

4. GENERAL CASE WITH NODE FAILURES
The application performance of a customer workload may vary

significantly on different platforms. Seemingly equivalent platform
choices for a Hadoop cluster in the Cloud might result in a differ-
ent application performance and a different provisioning cost, which
leads to the problem of an optimized platform choice that can be
obtained for the same budget. Moreover, there could be an addi-
tional issue for the user to consider: the impact of node failures on
the choice of the underlying platform for a Hadoop cluster. Hadoop
is designed to support fault-tolerance, i.e., it finishes job processing
even in case with node failures. It uses the remaining resources for
restarting and recomputing failed tasks. Let us consider a motivat-
ing example described in Section 1, where a user may deploy three
different clusters with different types of VM instances for the same
budget:

• 40 small VMs, each configured with 1 map and 1 reduce slot;

• 20 medium VMs, each configured with 2 map and 2 reduce
slots, and

• 10 large VMs, each configured with 4 map and 4 reduce slots.

Now, let us see how a node failure may impact cluster performance
when Hadoop nodes are based on different VM types. If a Hadoop
cluster is based on 40 small instances then a single node failure leads
to a loss of 2.5% of the overall resources and only limited number of
map and reduce tasks might be impacted. While in the cluster based
on 10 large instances a single node failure leads to a loss of 10% of
the overall resources and a much higher number of map and reduce
tasks might be impacted.

For a business-critical, production workloadW , a user may con-
sider the generalized service level objectives (SLOs) that include two
separate conditions:

• a desirable completion time D for the entire set of jobs in the
workloadW under normal conditions;

• an acceptable degraded completion time Ddeg for processing
W in case of 1-node failure.

So, the problem is to determine a Hadoop cluster configuration (i.e.,
the number and types of VM instances, and the job schedule) for
processing workloadW with the makespan targetD while minimiz-
ing the cost, such that the chosen solution also supports a degraded
makespanDdeg in case of 1-node failure during the jobs processing.

The approach, proposed in the previous Section 3, can be gen-
eralized for the case with node failures. Figure 6 shows the ex-
tended diagram for the framework execution and decision making
process per selected platform type with node failures. For exam-
ple, if the platforms of interest are small, medium, and large EC2
VM instances then the framework will generate three different trade-
off sets. For each platform and a given Hadoop cluster size N , the
Job Scheduler component generates an optimized MapReduce job
schedule, based on Johnson’s algorithm. Then the jobs’ makespan
(in the normal mode) is obtained by replaying the job traces in the
simulator according to the generated schedule. In parallel (see, the
lower branch in Figure 6, that represents a case of 1-node failure),
the jobs’ makespan is obtained by replaying the job traces accord-
ing to the same generated job schedule in the decreased cluster size
N − 1. After both branches are finished, the size of the cluster is
increased by one instance (in the cloud environment, it is equivalent
to adding a node to a Hadoop cluster) and the iteration is repeated:
a new job schedule is generated and its makespan is evaluated with
the simulator for both modes: normal and 1-node failure, etc.



Figure 6: Solution Outline.

The cluster size (for each instance type) is selected based on va-
lidity of both SLOs conditions: for normal execution to satisfy D
and in case of 1-node failure to support a degraded makespan Ddeg .
Algorithm 4 shows the pseudo-code to determine the size of a clus-
ter which is based on the type VM instances for processingW with
generalized SLOs and that results in the minimal monetary cost5.

Algorithm 4 Provisioning solution for a homogeneous cluster to
process W with a deadline D and with a degraded deadline Ddeg

in case of 1-node failure while minimizing the cluster cost

Input:
W = {J1, J2, ...Jn} ← workload with traces and profiles for each job;
type← VM instance type, e.g., type∈ {small, medium, large};
Ntype

max ← the maximum number of instances to rent;
Pricetype← unite price of a type VM instance;
D← a given time deadline for processingW ,
Ddeg ← a given degraded deadline for processingW with 1-node failure.
Output:
Ntype← an optimized number of VM type instances for a cluster;
min costtype← the minimal monetary cost for processingW .

1: min costtype ←∞
2: for k ← 1 to Ntype

max do
3: // Simulate completion time for processing workloadW with k VMs
4: Cur CT = Simulate(type, k,W)
5: // Simulate processingW in a degraded mode with (k − 1) VMs
6: Cur CTdeg = Simulatedeg(type, k − 1,W)
7: // Calculate the corresponding monetary cost
8: cost = Pricetype × (k + 1)× Cur CT
9: if cur CT ≤ D & cur CTdeg ≤ Ddeg & cost < min costtype

then
10: min costtype ← cost, Ntype ← k
11: end if
12: end for

The algorithm iterates through the increasing number of instances
for a Hadoop cluster. It simulates the completion time of workload
W processed with Johnson’s schedule on a cluster of a given size k.
Note, that the same job schedule is used for processingW in case of
a node failure, i.e., on a cluster of size k − 1.

The overall Hadoop cluster size is k+1 nodes (k defines the num-
ber of worker nodes in the cluster, and we add a dedicated node for
Job Tracker and Name Node, which is included in the cost). The
min costtype keeps track of a minimal cost so far (lines 7-8) for a
Hadoop cluster which can processW within deadline D under nor-
mal conditions and within deadline Ddeg in case of 1-node failure.

5The proposed solution can be generalized for a case with multiple node failures.

5. HETEROGENEOUS SOLUTION
In Section 1, we discussed a motivating example by analyzing

TeraSort and KMeans performance on Hadoop clusters formed with
different EC2 instances, and observing that these applications benefit
from different types of VMs as their preferred choice. Therefore,
a single homogeneous cluster might not always be the best choice
for a workload mix with different applications, and a heterogeneous
solution might offer a better cost/performance outcome.

However, a single (individual) application preference choice of-
ten depends on the size of a Hadoop cluster and given performance
goals. Continuing the motivating example from Section 1, Figure 7
shows the trade-off curves for three representative applications Tera-
Sort, Kmeans, and AdjList6 obtained as a result of exhaustive simu-
lation of application completion times on different size Hadoop clus-
ters. The Y-axis represents the job completion time while the X-axis
shows the corresponding monetary cost. Each figure shows three
curves for application processing by a homogeneous Hadoop cluster
based on small, medium, and large VM instances respectively.

First of all, the same application can result in different completion
times when being processed on the same platform at the same cost.
This reflects an interesting phenomenon of “pay-per-use” model.
There are situations when a cluster of size N processes a job in
T time units, while a cluster of size 2 · N may process the same
job in T/2 time units. Interestingly, these two different size clusters
have the same cost, and if the purpose is meeting deadline D where
T ≤ D then both clusters meet the performance objective.

Second, we can see an orthogonal observation: in many cases,
the same completion time can be achieved at a different cost (on the
same platform type). Typically, this corresponds to the case when
an increased size Hadoop cluster does not further improve the job
processing time.

Finally, according to Figure 7, we can see that for TeraSort, the
small instances results in the best choice, while for Kmeans the large
instances represent the most cost-efficient platform. However, the
optimal choice for AdjList is not very clear, it depends on the dead-
line requirements, and the trade-off curves are much closer to each
other than for TeraSort and Kmeans.

Another important point is that the cost savings vary across dif-
ferent applications, e.g., the execution of Kmeans on large VM in-
stances leads to higher cost savings than the execution of TeraSort
on small VMs. Thus, if we would like to partition a given workload
W = {J1, J2, ...Jn} into two groups of applications each to be ex-
ecuted by a Hadoop cluster based on different type VM instances,

6Table 2 in Section 6 provides details about these applications and their job settings.
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Figure 7: Performance versus cost trade-offs for different applications.

we need to be able to rank (order) these application with respect to
their preference “strength” between two considered platforms.

In this work, we consider a heterogeneous solution that consists
of two homogeneous Hadoop sub-clusters deployed with different
type VM instances7. As an example, we consider a heterogeneous
solution formed by small (S) and large (L) VM instances. To mea-
sure the “strength” of application preference between two different
VM types we introduce an application preference score PScoreS,L
defined as a difference between the normalized costs of simulated
cost-performance curves (such as shown in Figure 7):

PScoreS,L =

∑
1≤i≤NS

max
CostSi

NS
max

−

∑
1≤i≤NL

max
CostLi

NL
max

(2)

where NS
max and NL

max are defined by Eq. 1 for Hadoop clusters
with small and large VM type instances respectively.

The value of PScoreS,L indicates the possible impact on the pro-
visioning cost, i.e, a large negative (positive) value indicates a stronger
preference of small (large) VM instances, while values closer to 0
reflect less sensitivity to the platform choice.

For optimized heterogeneous solution, we need to determine the
following parameters:

• The number of instances for each sub-cluster (i.e., the number
of worker nodes plus a dedicated node to host JobTracker and
Name Node for each sub-cluster).

• The subset of applications to be executed on each cluster.

Algorithm 5 shows the pseudo code of our heterogeneous solution.
For a presentation simplicity, we show the code for a heterogeneous
solution with small and large VM instances.

First, we sort the jobs in the ascending order according to their
preference ranking PScoreS,L. Thus the jobs in the beginning of
the list have a performance preference for executing on the small in-
stances. Then we split the ordered job list into two subsets: first one
to be executed on the cluster with small instances and the other one to
be executed on the cluster with large instances (lines 4-5). For each
group, we use Algorithm 2 for homogeneous cluster provisioning
to determine the optimized size of each sub-cluster for processing
the assigned workload with a deadline D) that leads to the minimal
monetary cost (lines 6-7). We consider all possible splits by iterating
through the split point from 1 to the total number of jobsN and use a
variablemin costS+L to keep track of the found minimal total cost,
i.e, the sum of costs from both sub-clusters (lines 9-12).
7The designed framework can be generalized for a larger number of clusters. However,
this might significantly increase the algorithm complexity without adding new perfor-
mance benefits.

Algorithm 5 Provisioning solution for heterogeneous clusters to
processW with a deadline D while minimizing the clusters cost

Input:
W = {J1, J2, ...Jn} ← workload with traces and profiles, where jobs
are sorted in ascending order by their preference score PScoreS,L;
D← a given time deadline for processingW .
Output:
NS ← number of small instances;
NL← number of large instances;
WS ← List of jobs to be executed on small instance-based cluster;
WL← List of jobs to be executed on large instance-based cluster;
min costS+L← the minimal monetary cost of heterogeneous clusters.

1: min costS+L←∞
2: for split← 1 to n− 1 do
3: // Partition workloadW into 2 groups
4: JobsS ← J1, ..., Jsplit
5: JobsL ← Jsplit+1, ..., Jn

6: (ÑS ,min costS) = Algorithm 2(JobsS , small,D)
7: (ÑL,min costL) = Algorithm 2(JobsL, large,D)
8: total cost← min costS +min costL

9: if total cost < min costS+L then
10: min costS+L ← total cost
11: WS ← JobsS , WL ← JobsL

12: NS ← ÑS , NL ← ÑL

13: end if
14: end for

6. EVALUATION
In this section, we describe the experimental testbeds and MapRe-

duce workloads used in our study. We analyze the application perfor-
mance and the job profiles when these applications are executed on
different platforms of choice, e.g., small, medium, and large Ama-
zon EC2 instances. The study aims to evaluate the effectiveness of
the proposed algorithms for selecting the optimized platform for a
Hadoop cluster and compare the outcomes for different workloads.

6.1 Experimental testbeds and workloads
In our experiments, we use the Amazon EC2 platform. It offers

different capacity Virtual Machines (VMs) for deployment at differ-
ent price. Table 1 provides descriptions of VM instance types used
in our experiments. As it shows, the compute and memory capacity
of a medium VM instance (m1.medium) is doubled compared to a
small VM instance (m1.small) and similarly, a large VM instance
(m1.large) has a doubled capacity compared to the medium VM.
These differences are similarly reflected in pricing. We deployed
Hadoop clusters that are configured with different number of map
and reduce slots per different type VM instances (according to the



capacity) as shown in Table 1. Each VM instance is deployed with
100GB of Elastic Block Storage (EBS). We use Hadoop 1.0.0 in all
the experiments. The file system blocksize is set to 64MB and the
replication level is set to 3.

Instance price CPU capacity (relative) RAM #m,r
type (GB) slots

Small $0.06 ph 1 EC2 Compute Unit (1 virtual core
with 1 EC2 Compute Unit)

1.7 1, 1

Medium $0.12 ph 2 EC2 Compute Unit (1 virtual core
with 2 EC2 Compute Units)

3.75 2, 2

Large $0.24 ph 4 EC2 Compute Units (2 virtual
cores with 2 EC2 Compute Units)

7.5 4, 4

Table 1: EC2 Testbed description.

In the performance study, we use a set of 13 applications released
by the Tarazu project [2]. Table 2 provides a high-level summary of
the applications with the corresponding job settings (e.g., the num-
ber of map/reduce tasks). Applications 1, 8, and 9 process syntheti-
cally generated data. Applications 2 to 7 use the Wikipedia articles
dataset as input. Applications 10 to 13 use the Netflix movie ratings
dataset. These applications perform very different data manipula-
tions, which result in different resource requirements. To provide
some additional insights in the amounts of data flowing through the
MapReduce processing pipeline, we also show the overall size of
the input data, intermediate data (i.e., data generated between map
and reduce stages), and the output data (i.e., the data written by the
reduce stage).

Application Input data Input Interm Output #map,red
(type) data data data tasks

(GB) (GB) (GB)
1. TeraSort Synthetic 31 31 31 495, 240
2. WordCount Wikipedia 50 9.8 5.6 788, 240
3. Grep Wikipedia 50 1 1x10−8 788, 1
4. InvIndex Wikipedia 50 10.5 8.6 788, 240
5. RankInvIndex Wikipedia 46 48 45 745, 240
6. TermVector Wikipedia 50 4.1 0.002 788, 240
7. SeqCount Wikipedia 50 45 39 788, 240
8. SelfJoin Synthetic 28 25 0.014 448, 240
9. AdjList Synthetic 28 29 29 508, 240
10. HistMovies Netflix 27 3x10−5 7x10−8 428, 1
11. HistRatings Netflix 27 2x10−5 6x10−8 428, 1
12. Classification Netflix 27 0.008 0.006 428, 50
13. KMeans Netflix 27 27 27 428, 50

Table 2: Application characteristics.

6.2 Application performance analysis
We execute the set of 13 applications shown in Table 2 on three

Hadoop clusters8 deployed with different types of EC2 VM instances
(they can be obtained for the same price per time unit): i) 40 small
VMs, ii) 20 medium VMs, and iii) 10 large VM instances. We con-
figure these Hadoop clusters according to their nodes capacity as
shown in Table 1, with 1 additional instance deployed as the Na-
meNode and JobTracker.

These experiments pursue the following goals: i) to demonstrate
the performance impact of executing these applications on the Hadoop
clusters deployed with different EC2 instances; and 2) to collect the
detailed job profiles for creating the job traces used for replay by the
simulator and trade-off analysis in determining the optimal platform
choice.

8All the experiments are performed five times, and the measurement results are aver-
aged. This comment applies to all the results.

Figure 8 (a) presents the completion times (CT) of 13 applica-
tions executed on the three different EC2-based clusters. The results
show that the platform choice may significantly impact the appli-
cation processing time. Note, we break the Y-axis as KMeans and
Classification executions take much longer time to finish compared
to other applications. Figure 8 (b) shows the normalized results with
respect to the execution time of the same job on the Hadoop clus-
ter formed with small VM instances. For 7 out 13 applications, the
Hadoop cluster formed with small instances leads to the best com-
pletion time (and the smallest cost). However, for the CPU-intensive
applications such as Classification and KMeans, the Hadoop cluster
formed with large instances shows better performance.

Tables 3-5 summarize the job profiles collected for these applica-
tions. They show the average and maximum durations for the map,
shuffle and reduce phase processing as well as the standard devia-
tion for these phases. The analysis of the job profiles show that the
shuffle phase durations of the Hadoop cluster formed with large in-
stances are much longer compared to the clusters formed with small
instances. The reason is that the Amazon EC2 instance scaling is
done with respect to the CPU and RAM capacity, while the storage
and network bandwidth is only fractionally improved. As we con-
figure a higher number of slots on large instances, it increases the
I/O and network contention among the tasks running on the same in-
stance, and it leads to significantly increased durations of the shuffle
phase. At the same time, the map task durations of most applications
executed on the Hadoop cluster with large instances are significantly
improved, e.g., the map task durations of Classification and KMeans
applications improved almost three times.

The presented analysis of job profiles show that a platform choice
for a Hadoop cluster may have a significant impact on the application
performance. This analysis further demonstrates the importance of
an effective mechanism and algorithms for helping to make the right
provisioning decisions based on the workload characteristics.

6.3 Comparison of homogeneous and hetero-
geneous solutions

In this section, we use workloads created from the applications
shown in Table 2 for comparing the results of both homogeneous and
heterogeneous provisioning solutions. The following Table 6 pro-
vides an additional application characterization by reflecting the ap-
plication preference score PScoreS,L. A positive value (e.g, Kmeans,
Classification) indicates that the application is more cost-efficient on
large VMs, while a negative value (e.g., TeraSort, Wordcount) means
that the application favors small VM instances. The absolute score
value is indicative of the preference “strength”. When the preference
score is close to 0 (e.g., Adjlist), it means that the application does
not have a clear preference between the instance types.

Application PScoreS,L

1. TeraSort -3.74
2. WordCount -5.96
3. Grep -3.30
4. InvIndex -7.90
5. RankInvIndex -5.13
6. TermVector 3.11
7. SeqCount -4.23
8. SelfJoin -5.41
9. AdjList -0.7
10. HistMovies -1.64
11. HistRatings -2.53
12. Classification 19.59
13. KMeans 18.6

Table 6: Application Preference Score.
We perform our case studies with three workloadsW1, W2 and
W3 described as follows:
• W1 – it contains all 13 applications shown in Table 2.
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Figure 8: Job completion times (CT) on different EC2-based clusters: (a) absolute CT, (b) normalized CT.

Application avgMap maxMap avgShuffle maxShuffle avgReduce maxReduce map STDEV shuffle STDEV reduce STDEV

TeraSort 29.1 46.7 248.5 317.5 31.2 41.3 0.82% 4.51% 0.97%
WordCount 71.5 147.0 218.7 272.0 12.1 22.4 1.16% 5.83% 3.68%
Grep 19.0 51.4 125.7 125.7 4.5 4.5 1.19% 26.43% 10.53%
InvIndex 83.9 170.0 196.8 265.2 18.2 27.6 1.33% 8.03% 3.96%
RankInvIndex 35.4 68.8 376.0 479.0 81.9 102.0 1.05% 3.79% 0.81%
TermVector 98.9 160.3 360.0 1239.5 137.2 1110.7 0.78% 2.45% 2.45%
SeqCount 101.2 230.0 256.8 454.2 54.1 82.3 1.01% 3.63% 6.62%
SelfJoin 11.9 20.4 217.9 246.5 12.3 21.4 0.70% 4.87% 3.12%
AdjList 265.9 415.9 72.7 121.8 291.1 398.1 1.53% 6.57% 0.84%
HistMovies 17.9 49.2 138.9 138.9 3.4 3.4 1.49% 40.85% 34.84%
HistRating 58.9 109.8 111.8 111.8 4.8 4.8 2.10% 35.58% 22.41%
Classif 3147.3 4047.2 58.5 61.5 4.0 6.9 1.21% 12.76% 3.13%
Kmeans 3155.9 3618.5 80.4 201.9 87.5 480.9 0.32% 30.09% 11.43%

Table 3: Job profiles on the EC2 cluster with small instances (time in sec)

Application avgMap maxMap avgShuffle maxShuffle avgReduce maxReduce map STDEV shuffle STDEV reduce STDEV

TeraSort 36.9 46.1 466.3 553.1 26.5 34.3 1.06% 14.07% 1.21%
WordCount 83.0 127.4 562.4 771.6 11.6 23.0 0.48% 7.01% 9.09%
Grep 23.8 56.7 256.6 256.6 3.2 3.2 4.95% 24.13% 9.48%
InvIndex 101.0 150.4 449.5 536.3 13.6 20.2 0.52% 8.65% 1.62%
RankInvIndex 45.7 81.1 741.6 876.5 64.0 77.2 0.63% 9.40% 2.77%
TermVector 128.1 189.3 432.4 1451.4 71.9 576.4 0.23% 7.08% 2.81%
SeqCount 126.8 251.0 482.1 557.1 35.0 43.2 0.52% 21.70% 14.98%
SelfJoin 11.1 18.2 408.1 475.1 11.2 19.9 0.92% 13.86% 1.65%
AdjList 270.1 420.0 163.2 221.6 206.4 281.8 2.74% 8.70% 1.16%
HistMovies 20.1 47.7 246.7 246.7 3.7 3.7 3.14% 26.39% 17.04%
HistRating 71.7 103.7 240.4 240.4 5.0 5.0 0.23% 31.39% 14.22%
Classif 3013.8 4074.3 177.2 211.8 3.9 6.1 0.82% 44.03% 4.33%
Kmeans 2994.0 3681.2 189.7 392.1 51.7 280.4 3.93% 80.84% 6.96%

Table 4: Job profiles on the EC2 cluster with medium instances (time in sec)

Application avgMap maxMap avgShuffle maxShuffle avgReduce maxReduce map STDEV shuffle STDEV reduce STDEV

TeraSort 27.3 55.7 806.4 1128.4 20.0 70.6 0.66% 7.78% 16.14%
WordCount 54.7 126.3 1028.6 1163.9 12.9 59.2 4.33% 10.24% 9.15%
Grep 18.3 59.7 791.8 791.8 4.3 4.3 3.50% 16.48% 22.81%
InvIndex 61.8 180.4 1152.6 1374.5 14.9 61.7 6.47% 5.10% 8.68%
RankInvIndex 28.3 71.5 1155.8 1308.6 40.5 88.5 1.49% 9.20% 8.19%
TermVector 85.3 194.7 1007.6 1573.9 30.2 259.2 3.88% 5.98% 10.04%
SeqCount 62.0 117.5 1046.1 1283.2 37.6 90.9 1.51% 6.70% 2.10%
SelfJoin 16.4 32.4 1015.7 1235.9 18.5 88.7 1.93% 4.86% 19.11%
AdjList 149.0 311.3 436.9 531.5 149.1 348.1 0.56% 13.34% 2.78%
HistMovies 22.3 80.2 724.2 724.2 5.2 5.2 6.97% 22.46% 17.25%
HistRating 51.4 187.8 628.6 628.6 3.6 3.6 10.59% 21.01% 40.83%
Classif 1004.6 1946.5 711.2 1113.3 3.9 9.4 0.87% 37.15% 27.74%
Kmeans 1024.6 2044.7 716.9 866.9 58.5 364.3 1.31% 10.75% 5.25%

Table 5: Job profiles on the EC2 cluster with large instances (time in sec)
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(a) Workload W1.
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(b) Workload W2.
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(c) Workload W3.

Figure 9: Performance versus cost trade-offs for different workloads.

• W2 – it contains 11 applications: 1-11, i.e., excluding KMeans
and Classification from the application set.
• W3 – it contains 12 applications: 1-12, i.e., excluding KMeans

from the application set.
Intuitively, there is a different number of applications that strongly
favor large VM instances in each workload: W1 has both KMeans
and Classification, workload W2 does not have any of them, and
workloadW3 has only Classification.

Figure 9 shows the simulated cost/performance trade-off curves
for three workloads executed on both homogeneous and heteroge-
neous Hadoop cluster(s). These trade-off curves are results of the
brute-force algorithm design, it searches through the entire solution
space by exhaustively enumerating all possible candidates for the so-
lution. So, these trade-off curves do show all the solutions that our
algorithms iterate through. For homogeneous provisioning, we show
the three trade-off curves of Algorithm 2 for Hadoop clusters based
on small, medium and large VM instances respectively.

Figure 9 (a) shows that workloadW1 is more cost-efficient when
executed on the Hadoop cluster with large VMs (among the homoge-
neous clusters). Such results can be expected because W1 contains
both KMeans and Classification that have very strong preference to-
wards large VM instances (see their high positive PScoreS,L). In
comparison, W2 cointains applications that mostly favor the small
VM instances, and as a result, the most efficient trade-off curve be-
longs to a Hadoop cluster based on the small VM instances. Fi-
nally,W3 represents a mixed case: it has Classification application
that strongly favors large VM instances while most of the remain-
ing applications prefer small VM instances. Figure 9(c) shows that a
choice of the best homogeneous platform depends on the workload
performance objectives (i.e., deadline D).

The yellow dots in Figure 9 represent the completion time and
monetary cost when we exploit a heterogeneous provisioning case
with Algorithm 5. Each point corresponds to a workload split into
two subsets that are executed on the Hadoop cluster formed with
small and large VM instances respectively. This is why instead of
the explicit trade-off curves as in the homogeneous cluster case, the
simulation results for the heterogeneous case look much more scat-
tered across the space.

To evaluate the efficiency of our provisioning algorithms, we con-
sider different performance objectives for each workload:
• D= 20000 seconds for workloadW1;
• D= 10000 seconds for workloadW2;
• D= 15000 seconds for workloadW3.

Tables 7-9 present the provisioning results for each workload with
homogeneous and heterogeneous Hadoop clusters that have minimal
monetary costs while meeting the given workload deadlines.

Among the homogeneous Hadoop clusters for W1, the cluster
with large VM instances has the lowest monetary cost of $32.86, that

Cluster type Number of Completion Monetary
Instances Time (sec) Cost ($)

small (homogeneous) 210 15763 55.43
medium (homogeneous) 105 15137 53.48
large (homogeneous) 39 12323 32.86
small+large heterogeneous 48 small + 20 large 14988 24.21

Table 7: Cluster provisioning results for workloadW1.

Cluster type Number of Completion Monetary
Instances Time (sec) Cost ($)

small (homogeneous) 87 7283 10.68
medium (homogeneous) 43 9603 14.08
large (homogeneous) 49 9893 32.98
small+large heterogeneous 76 small + 21 large 6763 14.71

Table 8: Cluster provisioning results for workloadW2.

Cluster type Number of Completion Monetary
Instances Time (sec) Cost ($)

small (homogeneous) 140 13775 32.37
medium (homogeneous) 70 13118 31.05
large (homogeneous) 36 13265 32.72
small+large heterogeneous 74 small + 15 large 10130 18.0

Table 9: Cluster provisioning results for workloadW3.

provides 41% cost saving compared to a cluster with small VMs.
By contrast, for workload W2, the homogeneous Hadoop cluster

with small VMs provides the lowest cost of $10.68, that provides
68% cost saving compared to a cluster with large VM instances.

For W3, all the three homogeneous solutions lead to a similar
minimal cost, and the Hadoop cluster based on medium VMs has a
slightly better cost than the other two alternatives.

Intuitively, these performance results are expected from the trade-
off curves for three workloads shown in Figure 9.

The best heterogeneous solution for each workload is shown in
the last row in Tables 7-9. ForW1, the minimal cost of the hetero-
geneous solution is $24.21 which is 26% improvement compared to
the minimal cost of the homogeneous solution based on the large
VM instances. In this heterogeneous solution, the applications Self-
Join, WordCount, InvIndex are executed on the cluster with small
VMs and applications Classif, Kmeans, TermVector, Adjlist, Hist-
Movies, HistRating, Grep, TeraSort, SeqCount, RankInvInd are exe-
cuted on the cluster with large VM instances.

The cost benefits of the heterogeneous solution is even more sig-
nificant forW3 as shown in Table 9. The minimal cost for heteroge-
neous cluster is $18.0 compared with the minimal cost for a homo-
geneous provision of $31.05, it leads to cost savings of 42% com-
pared to the minimal cost of the homogeneous solution. In this het-
erogeneous solution, the applications HistMovies, HistRating, Grep,
TeraSort, SeqCount, RankInvInd, SelfJoin, WordCount, InvIndex are
executed on the cluster with small VMs and applications Classif,



TermVector, Adjlist are executed on the cluster with large VMs.
However, for workload W2, the heterogeneous solution does not

provide additional cost benefits as shown in Table 8. One important
reason is that for a heterogeneous solution, we need to maintain ad-
ditional nodes deployed as JobTracker and NameNode for each sub-
cluster. This increases the total provisioning cost compared to the
homogeneous solution which only requires a single additional node
for the entire cluster. The workload properties also play an impor-
tant role here. AsW2 workload does not have any applications that
have “strong” preference for large VM instances, the introduction of
a special sub-cluster with large VM instances is not justified.

6.4 Impact of node failures on the cluster plat-
form’s selection

In this section, we show how the cluster platform’s selection may
be impacted when a user additionally considers a possibility of a
node failure(s), and he/she is interested in achieving the generalized
service level objectives (SLOs) which include two different perfor-
mance goals for workload execution under a normal scenario and a
case with 1-node failure:

• a desirable completion time D for the entire set of jobs in the
workloadW under normal conditions;

• an acceptable degraded completion time Ddeg for processing
W in case of 1-node failure.

Intuitively, a node failure in the Hadoop cluster formed with small
EC2 instances may have smaller impact than a node failure in the
cluster formed with large EC2 instances.

Let us demonstrate the decision making process for two applica-
tions from our set (see Table 2): TermVector and AdjList.

The completion time versus cost curves for applicatiions TermVec-
tor and AdjList are shown in Figures 10 and 7 (c) respectively.
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Figure 10: Performance versus cost trade-offs for TermVector.

From these figures and the preference score PScoreS,L shown
in Table 6, we can see that TermVector slightly favors large VM
instances, while AdjList is practically neutral to the choice of small,
medium, or large EC2 instances.

For these two applications, we apply our approach for selecting
the underlying platform (a choice between small, medium, and large
EC2 instances) to achieve the following performance objectives:

• TermVector:

– D = 2900 seconds (regular case, no node failures);
– Ddeg = 2930 seconds (in case of 1-node failure).

• AdjList:

– D = 1940 seconds (regular case, no node failures);
– Ddeg = 1945 seconds (in case of 1-node failure).

Table 10 summarizes the cluster provisioning results for a regu-
lar case and a scenario with 1-node failure for TermVector. We use
abbreviations CTreg and CTfail to denote the completion time in
regular and 1-node failure cases respectively. Table 10 shows that in
a regular case scenario, a Hadoop cluster with large EC2 instances
offers the best solution. However, if a user has concerns about a
possible node failure, and aims to meet stringent performance ob-
jectives then the platform choice based on small VM instances is a
better choice.

VM Regular, No-Failure Case 1-Node Failure Scenario
type D = 2900 sec D= 2900 sec and Ddeg= 2930 sec

CTreg #VMs Cost CTreg CTfail #VMs Cost
sec $ sec sec $

Small 2898 139 6.76 2898 2903 139 6.76
Large 2877 34 6.71 2842 2877 35 6.83

Table 10: TermVector: cluster provisioning results for a regular case and
a scenario with 1-node failure.

Table 11 summarizes the cluster provisioning results for a regular
case and a scenario with 1-node failure for AdjList application.

VM Regular, No-Failure Case 1-Node Failure Scenario
type D = 1940 sec D = 1940 sec and Ddeg= 1945 sec

CTreg #VMs Cost CTreg CTfail #VMs Cost
sec $ sec sec $

Small 1939 139 4.52 1924 1939 140 4.52
Medium 1935 69 4.51 1931 1935 70 4.57

Table 11: AdjList: cluster provisioning results for a regular case and a
scenario with 1-node failure.

In a regular case scenario, a Hadoop cluster with medium EC2
instances offers the best solution for AdjList. However, in the sce-
nario with 1-node failure, the platform choice based on small VM
instances is a better choice.

The achievable cost and performance advantages are more sig-
nificant for workloads that require small-size Hadoop clusters for
achieving their performance objectives. In large Hadoop clusters, a
loss of 1-node results in a less pronounced performance impact.

6.5 Validation of the simulation results
To validate the accuracy of the simulation results, we chose work-

load W2 and select the makespan target of 20000 seconds. We use
our simulation results (shown in Figure 9 (b)) and identify four clos-
est points that represent the corresponding four solutions. The se-
lected points correspond to simulated homogeneous Hadoop clus-
ters with 28, 20, 24 nodes formed by small, medium, and large
EC2 instances respectively, and to a heterogeneous solution with two
Hadoop sub-clusters based on 26 small nodes and 20 large nodes.
We deployed the Hadoop clusters with the required number of in-
stances and have executed workload W2 (with the corresponding
Johnson job schedule) on the deployed clusters. Figure 11 shows the
comparison between the simulated and the actual measured makespan
(we repeated measurements 5 times).
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Table 12 summarizes validation results shown in Figure 11.
The simulated results with small and large EC2 instances, as well

as the heterogeneous solution show 2-8% error compared to mea-
sured results.

small medium large heterogeneous
Simulated time (sec) 19327 20013 19224 19612
Measured time (sec) 19625 23537 18521 21368

Table 12: Summary of the validation results.

We can see a higher prediction error (17%) for medium instances.
Partially, it is due to a higher variance in the job profile measure-
ments collected on medium instances.

6.6 Discussion
Towards a better understanding of what causes the application per-

formance to be so different when executed by Hadoop clusters based
on different VM instances, Figure 12 shows a detailed analysis of
the execution time breakdown for Terasort and Kmeans on the small,
medium, and large EC2 instances (we use the same Hadoop cluster
configurations as described in our motivating example in Section 1).
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Figure 12: Analysis of TeraSort and KMeans on different EC2 instances.

Terasort performance is dominated by the shuffle phase. More-
over, the shuffle duration is increasing when executed by Hadoop
based on on medium and large instances compared to the Hadoop
execution based on the small EC2 instances. The significantly longer
shuffle time leads to an increased overall job completion time as
shown in Figure 12 (a). One explanation is that the increased size
EC2 instances are provided with a scaled capacities of CPU and
RAM, but not of the network bandwidth. As we configure more slots
on the large EC2 instances, it increases amount of the I/O and net-
work traffic (as well as the contention) per each VM, and this leads
to the increased duration of the shuffle phase. On the contrary, for
Kmeans shown in Figure 12 (b), the map stage duration dominates
the application execution time, and the map phase execution is sig-
nificantly improved when executed on large EC2 instances. This can
be explained by checking the CPU models of the underlying server
hardware used to host different types of EC2 instances.

Over a month, every day we have reserved 20 instances of small,
medium, and large EC2 instances to gather their CPU information
from the servers used for hosting these instances. Table 13 below
summarizes the CPU models’ statistics accumulated during these
sampling experiments.

Majority of large EC2 instances (75%) are hosted on a later gener-
ation, more powerful, and faster CPU model compared to the small
and medium EC2 instances. Also, practically the same CPU mod-
els are used for hosting the small and medium EC2 instances, which
explains why the performance difference between small and medium
EC2 instances were significantly smaller compared to the large ones,
e.g., see Kmeans performance shown in Figure 12 (b).

Instance type CPU type
90% Intel(R) Xeon(R) CPU E5-2650 0 @ 2.00GHz

Small 9% Intel(R) Xeon(R) CPU E5645 @ 2.40GHz
1% Intel(R) Xeon(R) CPU E5430 @ 2.66GHz
83% Intel(R) Xeon(R) CPU E5-2650 @ 2.00GHz

Medium 8% Intel(R) Xeon(R) CPU E5507 @ 2.27GHz
7% Intel(R) Xeon(R) CPU E5645 @ 2.40GHz
2% Intel(R) Xeon(R) CPU E5430 @ 2.66GHz
75% Intel(R) Xeon(R) CPU E5-2651 v2 @ 1.80GHz
12% Intel(R) Xeon(R) CPU E5507 @ 2.27GHz

Large 8% Intel(R) Xeon(R) CPU E5430 @ 2.66GHz
3% Intel(R) Xeon(R) CPU E5645 @ 2.40GHz
2% Intel(R) Xeon(R) CPU E5-2650 @ 2.00GHz

Table 13: CPU types used by different EC2 instances.

7. RELATED WORK
In the past few years, performance modeling and simulation of

MapReduce environments has received much attention, and different
approaches [5, 4, 14, 13] were offered for predicting performance
of MapReduce applications, as well as optimizing resource provi-
sioning in the Cloud [7, 11]. A few MapReduce simulators were
introduced for the analysis and exploration of Hadoop cluster con-
figuration and optimized job scheduling decisions. The designers of
MRPerf [16] aim to provide a fine-grained simulation of MapReduce
setups. To accurately model inter- and intra rack task communica-
tions over network MRPerf uses the well-known ns-2 network simu-
lator. The authors are interested in modeling different cluster topolo-
gies and in their impact on the MapReduce job performance. In our
work, we follow the directions of SimMR simulator [12] and focus
on simulating the job master decisions and the task/slot allocations
across multiple jobs. We do not simulate details of the TaskTrackers
(their hard disks or network packet transfers) as done by MRPerf.
In spite of this, our approach accurately reflects the job processing
because of our profiling technique to represent job latencies during
different phases of MapReduce processing in the cluster. SimMR
is very fast compared to MRPerf which deals with network-packet
level simulations. Mumak [3] is an open source Apache’s MapRe-
duce simulator. It replays traces collected with a log processing tool,
called Rumen [1]. The main difference between Mumak and SimMR
is that Mumak omits modeling the shuffle/sort phase that could sig-
nificantly affect the accuracy.

There is a body of work focusing on performance optimization of
MapReduce executions in heterogeneous environments. Zaharia et
al. [19], focus on eliminating the negative effect of stragglers on job
completion time by improving the scheduling strategy with specula-
tive tasks. The Tarazu project [2] provides a communication-aware
scheduling of map computation which aims at decreasing the com-
munication overload when faster nodes process map tasks with in-
put data stored on slow nodes. It also proposes a load-balancing
approach for reduce computation by assigning different amounts of
reduce work according to the node capacity. Xie et al. [18] try im-
proving the MapReduce performance through a heterogeneity-aware
data placement strategy: a faster nodes store larger amount of input
data. In this way, more tasks can be executed by faster nodes without
a data transfer for the map execution. Polo et al. [9] show that some
MapReduce applications can be accelerated by using special hard-
ware. The authors design an adaptive Hadoop scheduler that assigns
such jobs to the nodes with corresponding hardware.

Another group of related work is based on resource management
that considers monetary cost and budget constraints. In [10], the au-
thors provide a heuristic to optimize the number of machines for a
bag of jobs while minimizing the overall completion time under a
given budget. This work assumes the user does not have any knowl-
edge about the job completion time. It starts with a single machine



and gradually adds more nodes to the cluster based on the average
job completion time updated every time when a job is finished. In
our approach, we use job profiles for optimizing the job schedule
and provisioning the cluster.

In [17], the authors design a budget-driven scheduling algorithm
for MapReduce applications in the heterogeneous cloud. They con-
sider iterative MapReduce jobs that take multiple stages to complete,
each stage contains a set of map or reduce tasks. The optimization
goal is to select a machine from a fixed pool of heterogeneous ma-
chines for each task to minimize the job completion time or mone-
tary cost. The proposed approach relies on a prior knowledge of the
completion time and cost for a task i executed on a machine j in the
candidate set. In our paper, we aim at minimizing the makespan of
the set of jobs and design an ensemble of methods and tools to eval-
uate the job completion times as well as their makespan as a func-
tion of allocated resources. In [8], Kllapi et al. propose scheduling
strategies to optimize performance/cost trade-offs for general data
processing workflows in the Cloud. Different machines are mod-
elled as containers with different CPU, memory, and network capac-
ities. The computation workflow contains a set of nodes as operators
and edges as data flows. The authors provide both greedy and lo-
cal search algorithms to schedule operators on different containers
so that the optimal performance (cost) is achieved without violating
budget or deadline constraints. Compared to our profiling approach,
they estimate the operator execution time using the CPU container
requirements. This approach does not apply for estimating the dura-
tions of map/reduce tasks – their performance depends on multiple
additional factors, e.g., the amount of RAM allocated to JVM, the
I/O performance of the executing node, etc. The authors present
only simulation results without validating the simulator accuracy.

8. CONCLUSION
In this work, we designed a novel simulation-based framework for

evaluating both homogeneous and heterogeneous Hadoop solutions
to enhance private and public cloud offerings with a cost-efficient,
SLO-driven resource provisioning. We demonstrated that seemingly
equivalent platform choices for a Hadoop cluster might result in a
very different application performance, and thus lead to a different
cost. Our case study with Amazon EC2 platform reveals that for
different workloads an optimized platform choice may result in 45-
68% cost savings for achieving the same performance objectives. In
our future work, we plan to use a set of additional microbenchmarks
to profile and compare generic phases of the MapReduce processing
pipeline across Cloud offerings, e.g., comparing performance of the
shuffle phase across different EC2 instances to predict the general
performance impact of different platforms on the user workloads.
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ABSTRACT
We are entering a Big Data world. Many sectors of our econ-
omy are now guided by data-driven decision processes. Big
Data and business intelligence applications are facilitated by
the MapReduce programming model while, at infrastructural
layer, cloud computing provides flexible and cost effective
solutions for allocating on demand large clusters. Capacity
allocation in such systems is a key challenge to provide per-
formance for MapReduce jobs and minimize cloud resource
costs. The contribution of this paper is twofold: (i) we
provide new upper and lower bounds for MapReduce job
execution time in shared Hadoop clusters, (ii) we formulate a
linear programming model able to minimize cloud resources
costs and job rejection penalties for the execution of jobs of
multiple classes with (soft) deadline guarantees. Simulation
results show how the execution time of MapReduce jobs
falls within 14% of our upper bound on average. Moreover,
numerical analyses demonstrate that our method is able to
determine the global optimal solution of the linear problem
for systems including up to 1,000 user classes in less than
0.5 seconds.

1. INTRODUCTION
Nowadays, many sectors of our economy are guided by data-

driven decision processes [14]. In complex systems that do
not lend themselves to intuitive models (e.g., natural sciences,
social and engineered systems [11]), data-driven modeling
and hypothesis generation have a key role to understanding
system behavior and interactions.
The adoption of data intensive applications is well recog-

nized as able to enhance efficiency of enterprises and the
quality of our lives. A recent McKinsey analysis [19] has
shown, for instance, that Big Data could produce $300 billion
potential annual value to US health care. The analysis has
also shown how Europe public sector could potentially reduce
expenditure of administrative activities by 15–20%, with an
increase of value ranging between $223 and $446 billion [11,
19].

From the technological perspective, the MapReduce pro-
gramming model is recognized to be the most prominent
solution for Big Data applications [16]. Its open source im-
plementation, Hadoop, is able to manage large datasets over
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either commodity clusters and high performance distributed
topologies [29]. MapReduce has attracted interest of both
industry and academia, since analyzing large amounts of
unstructured data is a high priority task for many companies
and overtakes the scalability level that can be achieved by
traditional data warehouse and business intelligence tech-
nologies [16].
Likewise, cloud computing is becoming a mainstream so-

lution to provide very large clusters on a pay-per-use basis.
Cloud storage provides an effective and cheap solution for
storing Big Data as modern NoSQL databases demonstrated
good extensibility and scalability in storing and accessing
data [15]. Moreover, the pay-per-use approach and the al-
most infinite capacity of cloud infrastructures can be used
efficiently in supporting data intensive computation. Many
cloud providers already include in their offering Map Reduce
based platforms such as Google MapReduce framework, Mi-
crosoft HDinsight, and Amazon Elastic MapReduce [2, 4,
5]. IDC estimates that by 2020, nearly 40% of Big Data
analyses will be supported by public cloud [6], while Hadoop
is expected to touch half of the world data by 2015 [15].
A MapReduce job consists of two main phases, Map and

Reduce; each phase performs a user-defined function on in-
put data. MapReduce jobs were meant to run on dedicated
clusters to support batch analyses. Nevertheless, MapRe-
duce applications have evolved and it is not uncommon that
large queries, submitted by different user classes, need to be
performed on shared clusters, possibly with some guarantees
on their execution time. In this context the main drawback
[17, 26] is that the execution time of a MapReduce job is
generally unknown in advance. In such systems, capacity
allocation becomes one of the most important aspects. De-
termining the optimal number of nodes in a cluster, shared
among multiple users performing heterogeneous tasks, is an
important and challenging problem [26]. Moreover, capacity
allocation policies need to decide jobs execution and rejection
rates in a way that users’ workloads meet their deadlines
and the overall cost is minimized.
Capacity and Fair schedulers have been introduced in

the new versions of Hadoop to address capacity allocation
challenges and effective resource management [1, 3]. The
main goal of Hadoop 2.x [25] is maximizing cluster utilization,
while avoiding short (i.e., interactive) job starvation.

Our focus in this paper is on dynamic capacity allocation.
First, we determine new upper and lower bounds for MapRe-
duce job execution times in shared Hadoop clusters adopting



capacity and fair schedulers. Next, we formulate the capacity
allocation problem as an optimization problem, with the aim
of minimizing the cost of cloud resources and penalties for
jobs rejections. We then reduce our minimization problem
to a Linear Programming (LP) problem, which can be solved
very efficiently by state of the art solvers.

We validate the accuracy of our bounds through the YARN
Scheduler Load Simulator (SLS) [7]. The scalability of our
optimization approach is demonstrated by considering a very
large set of experiments. The largest instance we consider,
including 1,000 user classes, can be solved to optimality in
less than 0.5 seconds. Moreover, simulation results show that
average job execution time is around 14% lower than our
upper bound.
To the best of our knowledge, the only work providing

upper and lower bounds for MapReduce jobs execution time
is [26], where only dedicated clusters and FIFO scheduling
are considered (that are not able to fulfill job concurrency
and resource sharing requirements for current MapReduce
applications).
This paper is organized as follows. MapReduce job execu-

tion time lower and upper bounds are presented in Section 2.
In Section 3 the Capacity Allocation (CA) problem is intro-
duced and its linear formulation is presented in Section 4.
The accuracy of the bounds and the scalability of the solution
are evaluated in Section 5. Section 6 describes the related
work. Conclusions are finally drawn in Section 7.

2. ESTIMATING JOB EXECUTION TIMES
IN SHARED CLUSTERS

In large clusters, multiple classes of MapReduce jobs can
be executed concurrently1. In such systems we need to esti-
mate job execution times for determining the configuration
of minimum cost, while providing service level agreement
(SLA) guarantees. Previous works, e.g., [26], provided the-
oretical bounds to design performance models for Hadoop
1.0, considering in particular the FIFO scheduler. Those
bounds can be used to predict job completion times only for
dedicated clusters.
Nowadays, large shared clusters are ruled by newer sched-

ulers, i.e., Capacity and Fair [1, 3]. In the following, we derive
new bounds for such systems. In particular, Section 2.1 in-
troduces preliminaries and provides a tighter bound with
respect to [26] for a single-phase (either Map or Reduce)
job. Section 2.2 extends the analysis to the case of two
single-phase jobs, while Section 2.3 provides bounds for the
case of multiple (single-phase) jobs involved. Ultimately, we
complete our analysis using the bounds in Section 2.4 to
derive execution time bounds for multiple classes of complete
MapReduce jobs. Such results are used in the remaining
sections to define the constraints of the CA problem that
guarantee job deadlines are met. For space limitation, some
proofs are omitted and reported in [18].

2.1 Single job bounds
Let us consider the execution of a single-phase MapReduce

job J and let us denote with k, n, µ, and λ the number of
available slots, the number of tasks in a Map or Reduce phase
of J , the mean and maximum task duration, respectively. In
the following, we suppose that the assignment of tasks to
1A job class is a set of jobs characterized by the same profile
in terms of map, reduce and shuffle duration.
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Figure 1: Worst case of one job execution time

slots is done using an on-line greedy algorithm that assigns
each task to the slot with the earliest finishing time.

Proposition 2.1. The execution time of a Map or Reduce
phase of J under a greedy task assignment is at most

U =
nµ− λ

k
+ λ.

Proof. By contradiction, we assume the execution time
is U+ ε with ε > 0. Note that nµ is the phase total workload,
that is the duration of considered phase in the case of only
one slot available. Let the last processed task has duration
t. All slots are busy before the starting of the last task
(otherwise it would have started earlier). The time that has
elapsed before starting the last task is (U + ε− t). Since all
slots are busy for (U + ε− t) time, the total workload until
that point is (U + ε− t) k. At the end of the execution, the
whole phase workload must be unchanged, hence

(U + ε− t) k + t = nµ⇔(
nµ− λ

k
+ λ+ ε− t

)
k + t = nµ⇔

(k − 1)λ+ ε k + t(1− k) = 0⇔
ε k = (t− λ)(k − 1).

Since t ≤ λ, we get ε k ≤ 0, that is a contradiction because
we assumed ε > 0 and k ≥ 1.
The worst case scenario is illustrated in Figure 1, where

job J starts with k slots such that for nµ−λ
k

time units all
slots are busy. After that time only one task with duration λ
is left to be executed. One slot performs the last task while
all other slots are free. Finally, after nµ−λ

k
+ λ time units,

all tasks are executed and the phase is completed.
Note that a similar upper bound has been proposed in [26].
Our contribution improves the previous result by λ− µ.

2.2 Two job bounds
In order to provide fast response times to small jobs and

maximize the throughput and utilization of Hadoop clus-
ters, Fair and Capacity schedulers have been devised. Fair
scheduler organizes jobs in pools such that every job gets, on
average, an equal amount of resources over time. A single
running job uses the entire cluster however, if other jobs
are submitted, the slots that are progressively released are
assigned to the new jobs. In addition, the Fair scheduler
can guarantee minimum shares, enables preemption and lim-
its the number of concurrent running jobs/tasks. Capacity
schedulers have similar functionalities. The feature set of
the Capacity scheduler includes minimum shares guaran-
tee, security, elasticity, multi-tenancy, preemption and job
priorities.
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Figure 2: Lower bound of two jobs in work-
conserving mode.

A scheduler is defined to be work-conserving if it never
lets a processor idle while there are runnable tasks in the
system. Both Fair and Capacity schedulers can be configured
in work-conserving or non-work-conserving (which vice versa,
let available resources idle) mode.
Let us consider the execution of two jobs Ji and Jj . If

the system is configured in non-work-conserving mode, avail-
able slots are divided statistically and Ji idle slots are not
allocated to Jj . Note that the upper bound defined in Propo-
sition 2.1 and the lower bound provided in [26] are still
valid, since resources are partitioned. Vice versa, if the sys-
tem is configured according to work-conserving mode, when
Ji finishes, its slots are allocated to Jj if it still has tasks
waiting to start. In this situation, the bounds proposed in
Propositions 2.2 and 2.3 hold. We assume both jobs start
at the same time and Ji has αi percent of all the available
k slots whereas αj percent of slots are reserved to Jj , i.e.,
αi, αj ∈ (0, 1) and αi + αj = 1.

Proposition 2.2. The execution times of a greedy task
assignment of two jobs (Ji,Jj) in work-conserving mode are

at least min

{
ni µi
αi k

,
nj µj
αj k

}
and

ni µi + nj µj
k

, respectively.

Proof. The analysis of the execution of the first finished
job is equivalent to the case with a single job in the system
(the best lower and upper bound known in the literature are
given by [26] and Proposition 2.1). As regards the second job,
the number of slots changes at some point of its execution,
in other words when the first job finishes, the second job
gets all the slots of the system.
Let us suppose that Ji terminates first, hence Jj receives

all slots after at least ni µi
αi k

time units (i.e., after Ji lower
bound [26]). Let us denote with tf the lower bound for Jj
execution time. First Jj has αj k slots until time instant ni µi

αi k

(see the dotted area in Figure 2), then Jj receives all k slots
for a period of time equal to

(
tf − ni µi

αi k

)
. The maximum

workload that can be executed according to the number of
slots is greater than or equal to the workload of job Jj :

ni µi
αi k

αj k +

(
tf −

niµi
αi k

)
k ≥ nj µj .

Thus, by replacing αj with 1− αi we get

ni µi
αi k

(1− αi) k +

(
tf −

ni µi
αi k

)
k ≥ nj µj ,

that is equivalent to tf ≥ (ni µi + nj µj)/k.

Proposition 2.3. In a system with two jobs Ji and Jj
in work-conserving mode, the upper bound of the execution
time of job Ji is
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Figure 3: Upper bound of two jobs in work-
conserving mode for the job that ends the earliest
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Figure 4: Upper bound of two jobs in work-
conserving mode for the job that end the latest

Ti =


niµi − λi
kαi

+ λi, if nj µj
k αj

≥ ni µi−λi
k αi

,

nj µj + ni µi − λi
k

+ λi, otherwise.

Proof. Here we want to know the upper bound for a job
when conserving-mode policy allows using idle slots. Hence,
the upper bound is achieved when the minimum idle slots
become available and it happens when the other job makes
its slots busy. If nj µj

k αj
≥ niµi−λi

kαi
holds (see Figure 3), then

the slots of other job can be busy such that upper bound
of this job does not change. If the inequality does not hold,
then slots of the other job become available before this job
finishes (see Figure 4). Likewise the previous proof, in the
worst case the last task (with maximum duration) can only
start after a period of time in which all slots have been busy
that is: (njµj + niµi − λi)/k.

2.3 Multiple class bounds
In a shared system, let k be the number of slots and U be

the set of job classes. In each class i ∈ U , hi concurrent jobs
are executed by using αi percent of system slots. Each job
Ji in class i has ni tasks with mean task duration µi and
maximum task duration λi.

Proposition 2.4. The lower bound for the execution time
of job Ji in presence of multiple classes of jobs is

ni µi hi
k αi

.

Proof. Each class has kαi slots and hi concurrent jobs,
so each job has overall kαi/hi slots and, using the bound
provided in [26], we get as lower bound niµi

kαi
hi

= niµihi
kαi

.

Proposition 2.5. The upper bound for the execution time
of job Ji in presence of multiple classes of jobs is

(niµi − 2λi)hi
kαi

+ 2λi.
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Figure 5: Slots sharing in a system with several
classes of jobs

Proof. Figure 5 shows a system where slots are shared
among several classes of jobs. The max number of slots
dedicated to a single job of class i is kαi/hi.
Let us illustrate the worst case scenario for job Ji. We

assume that job J−i is executed before Ji and that each
slot freed up from J−i is dedicated to Ji. We also assume
kαi/hi − 1 slots in the last wave of job J−i start performing
a task with maximum duration, and the first slot freed up
from job J−i is dedicated to Ji. In the worst case, this slot
also performs a task with maximum duration. After duration
λi, remaining slots in J−i are freed up and are dedicated to
job Ji. kαi/hi slots perform tasks of Ji for (niµi−2λi)hi

kαi
time

and after that there is just one task with max duration λi.
So time (niµi−2λi)hi

kαi
+ 2λi is spent for performing job Ji

To prove there is no larger upper bound we use contradic-
tion. Let us assume that job Ji in Figure 6 is executed in
time ε+ niµi−2λi

kαi
hi

+ 2λi, ε > 0. Let after time t1 ≤ λi of the

considered job starts, all possible slots kαi/hi (fair share) are
allocated to Ji and the duration of the last task is t2 ≤ λi.
The duration ε+ niµi−2λi

kαi
hi

+ 2λi − (t1 + t2) is the minimum

amount of time that the assumed job has kαi/hi slots. We
calculate a bound by computing the minimum amount of
workloads that can be done W 1 and the amount of workload
that has to be done W 2 = niµi. The minimum amount is

W 1 = (ε+
niµi − 2λi

kαi
hi

+ 2λi − t1 − t2)
kαi
hi

+ t1 + t2

as shown by the dotted area in Figure 6. Note that, the
first term is the workload performed when k αi/hi slots
are available, while t1 and t2 are the workloads performed
when there is at least one single slot. The following relation
between W 1 and W 2 holds:(

ε+
ni µi − 2λi

k αi
hi

+ 2λi − t1 − t2

)
k αi
hi

+ t1 + t2 ≤ ni µi.

Since 1− k αi
hi
≤ 0 and t1 + t2 − 2λi ≤ 0, we get

ε
k αi
hi

+ ni µi − 2λi + (2λi − t1 − t2)
k αi
hi

+ t1 + t2 ≤ ni µi,

i.e., ε ≤ t1+t2−2λi ≤ 0, which is impossible since ε > 0.

2.4 Bounds for MapReduce Jobs Execution
In this section, we extend the results presented in [26] for

a MapReduce system with SM Map slots and SR Reduce
slots using Fair/Capacity scheduler. Similar jobs are grouped

{

k/↵i hi slots

✏ + (ni µi � 2�i) hi

k ↵i
+ 2�i � T1 � T2

{{ {

T1 T2

Figure 6: Execution of a single job in considering
the proof by contradiction

together in a job class i ∈ U and αiM and αiR are the percent-
age of all Map and Reduce slots dedicated to class i, while
there are hi jobs running concurrently. Let us denote with
M i
avg, M i

max, Riavg, Rimax, Sh1,i
avg, Sh1,i

max, Shiavg and Shimax
the average and maximum durations of Map, Reduce, first
Shuffle and typical Shuffle tasks, respectively. These values
define an empirical performance profile for each job class i,
while N i

M and N i
R are the number of Map and Reduce tasks

of job Ji profile. By using the bounds defined in the previous
sections, a lower and an upper bound on the duration of the
entire Map phase can be estimated as follows:

T lowMi =
N i
M M i

avg hi

SM αiM
,

Tup
Mi =

(N i
M M i

avg − 2M i
max)hi

SM αiM
+ 2M i

max.

Similar results can be obtained for the Reduce stage, that
consists of the Reduce and part of the Shuffle phase. In fact,
according also to the results discussed in [26], we distinguish
the non-overlapping portion of the first shuffle wave from the
duration of the remaining tasks in the typical shuffle. The
time of the typical shuffle phase can be estimated as:

T lowShi =

(
N i
R hi

SR αiR
− 1

)
Shiavg,

Tup
Shi

=
(N i

R Sh
i
avg − 2Shimax)hi

SM αiR
+ 2Shimax.

Finally, by putting all parts together, we get:

T lowi = Alowi
hi

SMαiM
+Blowi

hi
SRαiR

+ Clowi , (1)

where Alowi = N i
MM

i
avg, Blowi = N i

R(Shiavg + Riavg) and
Clowi = Sh

1(Ji)
avg − Shiavg.

In the same way, the execution time of job Ji is at most:

Tupi = Aupi
hi

SMαiM
+Bupi

hi
SRαiR

+ Cupi , (2)
where:

Aupi = N i
MM

i
avg − 2M i

max,

Bupi = N i
RSh

i
avg − 2Shimax +N i

RR
i
avg − 2Rimax,

Cupi = 2Shimax + Sh1(i)
max + 2M i

max + 2Rimax.

According to the guarantees to be provided to the end
users, we can use Tupi upper bound (being conservative) or
the approximated formula

T avgi = (T lowi + Tupi )/2 (3)

to bound the execution time of class i jobs in the Capacity
Allocation problem described in the next section.



3. CAPACITY ALLOCATION PROBLEM
In this section, we consider the joint Capacity Allocation

and Admission Control problem for a cloud based shared
Hadoop 2.x system. We assume that the system runs the fair
or capacity scheduler, serving a set of user classes, requesting
the concurrent execution of jobs with similar execution profile.
Each class i is executed with siM = αiMSM Map slots and
siR = αiRSR Reduce slots with a concurrency degree of hi
(i.e., hi jobs with the same profile are executed concurrently).
We also assume that the system implements an admission
control mechanism bounding the number of concurrent jobs
hi executed by the system, i.e., some jobs can be rejected.
Hup
i denotes a prediction for the number of jobs of class i to

be executed and we have hi ≤ Hup
i . Furthermore, in order

to avoid job starvation, we also impose hi to be greater than
a given lower bound Hlow

i . Finally, a (soft) deadline Di is
associated with each class i.
Note that, given siM , siR and hi, the execution time of a

class i job can be approximated by:

Ti =
Ai hi
siM

+
Bi hi
siR

+ Ci, (4)

where Ai, Bi and Ci are positive constants computed as
discussed in the previous section.
We can use Equations (2)–(3) to derive (4), considering

conservative upper bounds. In this latter case Di can be
considered as hard deadline. In alternative, as in [26], (4)
can be obtained from (1), (2), and (3). In that case, (4) is
not a bound but an approximated formula and Di becomes
soft deadline. In this work, we follow this latter more flexible
approach. We assume that our MapReduce implementation
is hosted in a Cloud environment that provides on-demand
and reserved (see, e.g., Amazon EC2 pricing model [2])
homogeneous virtual machines (VMs). Moreover, we denote
with ciM and ciR the number of Map and Reduce slots hosted
in each VM, i.e., each instance supports ciM Map and ciR
Reduce concurrent tasks for each job Ji in class i. As a
consequence, let xm and xr be the number of Map and
Reduce slots required by a certain job Ji, the number of
VMs to be provisioned has to be equal to xm/ciM + xr/c

i
R.

Let us denote with δ and with ρ < δ the cost of on-demand
and reserved VMs, respectively and with r̄ the number of
reserved VMs available (i.e., the number of VMs subscribed
with a long term contract). Let d and r be the number of
on-demand and reserved VMs, respectively, used to serve
end users’ requests. The aim of the Capacity Allocation
(CA) problem we consider here is to minimize the overall
execution cost meeting, at the same time, all deadlines. The
execution cost includes both the VM allocation cost and the
penalty cost for job rejection. Given pi, the penalty cost for
rejection of a class i job, the overall execution cost can be
calculated as follows:

δ d+ ρ r +
∑
i∈U

pi (Hup
i − hi) , (5)

where decision variables are d, r, hi, siM and siR, for any
i ∈ U , i.e., we have to decide the number of on-demand and
reserved VMs, concurrency degree, and the number of Map
and Reduce slots for each job class i. The notation adopted
in this paper is summarized in Table 1.

4. OPTIMIZATION PROBLEM
In this section, we formulate the CA optimization problem

and propose a suitable and fast solution technique for the

System Parameters
ciM Number of Map slots hosted in a VM of class i
ciR Number of Reduce slots hosted in a VM of class i
U Set of job classes
pi Penalty for rejecting jobs from class i
Di Makespan deadline of jobs from class i
Ai CPU requirement for the Map phase which can be

derived by input data and job class i
Bi CPU requirement for the Reduce phase which can

be derived by input data and job class i
Ci Time constant factor depends on Map, Copy, Shuffle

and Reduce phases that derived by input data and
job class i

r̄ Number of available reserved VMs
δ Cost of on-demand VMs
ρ Cost of reserved VMs
Hup
i Upper bound on the number of class i jobs to be

executed concurrently
Hlow
i Lower bound on the number of class i jobs to be

executed concurrently
Decision Variables
siM Number of slots to be allocated to class i for executing

Map task
siR Number of slots to be allocated to class i for executing

Reduce task
hi Number of jobs of class i to be executed concurrently
r Number of reserved VMs to be allocated for job

execution
d Number of on-demand VMs to be allocated for for

job execution

Table 1: Optimization model: parameters and deci-
sion variable.

execution of MapReduce jobs in Cloud environments. The
objective is to minimize the execution cost, while meeting
job (soft) deadlines. The total cost includes VM provisioning
costs and a penalty due to job rejection. In equation (5) the
term

∑c
i=1 piH

up
i is a constant independent from decision

variables and can be dropped. The optimization problem
can then be defined as follows:
(P0) min δ d+ ρ r −

∑
i∈U

pi hi

subject to:

Ai hi
siM

+
Bi hi
siR

+ Ei ≤ 0, ∀i ∈ U , (6)

r ≤ r̄, (7)∑
i∈U

(
siM
ciM

+
siR
ciR

)
≤ r + d, (8)

Hlow
i ≤ hi ≤ Hup

i , ∀i ∈ U , (9)
r ≥ 0, (10)
d ≥ 0, (11)

siM ≥ 0, ∀i ∈ U , (12)

siR ≥ 0, ∀i ∈ U , (13)

where constraints (6) are derived from equation (4) by im-
posing the execution of each job to end before its deadline
(i.e., Ei = Ci−Di < 0). Constraint (7) ensures that no more
than the available reserved VMs can be allocated. Constraint
(8) guarantees that enough VMs are allocated to execute
submitted jobs within their deadlines. Constraints (9) bound
the job concurrency level for each user.
We remark that, in the above problem formulation, vari-

ables r, d, siM , siR, hi are not integer as in reality they
should be. In fact, requiring variables to be integer makes



the problem much more difficult to solve. However, this
approximation is widely used in the literature (see, e.g., [9,
30]) since relaxed variables can be rounded to the closest
integer at the expense of a generally very small increment of
the overall cost (this is intuitive for large-scale MapReduce
systems that require tens or hundreds of relatively cheap
VMs), justifying the use of a relaxed model. Therefore, we
decided to deal with continuous variables, considering a re-
laxation of the real problem. However, this restriction will
be removed in the numerical analyses reported in Section 5.
Problem (P0) has a linear objective function but con-

straints (6) are non-linear and non-convex (the proof is
reported in [18]). To overcome the non-convexity of the
constraints, we introduce new decision variables Ψi = 1/hi,
for any i ∈ U , to replace hi. Then, problem (P0) is equivalent
to problem (P1) defined as follows:

(P1) min δ d+ ρ r −
∑
i∈U

pi
Ψi

subject to:
Ai

siMΨi
+

Bi
siRΨi

+ Ei ≤ 0, ∀ i ∈ U , (14)

r ≤ r̄, (15)∑
i∈U

(
siM
ciM

+
siR
ciR

)
≤ r + d, (16)

Ψlow
i ≤ Ψi ≤ Ψup

i , ∀ i ∈ U , (17)
r ≥ 0, (18)
d ≥ 0, (19)

siM ≥ 0, ∀ i ∈ U , (20)

siR ≥ 0, ∀ i ∈ U , (21)

where Ψlow
i = 1/Hup

i and Ψup
i = 1/Hlow

i . We remark that
now constraints (14) are convex (the proof is reported in [18]).
The convexity of all the constraints of problem (P1) allows
to prove the following result.

Theorem 4.1. In any optimal solution of problem (P1),
constraints (14) hold as equalities and the number of slots to
be allocated to job class i, siM and siR, can be evaluated as
follows:

siM = − 1

EiΨi

(√
AiBi ciM

ciR
+Ai

)
, (22)

siR = − 1

EiΨi

(√
AiBi ciR
ciM

+Bi

)
. (23)

The proof of Theorem 4.1 is reported in [18]. The results of
Theorem 4.1 allow to transform (P1) into an equivalent linear
programming problem, which can be solved very quickly by
state of the art solvers.

Theorem 4.2. (P1) is equivalent to the following prob-
lem:

(P2) min δ d+ ρ r −
∑
i∈U

pi hi

subject to:
r ≤ r̄, (24)∑

i∈U

γi hi ≤ r + d, (25)

Hlow
i ≤ hi ≤ Hup

i , ∀ i ∈ U , (26)
r ≥ 0, (27)
d ≥ 0, (28)

where γi = γ1
i + γ2

i with:

γ1
i = − 1

Ei ciR

(√
AiBi ciR
ciM

+Bi

)
, (29)

γ2
i = − 1

Ei ciM

(√
AiBi ciM

ciR
+Ai

)
, (30)

and the decision variables are r, d and hi = 1/Ψi, for any
i ∈ U .

The proof of Theorem 4.2 is reported in [18]. Since (P2)
is a linear problem, commercial and open source solvers
currently available are able to solve efficiently very large
instances. A scalability analysis is reported in the following
section.
The Karush-Kuhn-Tucker (KKT) conditions corresponding

to problem (P2) guarantee that any optimal solution of (P2)
has the following important properties.

Theorem 4.3. If (r∗, d∗, h∗) is an optimal solution of
problem (P2), then the following statements hold:

a) r∗ > 0, i.e., reserved instances are always used.
b)
∑
i∈U γi h

∗
i = r∗ + d∗, i.e., γi can be considered a com-

puting capacity conversion ratio that allows to translate
class i concurrency level into VM capacity resource
requirements.

c) If pi/γi > δ, then h∗i = Hup
i , i.e., class i job are never

rejected.
d) If pi/γi < ρ, then h∗i = Hlow

i , i.e., class i concurrency
level is set to the lower bound.

e) If r̄ >
∑
i∈U γiH

up
i , then d∗ = 0, i.e., for property b),

if the total capacity requirement can be satisfied through
reserved instances, on demand VMs are never used.

f) If r̄ <
∑
i∈U γiH

low
i , then r∗ = r̄ and d∗ > 0, i.e., for

property b), if the minimum job requirements exceed
reserved instance capacity, then on demand VMs are
needed.

Proof. The KKT conditions associated to (P2) are:

ρ− ν + µr − λr = 0, (31)
δ − ν − λd = 0, (32)

−pi + γi ν + µi − λi = 0, ∀ i ∈ U , (33)

ν

(∑
i∈U

γi h
∗
i − r∗ − d∗

)
= 0, (34)

λr r
∗ = 0, (35)

µr (r∗ − r̄) = 0, (36)
λd d

∗ = 0, (37)

λi (h∗i −Hlow
i ) = 0, ∀ i ∈ U , (38)

µi (h∗i −Hup
i ) = 0, ∀ i ∈ U , (39)

ν, λr, µr, λd ≥ 0, (40)
λi, µi ≥ 0, ∀ i ∈ U . (41)

a) Assume, by contradiction, that r∗ = 0. Then

d∗ ≥
∑
i∈U

γi h
∗
i ≥

∑
i∈U

γiH
low
i > 0,

thus λd = 0 and ν = δ. On the other hand, (36)
implies that µr = 0 and λr = ρ− ν = ρ− δ < 0 which
is impossible.



b) Since r∗ > 0, we have λr = 0, hence (31) implies
ν = ρ + µr ≥ ρ > 0, thus constraint (25) is active at
(r∗, d∗, h∗).

c) It follows from (32) that ν = δ−λd ≤ δ, hence we have
µi = λi + pi − γi ν ≥ pi − γi ν ≥ pi − γi δ > 0.

Therefore h∗i = Hup
i .

d) Since ν ≥ ρ, we get

λi = µi + γi ν − pi ≥ γi ν − pi ≥ γi ρ− pi > 0,

hence h∗i = Hlow
i .

e) We have

r∗ =
∑
i∈U

γi h
∗
i − d∗ ≤

∑
i∈U

γiH
up
i < r̄,

thus µr = 0 and ν = ρ. Therefore, λd = δ − ρ > 0
implies d∗ = 0.

f) We have

d∗ =
∑
i∈U

γi h
∗
i − r∗ ≥

∑
i∈U

γiH
low
i − r̄ > 0,

hence λd = 0 and ν = δ. Therefore, µr = δ − ρ > 0
implies r∗ = r̄.

Property a) is obvious, since reserved instances are the
cheapest ones. Property b) and Theorem 4.2 lead to an
important theoretical result. Indeed, γi parameters can be
interpreted as a computing capacity conversion ratio that
allows to estimate VM capacity requirements in terms of
class i concurrency level. Accordingly, also properties c) and
d) become intuitive. The product γi δ is the unit cost for
class i job execution with on-demand instances. If γi δ is
lower than the penalty cost, then class i jobs will always
be executed. Vice versa, if γi ρ, i.e., the class i per unit
reserved cost, is larger than the penalty, class i jobs will
always be rejected. Finally, properties e) and f) relate the
overall minimum

∑
i∈U γiH

low
i and maximum

∑
i∈U γiH

low
i

capacity requirements to reserved instance capacity and allow
to establish a priory if on demand VMs will or will not be
used.

5. EXPERIMENTAL RESULTS
In this section we: (i) validate job execution time bounds,

(ii) evaluate the scalability of the CA problem solution, and
(iii) investigate how different (P2) problem settings impact
on the cloud cluster cost.
Our analyses are based on a very large set of randomly gen-

erated instances. Bound accuracy is evaluated through the
YARN Scheduler Load Simulator (SLS) [7]. In the following
section, the design of experiments is presented. Bound accu-
racy and scalability analyses are reported in Sections 5.2 and
5.3. Finally, the analysis of how (P2) problem parameters
impact on cost is reported in Section 5.4.

5.1 Design of experiments
Analyses in this section intend to be representative of real

Hadoop systems. Instances have been randomly generated
by picking parameters according to values observed in real
systems and logs of MapReduce applications. Afterwards,
we use uniform distributions within the ranges reported in
Table 2.

In our model, the cloud cluster consists of on-demand and
reserved VMs. We considered Amazon EC2 prices for VM

hourly costs [2]. On demand and reserved instance prices
varied in the range ($0.05,$0.40), to consider the adoption
of different VM configurations.
Regarding MapReduce applications parameters, we used

the values reported in [27], which consider real log traces
obtained from four MapReduce applications: Twitter, Sort,
WikiTrends, and WordCount.

Moreover, as in [27] we assume that deadlines are uniformly
distributed in the range (10, 20) minutes. We use the job
profile from [27] to calculate a reasonable value for penalties.
First, the minimum cost for running a single job (let it be
cji) is evaluated by setting Hup

i = Hlow
i and solving problem

(P2), disabling the admission control mechanism. Then,
we set the penalty value for job rejections pi = 10 cji as
in [8]. We varied Hup

i in the range (10, 30), and we set
Hlow
i = 0.9Hup

i .
Job Profile Cluster Scale

N i
M (70, 700) Hup

i (¢) (10, 30)
N i
R (32, 64)

Job Rejection PenaltyM i
max (s) (16, 120)

Shtyp
i

max (s) (30, 150) pi (¢) (250, 2500)
Rimax (s) (15, 75)

Cloud Instance PriceSh
1(i)
max (s) (10, 30)

ciM , ciR (1, 4) ρ (¢) (5, 20)
Di (s) (600, 1200) δ (¢) (5, 40)

Table 2: Cluster characteristics and Job Profiles

5.2 Accuracy of Execution Time Bounds
The aim of this section is to compare our time bounds (1)

and (2) against the execution times obtained through YARN
SLS [7], the official simulator provided within Hadoop 2.3
framework.
YARN SLS requires an Hadoop deployment and it interacts

with it by means of mocked NodeManagers and Application-
Masters with the purpose of simulating both a set of cluster
nodes and the relative workload. Those entities interact
directly with Hadoop YARN, simulating a whole running
environment with a one to one mapping between simulated
and real times (i.e., the simulation of 1 second of the Hadoop
cluster requires 1 second simulation).
SLS requires as input a cluster configuration file and an

execution trace. This trace can be provided either in Apache
Rumen2 format or in the SLS proprietary format (the one
we adopted), which is a simplified version containing only
the data strictly needed for simulation. In particular, among
other information, it provides for each job and each task the
start and end times.
In our evaluation we consider the MapReduce job profiles

extracted from log traces available from Twitter, Sort, Wik-
iTrends, and WordCount reported in [27]. In order to use
the SLS tool, we generated synthetic job traces representing
these workloads. First of all, since SLS does not provide shuf-
fle phase execution time, we have to use a simplified version
of equations (1) and (2). Therefore, we partially removed
the shuffle phase, by ignoring the first shuffle wave (to a
certain extent overlapped with the last Map wave, though)
and by including the remaining part (e.g., Shiavg) in the Re-
duce phase. We also consider the total number of available
slots as shared between the Map and Reduce tasks, being
2A tool for extracting traces from Hadoop logs
http://hadoop.apache.org/docs/r1.2.1/rumen.html



Twitter Sort
No. of users Tup1 gap m1 gap No. of users Tup2 gap m2 gap

4 7.78% 1.24% 10 6.04% 0.61%
6 6.35% -0.09% 8 8.83% 3.26%
5 18.53% 7.68% 4 19.79% 10.42%
4 16.10% 6.43% 6 12.79% 4.79%
8 6.70% -11.98% 7 2.85% -7.48%
3 17.04% 7.12% 7 14.24% 5.64%
6 4.65% -9.80% 10 6.35% -10.80%
6 2.26% -5.07% 6 5.07% -1.58%
9 0.49% -4.94% 7 2.43% -2.44%
4 8.24% 1.56% 10 5.28% -0.45%

Table 3: Two job classes analysis (Twitter and Sort)
WordCount WikiTrends

No. of users Tup1 gap m1 gap No. of users Tup2 gap m2 gap
2 23.12% 5.27% 4 37.46% 23.93%
4 8.35% -4.20% 4 26.46% 16.78%
3 28.30% 7.08% 2 57.48% 39.47%
2 14.04% -0.65% 3 23.28% 12.65%
4 19.15% 3.80% 3 48.68% 35.86%
5 17.32% 5.06% 4 34.95% 25.61%
3 21.97% 4.34% 3 35.58% 22.15%
3 37.22% 14.59% 2 62.11% 43.47%
5 15.89% 2.52% 3 37.19% 26.62%
2 17.50% 2.41% 5 26.01% 15.08%

Table 4: Two job classes analysis (WordCount and
WikiTrends)

unable to assign them to a specific phase. In particular, we
used a number of slots equals to the number of virtual cores
allocated in the simulator. These slots have been used in
both phases so we set SM and SR equal to the available cores.
Then, we set the ratios αiR

hi
=

αiM
hi

equal to 1/
∑
k∈U hk. This

because the available resources are equally shared among the
different users, so each class i will have a ratio of resources
proportional to its users hi: αiR = αiM = hi/

∑
k∈U hk.

In order to validate our bounds, we must compute job dura-
tions, i.e., for each job, the difference between its submission
and completion time.
Since SLS is a trace based simulator, we must generate a

trace that interleaves for each user the submission of jobs
by their average duration. However, we do not know this
duration (that is the goal of this simulation), but we can
obtain it by relying on a fixed-point iteration method. We
consider a closed model in which for each class i, hi users
can concurrently submit multiple jobs. Let approximate the
average job duration Ti with an initial guess Ai,0 for each
class i ∈ U and run the simulation of the generated trace.
Then, we can refine our guess of Ti iteratively with the value
Ai,n, computed as follows:

Ai,n = β T̃i,n−1 + (1− β)Ai,n−1, (42)

for each class i ∈ U (we experimentally set β = 0.07), where
T̃i,n−1 is the average job duration obtained by SLS for class
i at the previous run n− 1.
We iterate this procedure until Ai,n and T̃i,n are close

enough for each class i ∈ U . At that point Ai,n ≈ T̃i,n ≈
Ti for each job class i. We stop the fixed-point iteration
method when the ratio max

i∈U
|Ai,n − T̃i,n|/T̃i,n is below a

given threshold τ (set experimentally equal to 0.1). We
then evaluate how far our bounds are from this value, by
comparing T̃i,n with the upper bound Tupi and the average
of the two bounds mi = (T lowi + Tupi )/2.
Each simulation trace has been built by considering dif-

ferent user classes (drawn from WorkCount, Sort, Twitter

Twitter Sort WordCount
N. Tup1 gap m1 gap N. Tup2 gap m2 gap N. Tup3 gap m3 gap
5 16.99% 7.24% 3 17.82% 9.46% 2 16.20% 5.07%
4 10.25% 1.06% 3 15.01% 6.85% 3 10.88% 0.26%
5 6.21% -1.26% 3 2.84% -3.30% 4 5.26% -3.30%
5 8.71% -7.89% 4 10.24% -4.06% 2 8.84% -10.32%
5 3.92% -3.39% 5 2.66% -3.46% 2 3.82% -4.62%
5 14.32% 5.43% 4 14.31% 6.44% 2 14.37% 4.34%
3 10.10% 2.21% 4 13.58% 6.38% 5 8.24% -0.53%
4 21.64% 11.33% 2 17.84% 8.97% 4 18.58% 7.26%
2 11.51% 2.06% 3 8.37% 0.21% 5 9.74% -0.74%
4 9.53% 1.68% 4 10.46% 3.46% 4 7.37% -1.32%

Table 5: Three job classes analysis (Twitter, Sort
and WordCount)

Sort WordCount WikiTrends
N. Tup1 gap m1 gap N. Tup2 gap m2 gap N. Tup3 gap m3 gap
4 5.15% -1.51% 4 6.28% -2.33% 4 15.77% 9.73%
4 8.01% -0.12% 3 9.48% -0.97% 3 23.12% 15.46%
5 2.56% -4.51% 2 2.48% -6.51% 4 14.40% 7.90%
4 8.79% -0.22% 2 9.02% -2.38% 3 16.17% 8.19%
2 3.54% -4.25% 3 7.03% -3.18% 5 11.32% 4.39%
2 13.98% 5.07% 3 13.05% 1.18% 4 19.55% 11.28%
4 14.74% 6.60% 2 14.79% 3.80% 4 21.14% 13.55%
5 8.64% 1.60% 4 6.90% -2.51% 2 14.52% 7.97%
5 0.91% -5.64% 2 2.26% -6.75% 4 9.64% 3.37%
4 11.02% 4.40% 4 7.84% -0.93% 4 14.43% 8.42%

Table 6: Three job clasess analysis (Sort, Word-
Count and WikiTrends)

and WikiTrends traces) setting Ai,0 = Tupi for any i ∈ U . In
order to avoid that jobs start simultaneously (unrealistic in
real systems), we delay each job submission by a random
exponentially-distributed time value (i.e., the user think time
set equal to a tenth of the estimated job execution time).
Ultimately, we scaled down by a factor of 10 the original
execution times in order to achieve a simulation speedup.
We considered different test configurations with two and

three job classes and with a random number of users in the
range [2, 10]. Those scenarios represents light load conditions
that correspond to the worst case for the evaluation of our
bounds. Indeed, under light load conditions the probability
that any user class is temporarily idle can be significant and,
the Fair and Capacity scheduler, would assign the idle user
class slots to other classes to boost their performance. Vice
versa, under heavy loads our upper bounds become tighter.

Tables 3-6 report the results we achieved. For each run the
number of users and the gap between Ti and both Tupi and
mi are reported (a negative mi gap means that Ti > mi).
All the simulations have been performed considering a cluster
with 128 cores and using the YARN fair scheduler.

Overall, for the two job classes, the gap between the upper
bound and the jobs mean execution time is around 19% on
average, while the gap with respect to mi is only 10% on
average. For three classes the average between the upper
bound and the jobs mean execution time gap is 11%, while the
gap with respect to mi is 5%. Over all the set of experiments
the average between the upper bound and the jobs mean
execution time is 14%.
Simulations run on Microsoft Azure Linux small instances

(i.e., single core, 1.75GB VMs). The fixed-point iteration
procedure converges in 4.4 iterations on average. The simula-
tion time of each fixed-point procedure iteration was around
31 minutes.

5.3 Scalability analysis
In this section, we evaluate the scalability of our optimiza-

tion solution. We performed our experiment on a VirtualBox
virtual machine based on Ubuntu 12.04 server running on an



intel Xeon Nehalem dual socket quad-core system with 32
GB of RAM. Optimal solution to problem (P2) was obtained
by running CPLEX 12.0 where we also restricted decision
variables r, d and hi to be integer, i.e., we considered the
Mixed Integer Linear Programming (MILP) version of (P2).
We performed experiments considering different numbers of
user classes. We varied the cardinality of the set U between
20 and 1,000 with step 20, and run each experiment ten
times.
The results show that the time required to determine global

optimal solution for the MILP problem is, on average, less
than 0.08 seconds. The instances of maximum size including
1,000 user classes can be solved in less than 0.5 second in
the worst case.

5.4 Case Studies
In this section, we investigate how different (P2) problem

settings impact on the cloud cluster cost. In particular, we
analyse three case studies to address the following research
questions: (1) Is it better to consider a shared cluster or
to devote a dedicated cluster to individual user classes?
(2) What is the effect of job concurrency on cluster cost?
(3) Which is the cost impact of more strict deadlines? (is
there a linear relation between the cost and job deadlines?).
Instances have been generated according to Sections 5.1
and 5.3. Furthermore, to ease the results interpretation we
excluded reserved instances and assumed there is a single
type of VM available from the cloud provider.

5.4.1 Effect of sharing cluster
In this case study, we want to examine the effect of cluster

resource sharing. In particular, we consider two scenarios.
The first one is our baseline, which corresponds to (P2) prob-
lem setting. The second one considers the same resource
demand (in terms of job profiles, deadlines, etc.) but |U| (P2)
problems are solved independently, i.e., assuming a dedicated
cluster is devoted to each user class. To perform the compar-
isons, we consider different numbers of user classes. We vary
the cardinality of the set U between 20 and 1,000 with step
20 and randomly generate ten instances for each cardinality
value. For each instance we calculate two values: the first
one is the objective function of the baseline scenario, that
we refer to as dependent objective function; the second value,
that we call independent objective function, is evaluated by
summing up the |U| objective functions of the individual
problems. The comparison is performed by considering the
ratio between the dependent and independent objective func-
tion. Figure 7 reports the average of this ratios for different
numbers of user classes. Overall, the cluster cost marginally
decreases by assuming all user classes together and on aver-
age we have 0.48% variation on the overall cluster cost. We
can conclude that, thanks to cloud elasticity, the adoption
of shared or dedicated clusters leads to the same cost. Note
that, shared cluster can lead to benefits thanks to HDFS
(e.g., better disk performance and node load balancing) but
this can not be captured by our cost model.

5.4.2 Effect of job concurrency degree
In this case study we want to analyze the effect of the

job concurrency degree on the cost of one single job. To
perform the experiment, we assume there is just one user
class in the cluster. We vary the job concurrency degree hi
from 10 to 30 and, for each value, we randomly generate 10
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Figure 7: Effect of assuming all user classes to-
gether.
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Figure 8: Effect of job concurrency degree on single
job cost.

instances of problem (P2). For each instance we disable the
admission control by setting up Hlow = Hup and we solve
the optimization problem. We calculate the cost of one single
job for each instance by dividing the objective function by
the job concurrency degree.
Figure 8 shows how the per-job cost varies with differ-

ent job concurrency degrees for a representative example.
Overall, the analysis demonstrates that the cost variance for
different job concurrency is negligible, i.e., the different job
concurrency degree leads to less than 0.002% variation of the
cost of one job. Hence, in a cloud setting, elasticity allows
to obtain a constant per-job execution cost independently
of the number of users in a class. This result is in line with
Theorem 4.3 b).

5.4.3 Effect of tightening the deadlines
Here we want to examine the relation between cost and

deadlines. In particular, we check the effect of reducing the
deadlines on the cluster cost. We vary the cardinality of
the set U between 20 and 1,000 and for each cardinality we
generate several random instances as described in Section 5.3.
For each instance, we iteratively tighten the deadlines of every
user class to observe how the changes are reflected on the cost.
In each step, we decrease the deadlines by 5% of the initial
value. The reduction process continues until the instance
with new deadlines does not have a feasible solution. After
each reduction, we calculate the increased cost ratio, i.e., the
ratio between the objective function for the problem with
the new deadlines and the objective function of the problem
with the initial deadlines. Figure 9 illustrates the trend of
the increase cost ratio for a representative instance with 20
user classes: the reduction is not linear and the cost to pay
for reducing the deadlines by a 60% is more than three times
with respect to the base case.
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Figure 9: Effect of reducing deadlines on cluster
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6. RELATED WORK
Capacity management and optimal scheduling of Hadoop

clusters received a lot of interest by the research community.
Authors in [13] propose Starfish, a self-tuning System for
analytics on Hadoop. Indeed, rarely Hadoop exhibits the
best performance as it is, without a specific tuning phase.
Starfish, collects at runtime some key informations about
the job execution generating a profile that is eventually
exploited to automatically configure Hadoop without human
intervention. The same tool has been successful employed to
solve cluster sizing problems [12].
Tian and Chen [24] face the problem of resource provi-

sioning optimization minimizing the cost associated with the
execution of a job. This work presents a cost model that
depends on the amount of input data and on the considered
job characteristics. A profiling regression-based analysis is
carried out to estimate the model parameters.
A different approach, based on closed queuing networks,

is proposed in [20] that considers also contention and par-
allelism on compute nodes to evaluate the completion time
of a MapReduce job. Unfortunately, this approach concerns
the execution time of the map phase only. Vianna et al. [28]
propose a similar solution, which however, has been validated
for cluster exclusively dedicated to the execution of a single
job.
The work in [17] models the execution of Map task through

a tandem queue with overlapping phases and provides very
efficient run time scheduling solutions for the joint optimiza-
tion of the Map and copy/shuffle phases. Authors show
how their runtime scheduling algorithms match closely the
performance of the offline optimal version.
The work in [10] introduces a novel modeling approach

based on mean field analysis and provide very fast approxi-
mate methods to predict the performance of Big Data sys-
tems.
Deadlines for MapReduce jobs are considered also in [23].

The authors recognize the inability of Hadoop schedulers to
handle properly jobs with deadlines and propose to adapt
to the problem some well-known multiprocessor scheduling
policies. They present two versions of the Earliest Deadline
First heuristic and demonstrate they outperform the classical
Hadoop schedulers.
The problem of progress estimation of parallel queries is

addressed in [21]. The authors present Parallax, a progress
estimator able to predict the completion time of queries
representing MapReduce jobs. The estimator is implemented
on Pig and evaluated with PigMix benchmark.
ParaTimer [22], an extension of Parallax, is a progress

estimator that can predict the completion of parallel queries
expressed as Directed Acyclic Graph (DAG) of MapReduce
jobs. The main improvement with respect to the previous
work, is the support for queries where multiple jobs work in
parallel, i.e., have different path in the DAG. Authors in [31]
investigate the performance of MapReduce applications on
homogeneous and heterogeneous Hadoop cloud based clus-
ters. They consider a problem similar to the one we faced
in our work and provide a simulation-based framework for
minimizing infrastructural costs. However, admission control
is not considered and a single type of workload (i.e., user
class) is optimized.
In [26] the ARIA framework is presented. This work

is the closest to our contribution and focuses on clusters
dedicated to single user classes running on top of a first in
first out scheduler. The framework addresses the problem
of calculating the most suitable amount of resource (slots)
to allocate to Map and Reduce tasks in order to meet a
user-defined soft deadline for a certain job and reduce costs
associated with resource over-provisioning. A MapReduce
performance model relying on a compact job profile definition
to calculate a lower bound, an upper bound and an estimation
of job execution time is presented. Finally, such model,
improved in [32], is validated through a simulation study and
an experimental campaign on a 66-nodes Hadoop cluster.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we provided an optimization model able to

minimize the execution costs of heterogeneous tasks in cloud
based shared Hadoop clusters. Our model is based on novel
upper and lower bounds for MapReduce job execution time.
Our solution has been validated by a large set of experiments.
Results have shown that our method is able to determine
the global minimum solutions for systems including up to
1,000 user classes in less than 0.5 seconds. Moreover, the
average execution time of MapReduce jobs obtained through
simulations is within 14% of our bounds on average. Future
work will validate the considered time bounds in real cloud
clusters. Moreover, a distributed implementation of the
optimization solver able to exploit the YARN hierarchical
architecture will be developed.
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ABSTRACT
Virtualization promised to dramatically increase server utilization
levels, yet many data centers are still only lightly loaded. In some
ways, big data applications are an ideal fit for using this residual
capacity to perform meaningful work, but the high level of interfer-
ence between interactive and batch processing workloads currently
prevents this from being a practical solution in virtualized environ-
ments. Further, the variable nature of spare capacity may make it
difficult to meet big data application deadlines.

In this work we propose two schedulers: one in the virtualization
layer designed to minimize interference on high priority interactive
services, and one in the Hadoop framework that helps batch pro-
cessing jobs meet their own performance deadlines. Our approach
uses performance models to match Hadoop tasks to the servers that
will benefit them the most, and deadline-aware scheduling to ef-
fectively order incoming jobs. We use admission control to meet
deadlines even when resources are overloaded. The combination
of these schedulers allows data center administrators to safely mix
resource intensive Hadoop jobs with latency sensitive web applica-
tions, and still achieve predictable performance for both. We have
implemented our system using Xen and Hadoop, and our evalua-
tion shows that our schedulers allow a mixed cluster to reduce web
response times by more than ten fold compared to the existing Xen
Credit Scheduler, while meeting more Hadoop deadlines and low-
ering total task execution times by 6.5%.

Keywords
scheduling, virtualization, Map Reduce, interference, deadlines,
admission control

1. INTRODUCTION
Virtualization has facilitated the growth of infrastructure cloud

services by allowing a single server to be shared by multiple cus-
tomers. Dividing a server into multiple virtual machines (VMs)
provides both a convenient management abstraction and resource
boundaries between users. However, the performance isolation pro-
vided by virtualization software is not perfect, and interference be-
tween guest VMs remains a challenge. If the hypervisor does not
enforce proper priorities among guests, it is easy for one virtual
machine’s performance to suffer due to another guest.

This article is an extended version of [24], which appeared in CC-
Grid 2014
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Despite the danger of interference, resource sharing through vir-
tualization has been crucial for lowering the cost of cloud comput-
ing services. Multiplexing servers allows for higher average utiliza-
tion of each machine, giving more profit for a given level of hard-
ware expense. Yet the reality is that many data centers, even those
employing virtualization, are still unable to fully utilize each server.
This is due in part to fears that if a data center is kept fully utilized
there will be no spare capacity if workloads rise, and part due to
the risk of VM interference hurting performance even if servers are
left underloaded.

In this paper, we first study the causes of interference through
virtualization scheduler profiling. We observe that even when set to
the lowest possible priority, big data VMs (e.g., Hadoop jobs) inter-
rupt interactive VMs (e.g., web servers), increasing their time spent
in the runnable queue, which hurts response times. We control and
reduce VM CPU interference by introducing a new scheduling pri-
ority for “background” batch processing VMs, allowing them to
run only when other VMs are not actively utilizing the CPU.

Our changes in the VM scheduler improve the performance of
interactive VMs, but at the cost of unpredictable Hadoop perfor-
mance. To resolve this challenge, we implement a second sched-
uler within the Hadoop framework designed for hybrid clusters of
dedicated and shared VMs that only use residual resources. We
find that when given the same available resources, different tasks
will progress at different rates, motivating the need to intelligently
match each Hadoop task to the appropriate dedicated or shared
server. Our scheduler combines performance models that predict
task affinity with knowledge of job deadlines to allow Hadoop to
meet SLAs, despite variability in the amount of available resources.

Together, these schedulers form the Minimal Interference Max-
imal Productivity (MIMP) system, which enhances both the hy-
pervisor scheduler and the Hadoop job scheduler to better manage
their performance. Our primary contributions include:

• A new priority level built into Xen’s Credit Scheduler that
prevents batch processing VMs from hurting interactive VM
performance.

• Task affinity models that match each Hadoop task to the ded-
icated or shared VM that will provide it the most benefit.

• A deadline and progress aware Hadoop job scheduler that al-
locates resources to jobs in order to meet performance goals
and maximize the efficiency of a hybrid cluster.

• An admission control mechanism which ensures high prior-
ity jobs meet deadlines, even when a cluster is heavily over-
loaded.

We have implemented the proposed schedulers by modifying the
Xen hypervisor and Hadoop scheduler. Our evaluation shows that
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Figure 1: Colocated Hadoop jobs degrade web application perfor-
mance, despite using the Xen scheduler priority mechanisms.

MIMP can prevent nearly all interference on a web application,
doubling its maximum throughput and providing nearly identical
response times to when it is run alone. For a set of batch jobs,
the algorithm can meet more deadlines than EDF(Earliest Deadline
First), and reduces the total execution time by over four and a half
CPU hours, with minimal impact on interactive VM performance.

Our paper is structured as follows: Section 2 provides the mo-
tivation of our paper, and Section 3 provides the problem and sys-
tem overview for our work. In Section 4 and Section 5, we give a
description about interactive VM scheduling in Xen and progress-
aware deadline scheduling in Hadoop. Section 6 provides our eval-
uation using different benchmarks. We discuss related work in Sec-
tion 7, and conclude in Section 8.

2. MAP REDUCE IN VIRTUALIZED
CLUSTERS

Map Reduce is a popular framework for distributing data inten-
sive computation [6]. Hadoop is an open source implementation of
Map Reduce developed by Yahoo. Users write a program that di-
vides the work that must be performed into two main phases: Map
and Reduce. The Map phase processes each piece of input data and
generates some kind of intermediate value, which is in turn aggre-
gated by the Reduce phase.

In this paper we investigate how to run Map Reduce jobs in a hy-
brid cluster consisting of both dedicated and shared (also known
as volunteer) nodes. This problem was first tackled by Clay et
al., who described how to pick the appropriate number of shared
nodes in order to maximize performance and minimize overall en-
ergy costs [5]. Like their work, we focus on scheduling and mod-
eling the Map phase since this is generally the larger portion of the
program, and is less prone to performance problems due to slow
nodes. Our work extends their ideas both within the virtualization
layer to prevent interference, and at the Map Reduce job scheduling
level to ensure that multiple jobs can make the best use of a hybrid
cluster and effectively meet deadlines.

A key issue that has not yet been fully explored is how to prevent
batch processing jobs such as Map Reduce from interfering with
foreground workloads. Our results suggest that interference can
be quite severe if the important performance metric is interactive
latency as opposed to coarse grained timing measures (e.g., the time
to compile a linux kernel).

As a motivating experiment, we have measured the achieved
throughput and response time when running the TPC-W online
book store benchmark both alone and alongside a VM running
Hadoop jobs. Our results in Figure 1 show that the response time
of the web application can be dramatically increased when run with
a Pi or WordCount (WC) job. This happens even when the Xen
scheduler’s parameters are tuned to give Hadoop the lowest possi-
ble weight (i.e., the lowest priority). However, the throughput of
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Figure 2: TCT varies by job, and increases non linearly as the web
service consumes a larger quantity of CPU (out of 2 cores).

TPC-W remains similar, as does the amount of CPU that it con-
sumes. Further, we find that if Hadoop is given a separate CPU
from TPCW, there is no interference at all. This suggests that the
performance interference is due to poor CPU scheduling decisions,
not IO interference.

A second major challenge when running in shared environments
is that different Hadoop jobs are affected by limitations on available
resources in different ways. Figure 2 shows that as the amount of
resources consumed by a foreground interactive VM rises, the nor-
malized task completion time (relative to Hadoop running alone)
can increase significantly for some jobs. For example, Pi, a very
CPU intensive job, suffers more than Sort, which is IO intensive.
As a result, the best performance will be achieved by carefully
matching a Hadoop job to the servers that will allow it to make
the most efficient progress.

3. PROBLEM AND SYSTEM OVERVIEW
This section presents the formal problem MIMP targets, and then

gives an overview of the system.

3.1 Problem Statement
The scenario where we believe MIMP will provide the most ben-

efit is in a hybrid cluster containing a mix of dedicated nodes (vir-
tual or physical) and “volunteer” or “shared” nodes that use vir-
tualization to run both interactive applications and Hadoop tasks.
We assume that the interactive applications are higher priority than
the Hadoop tasks, which is generally the case since users are di-
rectly impacted by slowdown of interactive services, but may be
willing to wait for long running batch processes. While we focus
on web applications, the interactive applications could represent
any latency-sensitive service such as a streaming video server or re-
mote desktop application. Although we treat Hadoop jobs as lower
priority, we still take into account their performance by assuming
they arrive with a deadline by which time they must be complete.

As discussed previously, we focus on the Map phase of Map
Reduce, as this is generally more parallelizable and is less prone
to straggler performance problems (i.e., a single slow reduce task
can substantially hurt the total completion time). As in [5], we use
dedicated servers to run both the shared Hadoop file system and all
reduce tasks.

We assume that the interactive applications running in the high
priority VMs have relatively low disk workloads, meaning that shar-
ing the IO path with Hadoop tasks does not cause a resource bot-
tleneck. While this is not true for some disk intensive applications
such as databases, for others it can be acceptable, particularly due
to the increasing use of networked storage (e.g., Amazon’s Elastic
Block Store) rather than local disks.

Given this type of cluster, a key question is how best to allo-
cate the available capacity in order to maximize Hadoop job per-
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formance (i.e., minimize the number of deadline misses and the to-
tal job completion times) while minimizing the interference on the
interactive services (i.e., minimizing the change in response time
compared to running the web VMs alone).

3.2 MIMP Overview
We have developed MIMP to tackle this pair of challenges. The

system is composed of two scheduling components, as illustrated
in Figure 3.

Minimal Interference CPU Scheduler: The MI CPU Sched-
uler tries to prevent lower priority virtual machines from taking
CPU time away from interactive VMs. We do this by modifying
the Xen CPU scheduler to define a new priority level that will al-
ways be preempted if an interactive VM becomes runnable.

Maximal Productivity Job Scheduler: Next we modify the
Hadoop Job scheduler to be aware of how available resources af-
fects task completion time. The MP Scheduling system is com-
posed of a training module that builds performance models, a mon-
itoring system that measures residual capacity throughout the data
center, and a scheduling algorithm. Our MP Scheduler combines
this information to decide which available resources to assign to
each incoming Hadoop Job to ensure it meets its deadline while
making the most productive use of all available capacity.

4. VM SCHEDULING IN XEN
This section diagnoses the performance issues in the Xen current

Credit scheduler when mixing latency sensitive and computation-
ally intensive virtual machines. We then describe how we have
enhanced the Xen scheduler to help minimize this interference.

4.1 Performance with Xen Credit Scheduler
Xen Credit scheduler is a non-preemptive weighted fair-share

scheduler. As a VM runs, its VCPUs are dynamically assigned one
of three priorities - over, under, or boost, ordered from lowest to
highest. Each physical CPU has a local run queue for runnable VC-
PUs, and VMs are selected by their priority class. Every 30ms, a
system-wide accounting thread updates the credits for each VCPU
according to its weight share and resorts the queue if needed. If
the credits for a VCPU are negative, Xen assigns “over” priority to
this VCPU since it has consumed more than its share. If the credits
are positive, it is assigned “under” priority. Every 10ms, Xen up-
dates the credits of the currently running VCPU based on its run-
ning time. In order to improve a virtual machine’s I/O performance,
if a VCPU is woken up (e.g., because an IO request completes) and
it has credits left, it will be given “boost” priority and immediately
scheduled. After the boosted VCPU consumes a non-negligible
amount of CPU resources, then Xen resets the priority to “under”.

As this is a weight-based scheduler, it primarily focuses on allo-
cating coarse grained shares of CPU to each virtual machine. The

TPC-W 600 clients Alone +WC (min weight)
Avg. Resp. Time 25 msec 175.5 msec

Avg. CPU Utilization 84.8% 91.1%
Running (sec) 605.9 656.4
Runnable (sec) 1.9 524.4
Blocked (sec) 1092.4 520.2

Table 1: Xen Credit Scheduler statistics when running a web appli-
cation alone or with a Word Count VM.

Boost mechanism is relied upon to improve performance of inter-
active applications, but as shown previously, it has limited effect.

Table 1 shows how much time was spent in each scheduler state
when a TPCW VM is run either alone or with a VM running the
Word Count Hadoop job that has been given the lowest possible
scheduler weight. As was shown in Figure 1, this significantly af-
fects TPCW performance, raising average response time by seven
times. We find that the Credit Scheduler weight system does do a
good job of ensuring that TPCW gets the overall CPU time that it
needs—the CPU utilization (out of 200% since it is a 2-core ma-
chine) and time spent in the Running state are similar whether TPC-
W is run alone or with word count. In fact, TPC-W actually gets
more CPU time when run with word count, although the perfor-
mance is substantially worse. While the overall CPU share is sim-
ilar, the timeliness with which TPC-W is given the CPU becomes
very poor when word count is also running. The time spent in the
Runnable state (i.e., TPC-W could be servicing requests) rises sub-
stantially, causing the delays that increase response time.

This happens because Credit uses coarse grain time accounting,
which means that 1) at times TPC-W may be woken up to handle
IO, but it is not able to interrupt Hadoop; and 2) at times Hadoop
may obtain boost priority and interrupt TPC-W if it is at the begin-
ning of an accounting interval and has not yet used up its quantum.

4.2 Minimal Interference CPU Scheduler
Our goal is to run processor or data intensive virtual machines in

the background, without affecting the more important interactive
services. Therefore, we have modified the Xen scheduler to define
a new extra low priority class. Virtual machines of this class are
always placed at the end of the Runnable queue, after any higher
priority VMs. We also adjust the Boost priority mechanism so that
“background” VMs can never be boosted, and so that if a regular
VM is woken up due to an I/O interrupt, it will always be able to
preempt a background VM, regardless of its current priority (i.e.,
under or over).

This scheduling algorithm minimizes the potential CPU interfer-
ence between interactive and Hadoop virtual machines, but it can
cause starvation for background VMs. To prevent this, we allow a
period, p, and execution time, e, to be specified. If over p seconds
the VM has not been in the Running state for e milliseconds, then



its priority is raised from background to over. After it is scheduled
for the specified time slice, it reverts back to background mode.
We use this to ensure that Hadoop VMs do not become completely
inaccessible via SSH, and so they can continue to send heartbeat
messages to the Hadoop job scheduler. While this mechanism is
not necessary when running interactive VMs that typically leave
the CPU idle part of the time, it can be important if MIMP is run
either with CPU intensive foreground tasks, or with a very large
number of interactive VMs.

5. PROGRESS AWARE DEADLINE
SCHEDULING IN HADOOP

A Hadoop Job is broken down into multiple tasks, which each
perform processing on a small part of the total data set. When run
on dedicated servers, the total job completion time can be reliably
predicted based on the input data size and previously trained mod-
els [25, 17]. The challenge in MIMP is to understand how job
completion times will change when map tasks are run on servers
with variable amounts of spare capacity. Using this information,
MIMP then instructs the Hadoop Job Tracker on how to allocate
“slots” (i.e., available shared or dedicated workers) to each job.

Monitoring Cluster Resource Availability: MIMP monitors
resource usage information on each node to help guide task place-
ment and prevent overload. MIMP runs a monitoring agent on each
dedicated and shared node, and sends periodic resource measure-
ments to the centralized MP Job Scheduler component. MIMP
tracks the CPU utilization and disk read and write rates of each
virtual machine on each host. These resource measurements are
then passed on to the modeling and task scheduling components as
described in the following sections.

5.1 Modeling Background Hadoop Jobs
MIMP uses Task Completion Time models to predict the progress

rate of different job types on a shared node with a given level of re-
sources. As shown previously in Figure 2, each job needs its own
task completion time model. The model is trained by running map
tasks on shared nodes with different available CPU capacities. This
can either be done offline in advance, or the first set of tasks for a
new job can be distributed to different nodes for measurement, and
then a model can be generated and updated as tasks complete. Our
current implementation assumes that all jobs have been trained in
advance on nodes with a range of utilization levels. Once a job
has been trained for one data input size, it can generally be easily
scaled to accurately predict other data sizes [17].

Job Progress: The progress model for a job of type j is a func-
tion that predicts the task completion time on a shared node with
residual capacity r. From Figure 2 we see that this relationship is
highly non-linear, so we use a double exponential formula, exp2,
provided by MATLABs Non-linear Least Squares functionality :

TCTj(r) = a ∗ eb∗r + c ∗ ed∗r (1)

where a, b, c, and d are the coefficients of the regression model
trained for each job. The coefficients b and d represent the rate
at which TCTj(r) exponentially grows. In order to compare the
progress that will be made by a job on an available slot, we use the
normalized TCT:

NormTCTj(r) =
TCTj(r)

TCTj(rdedicated)
(2)

where the denominator represents the task completion time when
running on a dedicated node. This allows MIMP to compare the
relative speeds of different jobs.

Checking Deadlines: The task completion time model can then
be used to determine if a job will be able to meet its deadline given
its current slot allocation. MIMP tracks a resource vector, R, for
each active job. The entry Ri represent the amount of resources
available on worker slot i that this job has been allocated for use:
100% for an available dedicated slot, 0% for a slot assigned to a
different job, or something in between for a shared slot allocated
to this job. If there is currently tremaining seconds until the job’s
deadline, then MIMP can check if it will meet its deadline using:

CompletableTasks(j, R) =

n∑
slot i=1

tremaining

TCTj(Ri)
(3)

If CompletableTasks(R) is greater than ntasks, the number of
remaining tasks for the job, then it is on track to meet its deadline.

Map Phase Completion Time: We can also obtain a direct pre-
diction of the map phase completion time using:

CompletionT ime(j, R) = ntasks

n∑
slot i=1

TCTj(Ri)

n
(4)

which estimates the total map phase completion time based on the
average TCT of each slot and the number of remaining tasks.

Data Node I/O: Hybrid clusters like the ones considered in MIMP
are particularly prone to disk I/O bottlenecks since there may be a
relatively small number of dedicated nodes acting as the data store.
If too many I/O intensive tasks are run simultaneously, task com-
pletion times may begin to rise [5]. To prevent this, we use a model
to predict the I/O load incurred by starting a new map task. During
MIMP model training phase, we measure the read request rate sent
to the data nodes by a dedicated worker. Since I/O accesses can
be erratic during map tasks, we use the 90th percentile of the mea-
sured read rates to represent the I/O required by a single worker,
per data node available. In order to calculate the read I/O load in-
curred by a new task on a shared worker, we use the normalized
TCT from Equation 2 as a scaling factor:

IOj(r) =
read90

th

j

NormTCTj(r)
(5)

to predict its I/O requirement. This can then be used to determine
whether running the task will cause the data nodes to become over-
loaded, as described in the following section.

5.2 Progress Aware Earliest Deadline First
We now present two standard Hadoop job schedulers, and then

discuss how we enhance these in MIMP so that it accounts for both
deadlines and the relative benefit of assigning a worker to each job.

FIFO Scheduler: The simplest approach to scheduling Hadoop
jobs is to service them in the order they arrive—all tasks for the first
job are run until it finishes, then all tasks of the second job, and so
on. Not surprisingly, this can lead to many missed deadlines since
it has no concept of more or less urgent tasks to perform.

EDF Scheduler: Earliest Deadline First (EDF) is a well known
scheduling algorithm that always picks the job with the earliest
deadline when a worker becomes available; that job will continue
to utilize all workers until it finishes or a new job arrives with a
smaller deadline. EDF is known to be optimal in terms of pre-
venting deadline misses as long as the system is preemptive and
the cluster is not over-utilized. In practice, Hadoop has somewhat
coarse grained preemption—each task runs to completion, but a
job can be preempted between tasks. It is also difficult to predict
whether a Hadoop cluster is over-utilized since tasks do not arrive
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on strict schedules as is typically assumed in Real Time Operating
Systems work. Despite this, we still expect EDF to perform well
when scheduling jobs since it will organize them to ensure they will
not miss deadlines.

MP Scheduler: Our Maximum Progress (MP) Scheduler uses
the models described in the previous section to enhance the EDF
scheduler. Whenever a worker slot becomes free, we determine
which job to assign to it based on the following criteria.

• First, MP examines each job in the queue to determine whether
it can meet its deadline with its currently allocated set of slots
using Equation 3. If one or more jobs are predicted to miss
their deadline, then MP allocates the slot to whichever of
those jobs has the closest deadline and returns.

• If all jobs are currently able to meet their deadlines, MP con-
siders each job in the queue and uses Equation 2 to calculate
its normalized task completion time if assigned the resources
of the free slot. It finds the job with the smallest normTCT
value, since that job is best matched for the available re-
sources.

• Before assigning the slot, MP calculates the IO cost of run-
ning the selected job using Equation 5. If starting a new task
of this type will cause any of the data nodes to become over-
loaded, then the job with the next highest normTCT is con-
sidered, and so on.

This algorithm ensures that the selected job is either currently
unable to meet its deadline, or the job that will make the most
progress with the slot, without causing the data nodes to become
overloaded.

5.3 Admission-Control
High number of incoming jobs can cause the cluster resources to

be overloaded. When cluster resources are over-utilized, naturally,
due to resource contention, we will have more jobs that will miss
their deadlines than usual. EDF scheduler does not have a mecha-
nism that can control resource overload, instead, it tries to schedule
as many jobs at it can fit in the incoming job queue. This aggres-
sive approach not only can make a new job miss the deadline but
can also cause other jobs in the queue to miss their deadlines as
well.

To prevent a cluster from becoming overloaded, we present Ad-
mission Control mechanism in MIMP scheduler. The Admission
Control maximizes the number of jobs that can meet their dead-
lines by accepting or rejecting a new incoming job to be executed
in the cluster based on whether or not it will overload the resources
of that cluster.

We assume that jobs with earlier deadlines always have the high-
est priority. This means that if a new job arrives with an earlier
deadline than some job already in the queue, it may be accepted
even though this could cause the job in the queue may now miss its
deadline. A job will only be accepted into the queue if MIMP pre-
dicts it can meet its deadline with the available resources.We design
the admission controller based on the following criteria:

• When a new job Jnew with deadline Deadlinenew is sub-
mitted, the controller finds the jobs J1, J2, . . . , JN in the job
processing queue that have an earlier deadline than Jnew.
For instance, if J1 and J2 are the only jobs that have an ear-
lier deadline than Jnew, then the controller will find the jobs
J1, J2, Jnew to be evaluated. Remember that we assume the
jobs Jnew+1, Jnew+2, ..., JN will meet their deadlines.

• In order to accept Jnew, MIMP must determine if doing so
will cause any higher priority job (i.e., one with an earlier
deadline) to miss its deadline. The Admission Controller
does this by estimating the processing time required by each
higher priority job. To make a conservative estimate, we cal-
culate each job’s estimated completion time assuming it runs
by itself on the cluster, using equation 6. In practice, MIMP
will be progress-aware, and will attempt to assign each job
to its most efficient slots, so it is likely that this will be an
overestimate; this makes the admission controller more con-
servative, reducing the likelihood of a missed deadline.

JCT (j, R) = ntask remaining

n∑
slot i=1

TCTj(Ri)

n2
(6)

• Once we estimate the processing time, the Admission Con-
troller accepts the new job if and only if all the jobs that has
their deadlines lesser than Deadlinenew can complete suc-
cessfully. The acceptance condition for a new job is shown
in equation 7. If this condition is not met, there is a high pro-
bibility that some jobs will miss their deadlines and we thus
reject Jnew.

Deadlinenew ≥
new∑

job i=1

JCTi (7)

Figure 4 shows the decision making process of our MIMP sched-
uler with Admission Control. First, when a new job is submitted,
the admission controller, based on the above criteria predicts the
new jobs completion time and then makes a decision whether to
accept or reject the job. In the case where a job is accepted, the
newly accepted job would then be put into a job processing queue
where it waits to get scheduled. When the scheduler finds some
free task slots that free up, it allocates those free slots to the jobs in
the queue based on deadline-aware or progress-aware scheduling.
Finally, once the free slots are allocated to the jobs, they are run on
their assigned task trackers.

6. EVALUATION
In this section, we present the evaluation results to validate the

effectiveness of reducing interference using our Minimizing Inter-
ference Scheduler. We then evaluate the accuracy and prediction



error of the TCT models and show the performance improvement
as we progressively satturate the data nodes with I/O. We then show
how the admission controller improves the performance when the
cluster is overloaded. We also describe details of our testbed and
three different job scheduling alogorithms in the case study.

6.1 Setup - machines, benchmarks
For our tests we use Xen 4.2.1 with Linux 3.7, running on a

heterogeneous cluster of Dell servers with Intel E5-2420 and Xeon
X3450 CPUs with each having 16GB of RAM. The E5-2420 has
six physical cores at 1.90GHz with 64KB of L1 cache and 256KB
of L2 cache per core, and a shared 15MB L3 cache, and X3450 has
four physical cores at 2.67GHz with 128KB of L1 cache and 1MB
of L2 cache per core, and a shared 8MB L3 cache. The Hadoop
version is 1.0.4.

Our virtual cluster contains 13 physical servers with 7 servers
running 4VMs per server, two for web server with 1GB of RAM
and 2VCPUs each and another two for Hadoop with 4GB of RAM
with 2VCPUs each. Four servers run 6 dedicated Hadoop VMs
(each with their own disk). Two more servers run web clients.

The web server VM is always pinned to shared CPU cores and
Hadoop VMs are pinned to either two dedicated or shared CPU
cores depending on the server it runs. Xens Domain-0, which hosts
drivers used by all VMs, is given the servers remaining cores.

Benchmarks: We use interactive workloads and batch work-
loads as our workloads. For transactional workloads, we use two
applications: TPC-W, which models a three-tier online book store
and Micro Web App, a PHP/MySQL application that emulates a
multi-tier application and allows the user to adjust the rate and type
of requests to control of CPU computation and I/O activities per-
formed on the test system. For batch workloads, we choose the fol-
lowing Hadoop jobs. PiEstimator: estimates Pi value using 1 mil-
lion points; WordCount: computes frequencies of words in 15GB
data; Sort: sorts 18GB data; Grep: finds match of randomly chosen
regular expression on 6GB data; TeraSort: samples the 1GB input
data and sort the data into a total order; Kmeans: clusters 6GB of
numeric data. Both Kmeans and Grep are divided into two types of
jobs.

6.2 Minimizing Interference Scheduler
We start our evaluation by studying how our Minimal Interfer-

ence Scheduler is able to provide greater performance isolation
when mixing web and processor intensive tasks. We repeat a vari-
ation of our original motivating experiment, and adjust the number
of TPC-W clients when running either Pi or Word Count Hadoop
jobs on a shared server. As expected, Figure 5(a) shows that the re-
sponse time when using Xen’s default scheduler quickly becomes
unmanageable, only supporting about 500 clients before interfer-
ence causes the response time to rise over 100ms. In contrast, our
MI scheduler provides performance almost equivalent to running
TPC-W alone, allowing it to support twice the throughput before
response time starts to rise. A closer look at the response time CDF
in Figure 5(b) illustrates that MIMP incurs only a small overhead
when there are 700 clients.

6.3 Task Affinity Models
In this section, we illustrate the accuracy of our task completion

time models and how they guide slot allocation.

6.3.1 TCT models
Figure 6 shows the training data and model curves generated by

MIMP (green curve is obtained from our model). Each Hadoop
VM has one core that is shared with a Micro Web App VM. We run
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(MCT) and appropriately allocates slots to meet deadlines.

a set of Hadoop jobs across our cluster using a randomly generated
web workload ranging from 10 to 100% CPU utilization for each
shared node. The x-axis represents the CPU utilization of the web
VM before each task is started; we normalize the measured task
completion time by the average TCT when running the same type
of task on a node with no web workload.

These figures show the wide range of TCTs that are possible
even for a fixed level of CPU availability. This variation occurs be-
cause the MI scheduler can give an unpredictable amount of CPU to
the low priority Hadoop VM depending on fluctuations in the web
workload.1 Thus, it is quite difficult to make accurate predictions,
although our models do still capture the overall trends.

When we apply these models to our case study workload de-
scribed in Section 6.6, we find that 57% of the time our models
over predict task completion time, and that the average over pre-
diction is by 35%. The average under prediction is 29%. This is
good since we would prefer our model to over predict task comple-
tion times, causing it to be more conservative, and thus less likely
to miss deadlines.

1The variation is not simply related to differences in data node I/O
levels, since even the PI job (which does not make any storage ac-
cesses) sees a particularly high variation in TCT.
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Figure 6: MIMP trains different models for each Hadoop job type.
Jobs NRMSE Jobs NRMSE
Pi 7.74% KmeansClass 8.61%
Sort 8.02% KmeansIterator 9.53%
Terasort 8.17% Grepsearch 8.26%
Wordcount 7.25% Grepsort 9.64%

Table 2: NRMSE

6.3.2 Total Map phase time prediction
The TCT models of MIMP are used to predict whether a job will

meet its deadline given its current slot allocation. Figure 7 shows
how the predictions change as slots are allocated and removed from
a job. We first start a Pi job at time 0 with a deadline of 700 seconds.
Within 10 seconds, Pi has been allocated all of the available slots,
so its predicted map phase completion time (MCT) quickly drops to
about 370 seconds. At time 80 sec, a Sort job is started, causing the
MIMP scheduler to divide the available slots between the two jobs.
It reduces from Pi, but only enough to ensure that Sort will finish
before its deadline. The predicted MCT of each job fluctuates as the
number of slots it is given varies, but it remains accurate throughout
the run.

6.3.3 Prediction Error
To evaluate the accuracy of the TCT models, we compare the er-

ror between the predicted task completion times and the actual task
completion times. The accuracy is measured by the normalized
root mean square error (NRMSE). We use the following formula 8
to calculate the RMSE. Figure 8 shows the RMSE for the different
Hadoop jobs. The solid bars represent the difference between the
fastest and slowest task completion time, while the error bars rep-
resent the RMSE; this shows that the error of our predictor is small
compared to the natural variation in completion times on different
servers.

RMSE =

√∑n
i=1(Xobs,i −Xpredict,i)2

n
(8)

Where Xobs is the observed values and Xpredict is the predicted
values at time/place i. We use the formula 9 to calculate the
NMRSE. Table 2 shows the NRMSE values for different Hadoop
jobs.

NRMSE = RMSE/(Xobs,max −Xobs,min) (9)

To illustrate how the prediction error affects the MIMP sched-
uler, we injected errors into the prediction. We run a trace of
Hadoop jobs (pi, terasort) in 4 shared nodes for 1 hour. Figure
9 shows that the total task completion time slightly fluctuates when
the insert error was within 10%. The inserted error does not influ-
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ence the scheduler obviously since from Figure 8 we can clearly
see that our TCT model prediction error is around 10%. However,
when the error is increased from 15% to 20%, the total time com-
pletion time increases significantly from 12100 second to 13790
second.

6.4 Data Node I/O Saturation
Allocating more shared worker nodes to a Hadoop job will only

increase performance if the data nodes that serve that job are not
overloaded. To evaluate this behavior, we measure the map phase
completion time (MCT) when the number of available shared nodes
is increased from 0 to 10; there are also three dedicated nodes that
run map tasks and act as data nodes. Each shared node runs a web
server that leaves 164% of the CPU available for the Hadoop VM.

Figure 10 shows the impact of the data node IO bottleneck on the
Pi and Grep jobs. We normalize the map phase completion time by
the measured time without any shared nodes. Initially, both job
types perform similarly, but the Grep job soon sees diminishing
returns as the data nodes become saturated. In contrast, Pi is an
entirely CPU bound job, so it is able to scale optimally, i.e., ten



 0
 0.2
 0.4
 0.6
 0.8

 1

 0  2  4  6  8  10

N
or

m
al

iz
d 

M
C

T

Number of Shared VMs

PI
Grep

Optimal

Figure 10: Data intensive Hadoop tasks see diminishing returns
once the data nodes become saturated.

 0
 2
 4
 6
 8

 10
 12
 14
 16
 18
 20
 22
 24
 26

MIMP-AC

MIMP
EDF

MIMP-AC

MIMP
EDF

MIMP-AC

MIMP
EDF

MIMP-AC

MIMP
EDF

MIMP-AC

MIMP
EDF

N
um

be
r 

of
 j
ob

s

Utilization

meet
miss

reject

2.01.81.71.51.3

Figure 11: Meet, Miss, Reject jobs vs Utilization

shared servers lowers the completion time by a factor of nearly ten.

6.5 Admission Control
To evaluate how our admission controller affects the performance

when the cluster is overloaded, we varied the level of cluster over-
load and then compare the number of jobs meeting deadlines, miss-
ing deadlines, or being rejected among MIMP with admission con-
trol(MIMP w/ac), MIMP without admission control and EDF sched-
uler. With different cluster utilization, we generate 30 minute traces
using pi and terasort jobs. Figure 11 shows that when the cluster
is slightly overloaded, the number of met deadlines is almost the
same for the MIMP w/AC, MIMP and EDF scheduler. However,
when the cluster is highly overloaded, most of the jobs will miss
deadline for EDF and MIMP. Since MIMP w/AC can detect the
overload and reject some jobs, it ensures that the other jobs in the
queue will meet their deadlines.

To show how our progress-aware MIMP scheduler affects TCT
with varied cluster utilization, in figure 12, we compare the average
TCT for MIMP w/AC and EDF scheduler while changing the clus-
ter utilization. We can see that if the cluster is lightly loaded, for
example when the utilization is 1, the average TCT of terasort task
with MIMP w/AC is less than the EDF scheduler. This is because,
while using MIMP w/AC all the jobs can meet their deadline, so
our progress-aware rule is used to select which jobs to run. For
the same utilization, the average TCT of Pi task in MIMP w/AC is
more than the one in EDF scheduler.

One reasonable explanation is that the TCT model for Pi is lower
than the TCT model for terasort. At the start of the experiment,
almost all slots in the scheduler are running Pi task. However,
in order to avoid the terasort job from missing its deadline, the
MIMP scheduler also chooses the terasort task to run. In addi-
tion, the Hadoop slot which has a low CPU utilization would have
shorter schedule time period than the one with high CPU utiliza-
tion. Therefore, terasort task has a greater chance to gain the slot
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with low CPU utilization than the Pi job. Furthermore, with the uti-
lization increasing, the behavior of MIMP scheduler will be more
similar with EDF scheduler. The deviation of TCT between the two
types of scheduler will decrease around zero.

Figure 13 and 14 shows CDFs of the TCT for terasort and pi
with the 0.8 utilization. One can see that when the utilization is
light, the MIMP scheduler tends to be progress-aware, and TCTs
of terasort and Pi in MIMP scheduler are shorter than the TCTs
in EDF scheduler. In this case, the progress-aware scheduler is
only providing a modest benefit since the experimental cluster only
has four slots, and only one of those slots provides a significant
boost when terasort jobs are scheduled there (as shown by the larger
number of jobs finishing within 10 seconds for terasort. We expect
that a larger cluster with a more diverse set of servers and jobs
would provide even greater benefit.

6.6 Case study
To evaluate our overall system, we perform a large scale exper-

iment where we run a trace of Hadoop jobs on a shared cluster
and evaluate the performance of three different job scheduling al-
gorithms. We use a total of 20 Hadoop VMs each with two cores:
6 dedicated hosts, 6 with a light web workload (20-35% CPU uti-
lization), 6 with a medium load (85-95%), and 2 that are highly
loaded (130-170%). We generate these workloads based on our
observations of the DIT(Division of Information Technology) and
Wikipedia data traces, although we use a higher overall utilization
level than was found in those traces since this puts more stress on
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Figure 15: Slot allocation for the first 10 minutes - MIMP vs. EDF

FIFO EDF MIMP
#Miss Deadline 67 2 1
Total TCT(h) 72.17 72.61 67.95
#Failed Jobs 17 0 0
#Failed Tasks 1080 1 0

Avg Lateness(s) 217.8 6.2 7.9

Table 3: Workload Performance Statistics

making intelligent scheduling decisions. The web workloads are
generated using httperf clients connected to our Micro Web App
benchmark.

We generate a random Hadoop trace composed of our six rep-
resentative job types. Jobs of each type arrive following a Poisson
distribution; the mean inter-arrival period is used as the deadline
for that type of job, with the exception of KMeans jobs which we
set to have no deadline. The job trace lasts 2.5 hours and contains
174 jobs in total.

Scheduler Comparison: Table 3 shows the performance statis-
tics of each job scheduler when processing this trace. Unsurpris-
ingly, FIFO performs very poorly, missing deadlines for 67 out of
174 jobs, with an additional 17 jobs failing to complete at all. The
EDF scheduler performs much better, but still misses two jobs, with
an average lateness of 6.2 seconds. The total task completion time
(i.e., the sum of all successful task execution times) is 72.61 hours
for EDF; FIFO is slightly lower only because it has failed tasks
which do not add to the total.

MIMP provides the best performance, missing only one job dead-
line by 7.9 seconds. Most importantly, it achieves this while using
4.66 hours less total execution time than EDF. This is possible be-
cause MIMP makes smarter decisions about which tasks to run on
which nodes, better matching them to the available resources.

Job Distribution: To understand why MIMP improves perfor-
mance, we now examine how each scheduler assigns workers to
jobs. Figure 15(b) shows the number of slots assigned to each job
during a 10 minute portion of the trace. This shows that EDF as-
signs all task slots to whatever job has the earliest deadline, even
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Figure 16: Job Distribution on high vs. low load server

though some slots may be better suited for a different job type. In
contrast, MIMP tends to run multiple jobs at the same time, allo-
cating the best fitting slots to each one. While this can result in
longer job completion times, MIMP still ensures that all jobs will
meet their deadlines and improves overall efficiency due to resource
affinity.

Figure 16 breaks down the percent of tasks completed by the
highly loaded and lightly loaded servers when using MIMP. Since
each job has a different arrival period, some jobs (such as Pi) have
more total tasks than infrequent jobs (such as K-means). However,
the results still follow our expectations based on the models shown
in Figure 6. For example, Pi and grep-search have particularly high
normalized TCT when the web server utilization rises, so MIMP
runs relatively fewer of those tasks on the highly loaded servers.
In contrast, the completion time of sort does not change much, so
MIMP runs more of those tasks on the highly loaded servers.

7. RELATED WORK
Virtual Machine Scheduling: Several previous works propose

to improve the efficiency of Xen Credit CPU scheduler. For exam-
ple, [3] proposes a modification to the scheduler that asynchronously
assigns each virtual CPU to a physical CPU in order to reduce CPU
sleep time. Lin et al. [12] developed VSched that schedules batch
workloads within interactive VMs without compromising the us-
ability of interactive applications. The drawback of this system is
that it was not designed to run on a cluster. Xi et al., use techniques
from Real-Time scheduling to give stricter deadline guarantees to
each virtual machine [19].

Other work has looked at avoiding interference between these
tasks by careful VM placement [7, 21] or dedicating resources [10].
Paragon [7] proposes a heterogeneous and interference-aware data
center scheduler. The system prefers to assign the applications on
the heterogeneous hardware platform that the application can ben-
efit from and have less interference with the co-scheduled applica-
tions. MIMP extends our preliminary study [23] to reduce inter-
ference through minor changes to Xen scheduler and then uses the
residual resources for big data applications.

To improve I/O performance, Xu et al. [20] propose the use of
vTurbo cores that have a much smaller time-slice compared to nor-
mal cores, reducing the overall IRQ processing latency. Cheng et
al. [2] improves I/O performance for Symmetric MultiProcessing
VMs by dynamically migrating the interrupts from a preempted
VCPU to a running VCPU thereby avoiding interrupt processing
delays. Our current focus is on shared environments where disk
I/O is not the bottleneck for interactive applications, but view this
as important future work.

Hadoop Scheduling & Modeling: Job scheduling in MapRe-
duce environments has focused on topics like fairness [9, 22] and
dynamic cluster sharing among users [16]. HybridMR [17] consid-
ered running Hadoop across mixed clusters composed of dedicated
and virtual servers, but does not consider VM interference. Bu
et al. [1] propose a new Hadoop scheduler based on the existing
fair scheduler. They present an interference and locality-aware task
scheduler for MapReduce in virtual clusters and design a task per-
formance prediction model for an interference-aware policy. Mor-
ton et al. [14] provide a time-based progress indicator for a series



of Map Reduce jobs, which can be used to predict job completion
times. Polo et al. provide a system to dynamically adjust the num-
ber of slots provided for Map Reduce jobs on each host to maximize
the resource utilization of a cluster and to meet the deadline of the
jobs [15]. [18] decides the appropriate number of slots allocated
to Map and Reduce based on the upper and lower bounds of batch
workload completion time obtained from the history of job profil-
ing. Our work is distinct from prior work in that we estimate the
job completion time of the batch jobs that are running in clusters
with unpredictable resource availability due to other foreground ap-
plications.

Previous works [5, 8, 11, 13] have shown heterogeneous cluster
designs wherein a core set of dedicated nodes running batch jobs
are complemented by residual resources from volunteer nodes, or
in some cases using “spot instances” from EC2 [4]. The closest
work to ours is by Clay et al [5]. They present a system that deter-
mines the appropriate cluster-size to harness the residual resources
of under utilized interactive nodes to meet user-specified deadlines
and minimize cost and energy. Our work extends this by focusing
on how groups of jobs should be scheduled across a shared cluster
in order to both minimize interference and meet job deadlines.

8. CONCLUSIONS
Virtualization allows servers to be partitioned, but resource mul-

tiplexing can still lead to high levels of performance interference.
This is especially true when mixing latency sensitive applications
with data analytic tasks such as Hadoop jobs. We have designed
MIMP, a Minimal Interference, Maximal Progress scheduling sys-
tem that manages both VM CPU scheduling and Hadoop job schedul-
ing to reduce interference and increase overall efficiency.

MIMP works by exposing more information to both the Hadoop
job scheduler and the Xen CPU scheduler. By giving these systems
information about the priority of different VMs and the resources
available on different servers, MIMP allows cluster utilization to be
safely increased. MIMP allows high priority web applications to
achieve twice the throughput compared to the default Xen sched-
uler, and has response times nearly identical to running the web
application alone. Despite the increased variability this causes in
Hadoop task completion times, MIMP is still able to meet more
deadlines than an Earliest Deadline First scheduler and lowers the
total execution time by nearly five hours in one of our experiments.

Acknowledgments: We thank the reviewers for their helpful
suggestions. This work was supported in part by NSF grant CNS-
1253575 and the National Natural Science Foundation of China
Grant No. 61370059, 61232009, and Beijing Natural Science Foun-
dation Grant No. 4122042.

9. REFERENCES
[1] X. Bu, J. Rao, and C.-z. Xu. Interference and Locality-aware

Task Scheduling for MapReduce Applications in Virtual
Clusters. In Proc. of HPDC, 2013.

[2] L. Cheng and C.-L. Wang. vBalance: using interrupt load
balance to improve I/O performance for SMP virtual
machines. In Proc. of SOCC, 2012.

[3] T. Chia-Ying and L. Kang-Yuan. A Modified Priority Based
CPU Scheduling Scheme for Virtualized Environment. Int.
Journal of Hybrid Information Technology, 2013.

[4] N. Chohan, C. Castillo, M. Spreitzer, M. Steinder,
A. Tantawi, and C. Krintz. See spot run: using spot instances
for mapreduce workflows. In Proc. of HotCloud, 2010.

[5] R. B. Clay, Z. Shen, and X. Ma. Accelerating Batch
Analytics with Residual Resources from Interactive Clouds.

In Proc. of MASCOTS, 2013.
[6] J. Dean and S. Ghemawat. MapReduce: Simplified Data

Processing on Large Clusters. Commun. ACM, 51, 2008.
[7] C. Delimitrou and C. Kozyrakis. Paragon: QoS-aware

Scheduling for Heterogeneous Datacenters. In Proc. of
ASPLOS, 2013.

[8] H. Herodotou, F. Dong, and S. Babu. No one (cluster) size
fits all: automatic cluster sizing for data-intensive analytics.
In Proc. of SOCC, 2011.

[9] M. Isard, V. Prabhakaran, J. Currey, U. Wieder, K. Talwar,
and A. Goldberg. Quincy: fair scheduling for distributed
computing clusters. In Proc.of SOSP, 2009.

[10] E. Keller, J. Szefer, J. Rexford, and R. B. Lee. NoHype:
virtualized cloud infrastructure without the virtualization. In
Proc. of ISCA, 2010.

[11] G. Lee, B.-G. Chun, and H. Katz. Heterogeneity-aware
resource allocation and scheduling in the cloud. In Proc. of
HotCloud, 2011.

[12] B. Lin and P. A. Dinda. Vsched: Mixing batch and
interactive virtual machines using periodic real-time
scheduling. In Proc. of Super Computing, 2005.

[13] H. Lin, X. Ma, J. Archuleta, W.-c. Feng, M. Gardner, and
Z. Zhang. MOON: MapReduce On Opportunistic
eNvironments. In Proc. of HPDC, 2010.

[14] K. Morton, A. Friesen, M. Balazinska, and D. Grossman.
Estimating the progress of MapReduce pipelines. In Proc. of
ICDE, 2010.

[15] J. Polo, C. Castillo, D. Carrera, Y. Becerra, I. Whalley,
M. Steinder, J. Torres, and E. Ayguadé. Resource-aware
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