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ABSTRACT 
Data driven decisions derived from big data have assumed critical 
importance in many application domains, fueling the demand for 
collection, transportation, storage and processing of massive 
volumes of data at fast speeds. Such applications have made data 
a valuable resource that needs to be provided appropriate security. 
High value associated with big data sets has rendered the entire 
cyber infrastructure, which includes big data storage systems, 
attractive targets for cyber attackers. Attackers are constantly 
trying to mount attacks on the cyber infrastructure, including data 
storage systems, to compromise the Confidentiality, Integrity and 
Availability of data and information. Common defense strategy 
that has been mostly employed to protect cyber assets involves 
first taking preventive measures, and if these fail, detecting 
intrusions and finally recovery. Unfortunately, attackers have 
developed tremendous technical sophistication to defeat most 
defensive mechanisms. Alternative strategy is to design 
architectures which are intrinsically attack tolerant. This paper 
describes a strategy that involves eliminating single point of 
security failures through fragmentation, coding, dispersion and 
reassembly. It is shown that this strategy can be successfully 
applied to networked big data file systems to make them tolerant 
to multiple cyber attacks.         
Categories and Subject Descriptors 
B.8.1 [Reliability and Testing]: Reliability and Testing and 
Fault-Tolerance. 

General Terms 
Performance, Reliability, Security. 

Keywords 
Big-data security, Secure storage, Attack tolerance, Data 
confidentiality, Data availability, Data integrity.  

1. INTRODUCTION 
Big data deals with massively large data sets that need to be 
transported, stored and processed. Sheer size of big data sets 
precludes the use of conventional hard disk storage devices, 
whose size is typically limited to just a few terra bytes. Even if 
peta byte single storage devices were to become available, such 
solutions will be plagued by the single point of failure 
phenomenon. Moreover, since computations have to operate on 
massive data sets to extract actionable intelligence, storage system 
must be designed to support concurrent computations. File 

systems, such as the Hadoop [1] and the Google File System 
(GFS) [2] have been designed to meet  the requirements just 
enumerated. Both these file systems follow a similar architectural 
concept, which is designed around the use hundreds or tthousands 
of commercial-off-the-shelf (COTS) hard disk drives that are 
interconnected via high speed network links. Furthermore, the 
architecture incorporates high degree redundancy  and replication 
of data blocks to mitigate single of point of failure problems and 
for supporting concurrent processing multiple data blocks.         

Data driven decisions derived from big data have assumed 
critical importance in many application domains, e.g., commerce, 
finance, marketing, military, etc. For these types of applications, 
data has become a highly valued resource, requiring appropriate 
security guarantees. High value associated with big data sets has 
also rendered big data storage systems attractive targets for cyber 
attackers. These attackers are constantly exploring new ways to 
detect and exploit vulnerabilities in a cyber infrastructure, 
including big data storage systems. Any cyber attack seeks to 
compromise one or more of the following three basic security 
attributes: 
• Confidentiality (C): Ability to ensure privacy by preventing 

theft of confidential and proprietary data/information. 
• Integrity (I): Ability to prevent unauthorized alteration of data. 
• Availability (A): Ability to prevent denial of access to data by 

authorized users. 
Both, GFS and Hadoop employ high degree of replication for 
enhancing file system performance in terms throughput, reliability 
and availability. From the security perspective, such redundancy 
has the desirable effect of providing strong protection against 
cyber attacks designed to compromise availability. Assuming a 
simple security model, in which a system having N degrees of 
redundancy is subjected to availability attacks (e.g., DoS and 
Distributed DoS attacks). Let pa denote the probability that such 
an attack is successfully able to compromise the availability of a 
single storage device. Assuming further that these N redundant 
systems fail independently, the availability failure metric for an N 
redundant system turns out to be 1 . It therefore 
follows that file systems like GFS and Hadoop that are designed 
with 1and  1, can offer very high level of protection 
against attack designed compromise the availability of a storage 
system. Unfortunately, naïve redundancy employed in these file 
system technologies turns out to be double-edged sword from the 
security perspective. What happens when a system with N degrees 
of redundancy is subjected to an attack designed to compromise 
its confidentiality or integrity? Failure of any one of the N 
redundant copies of data will imply confidentiality failure of the 
entire storage system. Let  denote the confidentiality failure 
probability of a single data storage system. Assuming independent 
failure model, the confidentiality failure probability  of an N-
redundancy system can be written as  

 ∑ 1 1  (1) 



 
Figure 1: Redundant fragmentation of data 

Based on this simple analysis and making a realistic assumption 
that individual storage devices are well protected, i.e., 1, 
from Eq. (1), it then follows that  increases almost linearly as a 
function of redundancy N. This observation makes intuitive sense; 
an attacker needs to steal any single copy out of N available 
copies of a data block to compromise the confidentiality of the 
entire system.  Similar analysis can be carried out to assert that 
naïve redundancy is also detrimental for protecting the integrity of 
a storage system. Consequently, we summarize that from the 
perspective of overall security, simple redundancy used in GFS 
and Hadoop, while enhancing availability, can in fact significantly 
compromise confidentiality and integrity attributes. In this paper, 
we propose a more effective way of introducing redundancy that 
is capable of enhancing all three security attributes as well as 
imparting a storage system intrinsic intrusion tolerance capability 
[3]. Rest of the paper is organized into three additional sections. 
Section 2 reviews the existing literature for securing big data 
storage; Section 3 describes the proposed solution based on smart 
redundancy; Section 4 provides concluding remarks and 
suggestions for taking this work further.   

2. BIG DATA SECURITY 
Data analytics requires collection, transportation, storage and 
processing of massive volumes of data or big data for extracting 
intelligence. This has made data a valuable resource that needs to 
be protected from cyber attacks. As discussed earlier, high degree 
of redundancy employed in GFS and Hadoop can provide 
significant defense by tolerating only the availability comprising 
attacks. One other notable commercial effort is called the 
SHadoop [4] and its focus is mostly on preventing attacks by 
combining strong authentication and the SCALA programming 
language for describing Map-Reduce [5] query processes. 
However, on numerous occasions, attackers have been successful 
in defeating even the strongest preventive methods, requiring 
subsequent time intensive detection and mitigation of attacks.   
Such defense, at best is costly, and at worst may not be acceptable 
for time critical data driven decision making application, e.g., 
high speed trading, homeland defense intelligence operation, etc. 
We argue that the alternative strategy of incorporating intrusion 
tolerance [3] within the architecture is more cost effective in the 
long run and is essential time critical applications.  

3. ATTACK TOLERANCE TRHOUGH 
REDUNDANT FRAGMENTATION  
The basic technique to be utilized for ensuring tolerance against 
attack on networks and network storage systems is to introduce 
well crafted redundancy. The redundancy scheme should be so 
designed that it is effective in tolerating multiple attacks capable 
of causing multiple security failures with minimal computational, 
storage and network traffic overhead. Survivability is sought to be 
achieved through Fragmentation, Coding, Dispersion and Re-
assembly (FCDR) [6], which was motivated by the well proven 
RAID concept [7]. FCDR works by first fragmenting a block or a 
chunk of data into stripes, coding these stripes using Reed-
Solomon coding [8] to introduce redundancy, followed dispersion 
of coded stripes and finally re-assembling the healthy coded 
stripes. It was first used for survivable routing in [6], [9] as part of 
a DTRA funded research project. This is now being incorporated 
into an attack tolerant network file system (AT-NFS) to enable a 
file system to proactively tolerate attacks capable of 
compromising all three security attributes, viz. Confidentiality, 
Integrity and Availability. We first describe the architecture of this 
attack tolerant NFS and then suggest a possible way to incorporate 
this architecture into  GFS and Hadoop to mitigate their inability 

to deal with Confidentiality and Integrity limitations identified 
previously in Section 1.  
3.1 Striped Data Chunks 
Consider the case of an outgoing data block being sent for storage 
by an application node vs. Figure 1 shows the generic structure of 
a typical data block. Client node vs structures a storage data block 

into an array of L sub-blocks. Each sub-block  is further 
fragmented into n stripes and each such stripe is represented as 

, 1,2. , , ; 1,2, , . A stripe is treated as a W-bit long 
word (W will be defined in the sequel) and n contiguous stripes 
(words) of a sub-block  are represented as a vector 

, , ,  , 1,2, , . Next, these n fragments of each 
sub-block are augmented by adding m protection words 

, , ,  to create the  protected sub-block vector 
 , , . . , , , , . . ,  , , . . ,  , as shown in 
Figure 1. Each stripe or word  is a W-bit binary number, such 
that each  2 , 1,2. , , ; 1,2, ,  and 

  denotes the Galois field [6]. The Galois fields 
representation requires that ,  and  be related via the 
inequality, 
                                  (1) 
For example, if each sub-block is fragmented into  8 stripes, 
and the user specifications call for the system to have the ability to 
survive up to 4 security-failures, then using Eq. (1), we 
choose  4. This implies that every , 1, . . ,8 and every 

, 1, . . ,4 will be a 4-bit word. Also, for these specific values, 
every sub-block can be viewed as a 32-bit binary number and the 
complete block or packet payload can be treated as an L-long 
array of 32-bits. The L protected sub-packet vectors , 1, . . ,   
can be expressed as a    matrix D 

    (2) 

In this matrix form, as per the notation used in Figure 1, the  
row represents the  protected sub-packet, while the  column 
represents the  protected-striped block. Mathematically, 
protection words , 1, . . , ; 1, . . ,  corresponding to the 

 sub-packet are computed as a linear function of the  sub-
block data words, i.e., , , . . , ,   1,2, . . , . 
Functions   used for computing the protection words must 
have the property that loss of any  words of , , . . ,   
should still allow full recovery of all the sub-block words 

, , . . , .  Reed-Solomon (RS) coding [8] is one such 
technique that provides computationally efficient functions 

 , 1,2, . . , . The matrix representation of RS coding for 
computing the protections stripes ’s is given by          



 
Figure 2: Fragmented Attack Tolerant File System
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Note that all  and  2  finite field and the arithmetic 
(multiplications, additions, inversion, etc.) required to compute 
  have to be performed using 2  arithmetic [8]. 

3.2 Re-Assembly from Fragments 
Each NFS client node requires a shim as shown in Figure 2. This 
shim computes  as  striped blocks. Each stripe is 
transported over a separate UDP socket. The edge router routes 
these  striped packets over  disjoint routing paths to 

 NSF servers. Due to cyber attacks, there are no guarantees 
that these  stripes arrive or remain in healthy state. The type 
of damage that may be suffered by the stripes depends on the 
exact nature of an attack. For the present, assume that the system 
has been subjected to successful multiple DoS attacks on  
routing paths or storage devices. Consequently  out of  
stripes will fail to arrive in healthy state, i.e., the reassembly node 
has only  stripes available for reconstructing the 
original packet or data block. The structure of the F matrix is such 
that if , then it possible to fully reconstruct the original 
packet for any  healthy stripes available to the destination. 
Rewriting Eq. (3) as, 

                                               4  

In Eq. (4),  is a   1 vector representing the stripes of the 
original data packet and  is a   1 vector representing the 
protection stripes sent by the source node. Mathematically, Eq. (4) 
is an over-determined system of linear equations. It has been 
shown that in [8] that all the  of the    matrix F  
are mutually independent. Consequently, any  equations out of 
the  equations are sufficient to compute  and hence 
reassemble the original and complete data block from any  
stripes. This implies that the availability and integrity of routing 
or storage services is able to survive the loss or manipulation of 
up to any m stripes. In the context of ensuring confidentiality of a 
packet or data block, the proposed solution is able to survive theft 
of up to 1   stripes. This follows from the observation that 
fragmentation and coding can also be viewed as a type of 
threshold encryption [10], since correct reassembly (by the 
attacker) will require at least  healthy fragments. In summary we 
conclude that since the reassembly process must have n (out of 
n+m) fragments to reconstruct a complete packet, the proposed 
storage technique is capable of tolerating up to m successful 
confidentiality, integrity or availability attacks. The FCDR 
technique can also used in conjunction with added cryptographic 
security provided by SSL, TLS and IPSec to further enhance the 
integrity and confidentiality security attributes. It should be 
emphasized that blind replication used in [1], [2] only enhances 
availability by tolerating faults or attacks, but at the expense of 
adversely affecting integrity and confidentiality. Section 3.3 
describes the architecture of the proposed attack tolerant file 
system. However, before describing this architecture and a few 
example system calls, it will be instructive to model how the 
reassembly process deals with different security threats. 

3.2.1  Threat Modeling    
The adverse effects of an attack are eventually felt and dealt with 
by the stripe reassembling process of the client side NSF shim. 
However, the threat model assumes that attacks are launched 
against multiple striped NFS servers and that these attacks can 
compromise only one security attribute at a time. Consider that a 
confidentiality attack is launched against multiple striped file 
servers. Let  denote the number of servers that get successfully 
compromised by these attacks. Similarly, let   and  denote the 
number of striped servers that may get compromised by these 
attacks designed to compromise integrity and availability, 
respectively. Therefore,   would imply that the file system 
has successfully managed to tolerate a confidentiality attack since 
the attacker will have enough stripes for it to be able to 
reconstruct the file data from the stolen  stripes. Attack 
tolerance against integrity (availability) attacks requires the 
attacker to achieve   (  ). Furthermore, generally, 
confidentiality and integrity attacks are stealthy, i.e., the effects of 
the attack may not be observable to the client shim. In contrast, 
with respect to availability attacks,  striped servers will fail to 
respond with their data stripes within a time window set up by the 
client and clients shim will use any   responses from  

 timely responses for reassembly.                
3.3 Attack Tolerant NFS 
This section describes the use of FCDR for arriving at the Attack 
Tolerant-NFS (AT-NFS) architecture capable of tolerating 
multiple type of attacks designed to one more security attributes. 
Figure 2 shows the architecture of the proposed AT-NFS. 
Additional logic required for the AT-NFS is encapsulated in a 

single logical block "Striping Shim", which sits between the 
existing NFS client and the TCP/UDP/IP portions of the network 
protocol stack. A noticeable feature of the proposed design is that 
striping and FCDR completely transparent to the AT-NSF 
software applications. Following two example system calls 
illustrate working of the AT-NSF system, 
Example 1: open( ) system call.  
Example 2: read( ) and write( ) system calls.        

The open( ) system call is used for either creating a new file 
or opening an existing file. When the file name refers to a file 
residing in the NFS, after being internally processed by the NFS 
Client into a Remote Procedure Call (RPC), it is transparently 



 
Figure 3: Attack Tolerant Fragmented GFS 

passed on to the NFS Striping Shim. The shim now performs the 
following sequence of actions: 
1. Open n+m sockets (NFS typically uses connectionless UDP 

transport) to n+m NFS storage servers, as shown in Figure 2. 
2. Assuming that sockets to these servers have been opened and 

connected successfully, copy the command text Open (file-
name,..) into each socket and tell the sockets to send open 
command to the respective servers over TCP/UDP/IP layers. 

3.  Each NFS server receiving this system call creates an empty 
file on its local file system, which correspond to a single stripe 
of the complete file. On completion of this system call, each 
server sends a return value to the NSF client shim over its 
UDP socket. 

4. The shim, on receiving the return response from a server, will 
create and manage an internal table (s-table) that maintains the 
binding between a stripe number and the particular NFS server 
responsible for handling this stripe. 

Note that the open( ) and some other file system calls do not 
carry any data, other than the call arguments. However, system 
calls like read( ) and write( ) involve transfer of  data 
stripes between the shim and the servers. For the read( ) system 
call, the client’s shim uses Eq. (4) to perform reassembly of 
stripes into a complete file data block from the stripes sent by the 
individual servers within the stipulated time window. In contrast, 
for the write( ) system call, the client shim performs the 
following multiple operation summarized below  
1. Open  sockets, one for each  NFS server. 
2. Fragment a data block received from its NFS client process 

into  stripes and from these, computes n+m stripes (Eq. (3)).  
3. Send  stripes by copying these stripes into  

sockets buffers connected to    separate NSF servers. 
Data stripes are received by  striped server sockets and each 
socket is bound to a specific NSF server process, which accepts a 
stripe and writes it to its local disk drives. When under 
confidentiality attacks, the system will be able to transparently 
tolerate up to  such attacks. For dealing with integrity attacks, we 
assume that each server secures its stripe with a secure hash value 
(e.g., MD5 or SHA-1).  Assuming that an attacker can 
successfully make illegal alterations to stripe data but cannot 
compute the correct hash values, the system will be able to 
tolerate up to  attacks. To deal with availability attacks, the 
system employs a time-out mechanism with respect to the return 
values of read()and write()system calls as discussed in 
Section 3.2.1. As long as the number successfully attacked servers 
kA , i.e.,  kA servers send their return value within 
the stipulated time, client shim will be successful in reassembling 
a block. 

3.4 Attack Tolerant GFS 
Integrating attack tolerant NFS (AT-NSF) the AT-NSF into a GFS 
requires some modifications as shown in Figure 3. The modified 
GFS is now renamed as Fragmented GFS (FGFS). Assuming that 
a GFS has K has chunk servers, each chunk server is now 
fragmented (striped) into    Replicated Chunk Servers 
(RCS). The ith stripe, 1,2, . . ,  of a block is assigned to 
separate chunk server. The Frag/Defrag layer of the GFS master is 
responsible for keeping track of the binding between the chunk 
index and stripe index. It provides the locations of these  
RCSs using the -chunk-handle-array [2], which is used by a 
client’s Frag/Defrag shim to send/receive striped data chunks 
to/from the FGFSs. 

4. CONCLUSIONS 
Since big data is used as a raw material by data driven analyses 
engines to make critical decisions of high value, protecting cyber 
assets that include data storage systems from malicious attacks 
has become a priority. In this paper, we describe the architecture 
of a file system that goes beyond prevention, detection and 
recovery by providing capability of tolerating multiple attacks.  
The proposed architecture utilizes smart redundancy through 
fragmentation, coding, dispersal and reassembly, which enables it 
to tolerate attacks designed to compromise all three basic security 
attributes, viz. confidentiality, integrity or availability. In addition, 
as compared to other big data file systems, e.g., GFS and Hadoop, 
which employ naïve redundancy, the proposed architecture also 
incurs smaller redundancy overhead due to its usage on redundant 
coded fragments rather than whole redundant data blocks.    
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