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1. INTRODUCTION
The main motivation to investigate redundancy models

comes from empirical evidence suggesting that redundancy
can help improve the performance of real-world applications.
Under redundancy, a job that arrives to this system is dis-
patched to d servers uniformly chosen at random in order
to benefit from the variability of the length of these queues.
As soon as one of the copies finishes service, the job (and its
copies) is removed from the system, and as a consequence, a
job’s delay is given by the minimum delay among the servers
its copies are sent to.

Most of the literature on performance evaluation of redun-
dancy systems has been carried out when First Come First
Served (FCFS) is implemented in the servers. In particu-
lar, for exponential service time distributions, Gardner et
al. [4, 5] and Bonald and Comte [2] show that the stability
region is not reduced due to adding redundant copies. In
this extended abstract, we focus instead on Processor Shar-
ing (PS) service policy and study how redundancy impacts
the stability condition. In particular, we aim to study the
impact that the correlation structure of the copies has on
the performance of the redundancy-d model. In a recent
paper, Gardner et al. [3] showed that the assumption of in-
dependent and identically distributed (i.i.d.) copies, can be
unrealistic, and that it might lead to theoretical results that
do not reflect the results of replication schemes in real-life
computer systems. We consider the two extreme cases of
correlation; (i) the copies are i.i.d. (ii) the copies of a job are
exact replicas (identical copies). We observe that the stabil-
ity condition strongly depends on the correlation structure,
as well as on the number of redundant copies.

Under redundancy, a job that enters the system generates
d copies that are processed in d different servers. Due to
PS, all these copies are directly taken in service, while only
one of them will be fully served. Hence, this induces a waste
of resources on the other d − 1 servers. We prove that (i)
when copies are i.i.d., the stability condition is not impacted
by redundancy, that is, it is given by λ < Kµ. (ii) When
copies are identical, the stability condition is dramatically
reduced to λ < µK

d
. The latter is in fact the stability con-

dition of a system where all the copies need to be served.
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We then provide some insights on the performance of the
system obtained through simulations under general service
time distributions. In particular, we observe that with i.i.d
copies the performance improves in the number of copies d,
while it degrades in d when copies are identical. We refer to
the technical report [1] for further details.

2. MODEL DESCRIPTION
We consider a system with K homogeneous servers each

with unit capacity and PS service policy. Jobs arrive accord-
ing to a Poisson process of rate λ. An arriving job chooses d
servers out of K uniformly at random and sends d copies to
these servers. When the first copy of a job completes service,
the job is removed from the system as well as all its copies.
We will consider two possible correlation structures between
the copies of the same job: (i) i.i.d copies, the d copies of
a job have i.i.d. service requirements all distributed accord-
ing to an exponential random variable with mean 1/µ. (ii)
Identical copies, the d copies are exact replicas and hence
have the same service requirement, which is exponentially
distributed with mean 1/µ.

We denote by S the set of all servers. Each job will be
assigned a type label c = {s1, . . . , sd}, which represents the
subset of d servers to which the copies of this job are sent.
We denote by C(s) the subset of types that are served at
server s, that is, C(s) = {c ∈ C : s ∈ c}, where the number
of types served at server s equals |C(s)| =

(
K−1
d−1

)
.

We denote by Nc(t) the number of type-c jobs at time

t and ~N(t) = (Nc(t), c ∈ C). Furthermore, we denote by
Ms(t) :=

∑
c∈C(s)Nc(t), s = 1, . . . ,K, the number of copies

per server, and ~M(t) = (M1(t), . . . ,MK(t)).
For the i-th type-c job, let acis(t) denote the attained

service of the copy in server s at time t and, by bcis the
realization of its service requirement, for i = 1, . . . , Nc(t),
s ∈ c and c ∈ C. When copies are identical, it holds that
bcis = bci for all s. We denote by Ac(t) = (acis(t))is a matrix
on R+ of dimension Nc(t)×d. Note that the number of type-
c jobs increases by one at rate λ

(Kd )
, which implies that a row

composed of zeros is added to Ac(t). Due to processing, the
attained service of the copy of the i-th type-c job in server s

increases at speed 1/Ms(t), that is, dacis(t)
dt

= 1
Ms(t)

, ∀c ∈
C(s), i = 1, . . . , Nc(t). When one element acis(t) in matrix
Ac(t) reaches the required service bcis, the corresponding job
departs and all of its copies are removed from the system.
Hence, row i in matrix Ac(t) is removed.



Let us denote by ρ = λ
µK

the load of the system. We intro-

duce superscripts {IID, IC} in order to distinguish between
the two structures of copies in the system; i.i.d copies and
identical copies, respectively.

3. I.I.D COPIES
Under i.i.d. copies the departure rate of each job is given

by the sum of the departure rates each copy of this job has
in the d servers it is running on. That is, the departure rate
of a type-c job at time t is given by µ

∑
s∈c

1
MIID

s (t)
. Hence,

the departure rate of a server, say server s̃, is obtained by
summing over all the copies (from different types) that are

served in server s̃: µ
∑
c∈C(s̃)

∑
s∈c

NIID
c (t)

MIID
s (t)

. We observe that

for the server with the maximum number of copies, denoted
by smax, the following inequality holds:

µ
∑

c∈C(smax)

∑
s′∈c

NIID
c (t)

MIID
s′ (t)

≥ µ d

MIID
smax

∑
c∈C(smax)

NIID
c (t) = µd.

That is, the server with the maximum number of copies
has at least departure rate µd. Copies arrive to a server at
rate λd

K
. Therefore, if ρ < 1, that is, λd

K
< µd, the arrival

rate in the server with the maximum number of copies is
smaller than the departure rate. Using fluid-scaling tech-
niques, this allows us to prove that ρ < 1 is the stability
region, independent of the value of d.

Proposition 1. The redundancy-d system with i.i.d. copies
is stable when ρ < 1 and unstable when ρ > 1.

4. IDENTICAL COPIES
To illustrate why ρ < 1/d is the stability condition under

identical copies, we have plotted in Figure 1 the trajectories
of the number of copies in each of the servers, for K = 3
servers and d = 2 copies. We assume that the load is such
that 1/d < ρ < 1. We let the processes start in a very large
state, and plot the trajectories over a large time horizon.

When the processes MIC
s (t) are unbalanced (as it is for

t < 104), the number of copies at the server with the largest
number of copies decreases. The reason for this is as follows.
Jobs with copies in this server have other copies in servers
with less number of copies, which are served at a higher rate
and might complete service earlier. Therefore, the departure
rate of the server with largest number of copies is typically
larger than µ, which would be the departure rate without
redundancy.

However, we observe that once the number of copies in the
servers are balanced, the queue lengths start to build up. To
explain this, consider the symmetric case, i.e., MIC

s (t) = m,
for all s. Then, each copy of a job receives in each server
the same fraction of capacity. Hence, the departure rate of
copies from a server is µ. Since the arrival rate of copies to
a server λd

K
is larger than µ, the servers will build up from

then on, and the total number of jobs will diverge.

4.1 Stability condition
When all the copies of a job are exact replicas, there is

a potential departure of a job from the server that contains
the copy with the highest attained service so far. That is, for
the i-th type-c job, there is a departure at rate µ 1

MIC
s∗
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(t)
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,
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Figure 1: The dashed line represents the total num-
ber of jobs in the system under PS with identical
copies. The other lines represent the number of
copies in each of the servers for K = 3 and d = 2.

where s∗ci(t) := arg maxs∈c{aICcis(t)} is the server where a
copy of the i-th type-c job has attained most service at time
t. We note that when copies are identical, the attained ser-
vice is essential for the description of the system. However,
keeping track of the attained service of each copy of a job will
make the system hard to analyse. In order to overcome this
complexity, we upper and lower bound the original system.
In particular, the departure rates of these bound systems do
not depend on the attained service of each copy.

• In the upper bound system, UB, every copy of a job
has to be served in order for the job to depart.

• In the lower bound system, LB, there is a potential
departure of a job from the server where it has a copy
with the least number of copies. That is, for the i-th
type-c job, there is a departure at rate µ/(MLB

smin
c (t)(t))

where sminc (t) is the server with the minimum number
of copies that contains a type-c job at time t.

It is direct that the UB system is stable when ρ < 1/d,
therefore, the original system is also stable.

To prove that the LB system is unstable when ρ > 1/d
is more challenging. Using fluid-scaling techniques we prove
that the server with the minimum number of copies has a
positive drift when ρ > 1/d, which allows us to conclude
instability. This implies that the original system is also un-
stable.

Proposition 2. The system is stable if ρ < 1/d and unsta-
ble if ρ > 1/d.

5. NUMERICAL ANALYSIS
In order to assess the impact of the correlation structure

between the copies in a redundancy-d system under PS we
have performed several simulations. We are interested in
the mean number of jobs in the system, which by Little’s
law can be related to the mean delay of the system.

In Figure 2 we plot the mean number of jobs for both, i.i.d
copies and identical copies when service times are exponen-
tially distributed. The vertical lines indicate the stability
region for the different values of d.
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Figure 2: Mean number of jobs for the system (K =
5) with exponential service requirements under i.i.d
copies (i.i.d.) and identical copies (i.c.) vs. the load.

When copies are i.i.d, we know that the stability of the
system is ρ < 1 and does not depend on d. Additionally,
we observe that the performance of the system improves in
d, where d = K induces the minimum delay. This can be
explained as follows: in the system with d = K copies, all
queues synchronize and this system is equivalent to a one
server system with capacity Kµ and arrival rate λ.

When copies are identical, we observe the complete oppo-
site effect. The performance degrades in d and the system
with no redundant copies performs the best. For instance,
with d = K copies, all queues synchronize and the system is
equivalent to a one server system with capacity µ and arrival
rate λ.
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Figure 3: Mean number of jobs for the system (K =
5, d = 2) with exponential, deterministic, degenerate
hyperexponential (p = 0.25 and p = 0.1) and Pareto
service time distributions (α = 2.2) for i.i.d copies
(i.i.d.) and identical copies (i.c.) vs. the load.

In Figure 3 we plot the mean number of jobs under i.i.d.
copies and identical copies. We consider exponential, de-
terministic, degenerate hyperexponential and Pareto service
time distributions in order to analyse the impact of the ser-
vice time distribution on the performance of the system. We

assume the service time distributions to have unit mean.
Under the degenerate hyperexponential distribution, with
probability p the service requirement of a job is exponen-
tially distributed with parameter p, and 0 otherwise. Hence,
the squared coefficient of variation, c2X , equals c2X = 2

p
− 1,

which increases as p decreases. The pdf of the Pareto distri-
bution is f(x) = βα(1 + βx)−(α+1) with β = 1/(α− 1) and
α > 2, so that c2X = α/(α− 2).

When copies are identical, all lines seem to coincide. How-
ever, when zooming in, we can observe a gap between the
different distributions. We leave the analysis of near insen-
sitivity under PS and identical copies with general service
time distributions for future work.

When copies are i.i.d, the performance of the system im-
proves under variable service time distributions. We observe
that when the service time is deterministic, the performance
dramatically degrades. In fact, when jobs have deterministic
sizes, all copies are identical and hence we are in the previ-
ous case of identical copies. On the other hand, we observe
that the performance improves under the Pareto (α = 2.2)
and degenerate hyperexponential (p = 0.25 and p = 0.1) ser-
vice time distributions. We further observe, that for both
Pareto and degenerate hyperexponential distributions the
stability condition is ρ < C, with C >> 1. Hence, having
redundancy copies can significantly increase the stability re-
gion over the case of d = 1, for which ρ < 1 is the stability
condition.
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